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Automaticity, Bias, and Intentional Action 

Ezio Di Nucci, University of Copenhagen  

 

Abstract I argue that actions that result from our implicit biases – like the implicit 

racism of slowing the pace of speech when meeting a foreign-looking person or 

when a white policeman is more likely to identify an object in the hands of an 

African-American as threatening than when the same object is in the hands of 

someone white - are automatic intentional actions: namely those actions meet both 

the conditions for automaticity (and are therefore automatic actions) and also the 

conditions for intentionality (and are therefore intentional actions).  

 

Introduction 

I argue for the following claim: actions that result from our implicit bias are both automatic 

and intentional; and that should not surprise us because automatic actions are intentional 

actions. 

 AAIA: Automatic Actions are Intentional Actions 

I will first discuss the above claim AAIA, according to which automatic actions are intentional 

actions and afterwards I will zoom in on the particular type of automatic actions that concerns 

us here, namely those actions that result from implicit biases. 

To be sure, I do not mean AAIA as an identity claim, so that I am claiming that all automatic 

actions are intentional actions (normally) but I am not claiming that all intentional actions are 

automatic actions. I say “normally” because just the way in which some non-automatic actions 

can sometimes be performed unintentionally or by mistake, the same goes for automatic 

actions. In fact this clarification just reinforces my claim that automatic actions are full-blown 

intentional actions as much as their non-automatic counterparts. Automatic actions are 

therefore not, for example, sub-intentional actions, as O’Shaughnessy famously argued (1980).  

There are two main classic objections to AAIA (Di Nucci 2008, Di Nucci 2011, and Di Nucci 

2013): 
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1) AAIA is false 

2) AAIA is uninteresting because it is obviously true 

Take it as a sign of the times that it might well turn out that AAIA being false isn’t the biggest 

problem we have, here; as arguably the most influential philosopher of action of the modern 

era (as in, not Aristotle) believed that AAIA wasn’t even worth talking about (Davidson 1980). 

My discussion here ultimately results not only in the claim that automatic actions are 

intentional but also in the broader claim that the philosophy of action should indeed distinguish 

between automatic actions and non-automatic actions, pace Donald Davidson and most action 

theory that followed Davidson over the last few decades. And in fact it might well be that the 

more meaningful contribution that my defense of AAIA makes to the philosophy of action here 

is not AAIA itself but rather understanding automatic actions are a distinctive agential 

category. 

 

Automaticity and Intentionality 

Let us, in the spirit of Aristotle, start from the phenomena:  

1) When Roger Federer hits the line with his one-handed backhand, that’s an automatic 

action; 

2) When you type in your pin number at the supermarket’s cashier, that is also an 

automatic action;  

3) When my wife plays a note on her violin, that is an automatic action too;  

4) When you instinctively – and maybe even without realizing – speak slower and louder 

to someone with dark skin, that too is an automatic action (and a racist one too – more 

below);  

5) When you take off your hat walking into church (or, for that sake, into the pub – both 

have gone out of fashion anyhow), that is an automatic action; 

6) And the same goes for when you signal before turning.  

These few examples have been chosen to illustrate the complex set of phenomena which can 

be categorized as automatic actions: skills, habits, conventions, and also bias.1 Those are things 

                                                           
1 John Searle – who differently from other action theory classics like Davidson and Bratman did take automaticity 

a bit more seriously in his time, but unfortunately has not aged well – used to refer to some of these phenomena, 

like those involved in driving, as subsidiary actions (Searle 1983).  
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you do without thinking or mindlessly (Di Nucci 2013). As our defense of AAIA comprises 

resisting two distinct objections, we have to think of this diverse group of phenomena both in 

terms of the counterargument according to which not all of the above are automatic actions – 

or indeed even actions per se – and also in terms of the possible counterargument according to 

which not all of the above are intentional actions.  

Finally we have to think in terms of the explanation and rationalization of these phenomena 

being consistent with AAIA (I am not throwing the whole of Davison out, don’t worry – just a 

tiny bit). Let me explain this latter statement as I don’t want to assume too much prior 

knowledge of philosophy of action literature here: if we are going to argue, as we are going to 

argue, that automatic actions are intentional actions; and if we are not going to argue, as we are 

not going to argue, against Davidson’s rationalization as causal explanation account of 

intentional action; then it is crucial that the automaticity of the above phenomena be compatible 

with their rationalization as causal explanation.  

Before proceeding with the details of the argument, please allow me to make a methodological 

premise: it seems to me that the philosophy of action can only benefit by highlighting and 

combining theoretical insight with the normative and practical implications of our action-

theoretical distinctions and claims. When it comes to AAIA this means for example the 

following: explaining the importance for control and responsibility of the claim that the diverse 

phenomena we classify as automatic are intentional. This is what I call applied action theory. 

Two examples will help us understand the premise above in the context of our overall argument 

in support of AAIA: when we say that Roger Federer’s hitting the line against Djokovic in the 

2019 Wimbledon Final was an intentional automatic action2, we are not necessarily claiming 

that every shot in tennis is automatic or intentional. It is the particular skills of the GOAT 

(Greatest Of All Time), refined over more than 30 years of playing tennis at the highest 

technical (and aesthetic) level, that warrant both the automaticity claim and the intentionality 

claim. And this also means that the praise Federer deserves for that shot is different from the 

one I would deserve if I hit the line with a one-handed backhand, because that would be pure 

luck, just a fluke really.  

Here we need to unpack two different claims:  

                                                           
2 You might think that’s too much tennis detail, but I am only emphasizing a philosophical point really: that 

automaticity and intentionality are predicated of act-tokens rather than act-types.  
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1) The automaticity claim, according to which saying that some action is automatic points 

to the particular skills and the history of habituation that lead to that specific 

performance. It is not just about not thinking, it is more about no longer needing to 

think to the point where sometimes thought and attention get in the way (here see 

Beilock’s influential experiments with golfers: primarily Beilock et al 2001, Beilock et 

al 2002 and Beilock et al 2008). So mindlessness is really just the consequence of a 

history of habituation and having internalized certain practices – and these should be 

thought as necessary conditions for automaticity.  

 

2) The intentionality claim, according to which – in the tradition of Grice (1971) and 

Bratman (1984 & 1987) – there is an epistemic condition3 on intentional action such 

that we can only be said to have acted intentionally if we either believed that we would 

have so acted (Grice) or at least did not believe that we would have not so acted 

(Bratman), which explains the difference between Federer hitting the line and myself 

hitting the line. And this also explains the corresponding difference in praise (and 

crucially, blame) attributions. 

To draw a first conclusion, then, one preliminary implication of our understanding of automatic 

actions and our defense of AAIA is, then, that my own hitting of the line will neither count as 

automatic nor will it count as intentional; while Federer’s we can consider a paradigmatic 

example of an intentional automatic action, exemplifying AAIA.  

You might think that praise and blame, when it comes to skills like those involved in sports or 

the arts, are not particularly interesting from a normative point of view. But it is only a small 

step from Federer’s or my wife’s wrists to the ones of a neurosurgeon. So when we talk of 

skills, habituation and the internalization of a practice, that applies to a wide variety of actions 

and domains, which include crucial ones – from the point of view of responsibility, say, but 

also harm, if you want to be more theory-neutral – such as healthcare. And this obviously also 

applies to the case study at the centre of this paper, implicit bias, to which we now turn. 

                                                           
3 This epistemic condition is importantly not a knowledge condition but only a belief condition. Some readers 

might disagree with my choice of terminology here, thinking that only knowledge conditions deserve to be labeled 

‘epistemic’; I don’t think that is warranted because belief is an epistemological issue too. But this footnote is there 

to make sure people do not misunderstand my talk of ‘epistemic conditions’ when referring to so-called belief 

constraints with a knowledge condition on intentional action, which would be a stronger claim and something else 

altogether that I will not pursue here.  
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Implicit Bias 

Our next example is even more obvious in terms of its ethical relevance: the phenomenon now 

commonly referred to as ‘implicit bias’4, of which we have already seen one standard example 

above. The topic has over the last few years been subject to increasing media attention also 

because of the epidemic of police violence against African-Americans in the United States, 

where you might have a white policeman more likely to identify some object in the hand of an 

African-American as a gun than if the same object in the same perceptual circumstances were 

carried by someone who is white.  

As we have already seen this is widespread across social relations and not just a law & order 

issue, as when we might instinctively (second nature) slow down the pace of our speech when 

talking to someone whose appearance implicitly suggests to us that they are foreign, even 

though their language proficiency might very well more than match ours. To complicate things 

you may well compare this case to the one in which a young person instinctively raises their 

voice when talking to an older person – would that be ageist the same way in which the previous 

case is racist? 

Small aside: I choose this particular example because while its ethical relevance is obvious, the 

moral valence of the action in question might not be as obvious. As in, someone might argue 

that those are the right instincts because they will enable us to respect all levels of language 

proficiency (or hearing) even though in the particular case we get it wrong; while on the other 

hand the racist (and ageist) undertones of such an second nature are also undeniable.  

With this example I want therefore to at the same time emphasize the complexity of these kinds 

of cases of implicit bias while also clarifying that when it comes to bias the crucial question is 

whether we intentionally perform the actions which are result of implicit bias, whatever the 

moral valence of these actions. So the central issue is a question for the philosophy of action 

before it becomes a moral, ethical, social, legal or political question – that’s applied action 

                                                           
4 Both the philosophical and empirical literature on implicit bias is vast, so what follows is a representative 

selection of the most influential philosophical and empirical contributions with a special focus on what is most 

relevant to the present argument: Amodio & Devine 2006, Brownstein 2015, Brownstein & Saul 2016, Devine 

et al 2012, Gendler 2011, Green et al 2007, Greenwald & Krieger 2006, Jolls & Sunstein 2006, Kang et al 2011, 

Kelly & Roedder 2008, Holroyd et al 2017, Krieger & Fiske 2006, Mandelbaum 2016, Saul 2012, Saul 2013a 

and Saul 2013b.  
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theory at work for you. And in turn the intentionality question will be crucial for responsibility 

attributions even without committing us to the strong claim that we are only responsible for 

our intentional actions.  

Our verdict as to skills such as those involved in sports, the arts and also surgery was simple: 

intentional automatic actions. What are we going to say about bias and prejudice? What the 

philosophy of action says about bias and prejudice will have widespread implications not only 

at the ethical level but also when it comes to policy and the law. And by now you will perhaps 

not be surprised to hear that my hypothesis is the same (otherwise implicit bias wouldn’t be an 

example of AAIA, after all): actions which are the result of bias and prejudice should also be 

classified as intentional automatic actions. And according to my account this is true, crucially, 

whether or not in the particular circumstances of the act-token in question, bias and prejudice 

turned out to be on target or not – as in, whether or not the older person turns out to be hard of 

hearing or not, that prejudice can be attributed to us and the resulting action be deemed both 

automatic (because it was the result of implicit bias) and intentional.   

Before continuing we must deal with a small dialectical complication in the way we have set 

out our argument above: basically, does a case count as implicit bias only if we get it wrong or 

is it implicit bias even in the cases in which our prejudices are confirmed – or at least not 

falsified? We can easily imagine two twin cases in which the same younger person starts to 

speak louder to a senior, but in the first case the senior has hearing as good as the one of their 

younger counterpart while in the latter case the senior person is indeed hard of hearing.  

The former case, we may all agree, is a straightforward case of implicit bias (or, if at all, explicit 

bias – but bias anyhow). This is not yet a moral evaluation of the case, but if there is bias at all, 

the former of our twin cases has got to qualify for that label. But what are we going to say 

about the latter case? By definition, the younger’s person attitude is unchanged, so if the former 

was bias then the latter ought to be bias too. Does the fact that in this particular case the 

prejudice has not been falsified mean that it wasn’t bias or prejudice after all? I don’t think so: 

what is crucial is the similarity in attitude and the reasons – implicit or explicit – for the relevant 

prejudice.  

Namely, in both cases the younger person raises their voice – without realizing it - based on a 

generalization that older people don’t hear as well anymore. It is this generalization – 

independently of its statistical accuracy, actually – that results in bias and prejudice. And this 

is independent of whether the generalization happens to be on target in the particular instance. 
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This little argument has the important consequence that a case will count as implicit bias or 

prejudice alone in virtue of the generalizing attitude behind it; and independently of the 

accuracy of the generalization in the particular instantiation.  

The sympathetic reader might find the automaticity claim about implicit bias plausible – after 

all, often we don’t even realize that we are doing it, think about the pace or pitch of one’s 

speech (Di Nucci 2012). But even the sympathetic reader which finds the automaticity part of 

my claim plausible might wonder about the intentionality of implicit bias. Victims (or are they 

actually perpetrators? Well, that’s what we are here to find out…) of implicit bias often report 

non-discriminatory views. It’s a kind of dual-system model similar to the one that Daniel 

Kahneman (2011) popularized: consciously liberal, implicitly racist – in a slogan.  

In fact this also speaks to the way philosophers have been characterizing the concept of ‘ideal 

self’ to which we aspire (and have done so much earlier than psychologists, actually): so it is 

not surprising that there should be a gap between the implicit and the explicit self and their 

views. The question, if you like, is rather which one is the true self. And it is to answer that 

fundamental question that my hypothesis about the intentional and automatic nature of implicit 

bias contributes.  

 

The argument 

My argument goes roughly as follows: 

1) Implicit bias is a side-effect of habituation and cognitive streamlining 

2) Side-effects are intentional 

3) Implicit bias is intentional 

I know, I know: this simple syllogism is too quick, because we should add further premises 

about the automatic character of habituation and cognitive streamlining, or at least the 

automatic character of the actions that are the result of habituation and cognitive streamlining, 

to be precise (at least in the context of AAIA, anyway – I say this because some readers might 

only be interested in the headline claim that implicit bias is intentional, but I believe, as I have 

argued above, that the connection between automaticity and intentionality is crucial too).  

To be particularly careful we should probably also clarify that it is side-effects of intentional 

actions that we are classifying as intentional, because obviously unintentional actions can also 
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have side-effects and those would not necessarily be classified as intentional. Those are details 

of the argument – they are necessary, but not necessarily interesting. The meat of the argument 

consists of Premise 1 and Premise 2, both of which can be thought to be controversial. So I 

turn to the discussion of those two: taking the simple argument above to be in the first instance 

valid (with those clarifications above anyway), I will argue that both premises are also true.  

Before moving on to discuss Premise 1, I would like to remind the reader of where we are in 

the argument: implicit bias, as the most complex and controversial example of automaticity, 

will here serve as a case study for AAIA according to the following dialectic: if I can 

demonstrate that even implicit bias is an automatic intentional action, then I can easily 

demonstrate that the other phenomena listed at the beginning of the paper are automatic 

intentional actions and then I will have provided a stronger argument for AAIA than if I had 

focused on an easier case study than implicit bias.  

 

Premise 1: Implicit Bias as Side-Effect 

From the point of view of automaticity, Premise 1 is probably the more interesting one, so I 

will take it on first. As I mentioned, I focus on implicit bias not because the topic is hot but 

because its complexity means that unpacking it will actually help us make the case for AAIA 

and also explain how the other phenomena such as skills, habits and conventions work – 

because those will be crucial to the establishment of Premise 1.   

The short version of the story goes like this: the practice of habituation and cognitive 

streamlining results in automatic actions. We are particularly good at automatic actions – in 

fact, better at them than we are at non-automatic actions, see Roger. Funnily enough, we are 

particularly good at automatic actions even though they actually allow us to spare resources – 

thinking, for example. So automatic actions are more than just a win-win, as it is actually more 

a double win: first we win because we are particularly good performance-wise; and then we 

win again because we spared cognitive resources. This double win is so good and tempting that 

we cannot resist it, so we engage in the practice of habituation and cognitive streamlining and 

cultivate it – or anyway our engagement makes rational sense, both strategically and 

economically (strategic: better performance; economic: fewer resources – I promised you it 

was a double win). Something so good cannot but be intentional. The only drawback of the 

practice of habituation and cognitive streamlining is the ugliness of implicit bias. But – and 
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this is a crucial step in my argument – all things considered we can live with all the benefits if 

those side-effects are the only risk. So – even though we might not realize it – implicit bias is 

actually something that we cultivate and endorse – or the mechanisms (heuristics) behind it 

anyway. And that makes it not only automatic but also intentional.  

Ok, twitter-wise the above paragraph was a very long ‘short story’, but given that pretty much 

the whole of my argument for Premise 1 was packed into it, I think that philosophically we can 

still call it a ‘short story’. And guess what, it is philosophy that we are still engaged in, not 

twitter. So in the rest of this section I will develop my ‘short story’ above into a full-blown 

argument for Premise 1 before moving on to argue in favor of Premise 2 in the next section. 

The first thing we should understand about automaticity and mindlessness is that it doesn’t just 

happen to us: we endorse it and cultivate it, even though we do not necessarily do so overtly. 

Automaticity is just another part of our process of learning how to cope with the world given 

our limited cognitive capacities and resources. And the fascinating thing about how 

automaticity helps us cope is that we become better at certain practices by sparing cognitive 

resources – even though we might in the short term have to invest extra resources 

(training/learning) so that we can then focus on something else later on. 

What does this have to do with intentionality, though? The first thing we should say is that it 

is a core element of our account that, as a result of getting better at a certain practice through 

habituation, we improve our control over that practice even though we no longer need to think 

about it or pay attention to it. Indeed, that is exactly what constitutes our improved control, the 

fact that we no longer need to think about the performance or pay attention to it. Therefore we 

can say that, on our account, improved control is a consequence of habituation. This 

distinguishes the kinds of automatic actions and practices we are talking about from other 

practices for which their history is also crucial, as for example drunk-driving.  

The way in which we hold drunk-drivers accountable is also through the history of their drunk-

driving, namely by tracing the drunk-driving back to a time and place where the driver was 

sober and in a position to decide whether to drink and evaluate the possible dangers of that 

decision. This historical account of drunk-driving might not be enough for intentionality but is 

broadly considered to be enough for responsibility. And the crucial difference between this 

historical account when applied to drunk-driving and our own historical account is indeed that 

loss of control is a plausible consequence of drunk-driving while enhanced control is a 

plausible consequence of the history of habituation behind our automatic actions. 
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We have, then, a history of habituation resulting in more control over the performance. And on 

the other hand we have the fact that in many cases that improved control means no longer 

having to think about or pay attention to the performance in question. But does not the latter 

mean that we do not intend the performance anymore? Further, how can we possibly claim that 

we are aware of our automatic actions if we no longer think about them or pay attention to 

them? Could it then be that we lack intentionality despite having (improved) control over 

automatic actions? After all, we have already provided a theoretical alternative ourselves, 

namely the idea that – like with drunk-driving – we end up with responsibility without 

intentionality.  

What is less than satisfactory with this conclusion is that the reason why with drunk-driving 

we had to settle for responsibility without intentionality was lack of control while in the case 

of automatic action we have control – or at least no one in the literature is arguing that automatic 

actions are beyond our control. So why settle for a drunk-driving like account when we have 

control? Control is not the only issue. We can also, with Anscombe (1957), ask the good old 

question ‘why’ in the case of automatic actions while we cannot ask the why-question in the 

case of drunk-driving. 

So far we have focused on whether the automatic actions which result from habituation and 

cognitive streamlining should count as intentional actions – and we have made the argument 

that given the crucial role of control, those actions can be easily contrasted with other cases in 

which the agent was not thinking or paying attention such as drunk-driving. The problem for 

our argument is that we are not just arguing that automatic actions are intentional; we are also 

arguing for the more controversial claim that this account applies to implicit bias as well. And 

an opponent could easily point out that implicit bias can be more easily compared to drunk-

driving than the other automatic phenomena that we have listed at the beginning. So that our 

account might apply to tennis, music, church-going and all the rest of it but it does not 

necessarily apply to implicit bias. Implicit bias, in a slogan, is automaticity gone bad.  

 

Premise 2: Side-Effects are Intentional 

This is where the idea that implicit bias is a side-effect of habituation and cognitive 

streamlining comes in: we cannot as easily disavow implicit bias as we might do with drunk-

driving. Before moving on to my defense of Premise 2, though, there is one more distinction 
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which I think we must make first between two different ways of endorsing implicit bias. On 

the one hand we may endorse implicit bias for its own sake, so to speak. This would mean 

recognizing the basic rational advantages of generalization practices: prejudices are often 

wrong but they get the job done, in terms of cognitive streamlining. This is a strong version of 

my thesis that I am not going to defend here; all I want to do is to distinguish this strong version 

from a weaker one, the latter being already enough for my argument, I believe.  

According to the weaker version of endorsing implicit bias, we do not need to recognize or 

accept the ‘benefits’ of implicit bias itself. It is enough that we come to recognize the benefits 

of the overall process of habituation which has implicit bias has its nasty side-effect. Implicit 

bias would on this weaker view still be intentional even though we would not be endorsing it, 

in virtue of the fact that side-effects of intentional actions are themselves intentional. And on 

this weaker view we would have the advantage of not having to endorse implicit bias itself, 

given its nastiness (and then from the starting point of not endorsing our implicit bias we could 

move on to the cultivation of strategies to counter it, see for example Saul’s already cited work 

here).  

As I anticipated, I do not want to develop an argument about the relative merits of the two 

versions above, as I am satisfied with the weaker version’s sufficiency for my argument. But I 

will point to one element which is important, I believe: namely the fact that we might have to 

come to accept the inconvenient truth that implicit bias is something we would rationally 

endorse counterfactually, given the whole package – even if that inconvenient truth is not 

necessarily a necessary step within my argument.  

Here we can easily get bogged down by complex questions relating to the relationship between 

intention, side-effects and the so-called Doctrine of Double Effect – for example the question 

of whether we are allowed not to endorse a necessary (but unpleasant) part of a package deal 

that we otherwise endorse overall. Luckily enough the present argument does not need such 

minutiae: there is no need to take any distinctive stand on the Doctrine of Double Effect to 

accept the claim that side-effects are intentional, as people on opposing sides of the double 

effect debates accept that side-effects are intentional. Here see for example Bratman (Bratman 

1984 & 1987 as opposed to Di Nucci 2014): the intentionality of side-effects is common 

ground, the disagreement is partly about how to understand our cognitive attitudes towards 

side-effects (intended/foreseen) and mostly about the moral consequences of answers to that 

question (McIntyre 2018). 
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There is only one difficulty with this idea that we can skip all the details from the double effect 

debate in order to argue that side-effects are intentional. The reason why there is consensus 

within the double effect debate around the intentionality of side-effects is that in that debate 

side-effects are by definition ‘foreseen’. In fact, the distinction between ‘intended’ and 

‘foreseen’ is the way in which the double effect debate is normally framed. So it should be no 

surprise if the foreseen character of side-effects is taken for granted, basically because the 

double effect debate is only interested in those side-effects which are foreseen, to then argue 

about the difference – both action-theoretical and ethical – between ‘foreseen’ and ‘intended’ 

effects.  

What happens to this dialectic when we apply it to implicit bias? After all, one might agree that 

implicit bias is a side-effect of habituation and cognitive streamlining and then on the other 

hand disagree that implicit bias is foreseen. So if the intentionality of side-effects depended on 

their being foreseen, then the claim that implicit bias is intentional would be in danger. 

Answering this question is the final step of our argument, after which the paper will have 

reached its conclusion.  

There would be a short-cut here, but one that a philosopher would be ill-advised to take. 

Namely, one could argue that implicit bias is foreseen on the grounds that a lot of the behavioral 

psychology evidence within the field has been disputed due to failure of replication. There are 

two reasons why this avenue would not be advisable: firstly, it is because our philosophical 

argument would then depend on the reliability of empirical evidence that we are ourselves not 

necessarily able to evaluate. Secondly – and more importantly – this shortcut would risk 

amounting to conceptual elimination: namely the risk is that the whole phenomenon of implicit 

bias would be thrown out through this shortcut of making it into a foreseen side-effect; because 

the whole point of understanding implicit bias as a distinct phenomenon is that we are often 

unaware of these attitudes. And given the overall methodological benefits for the philosophy 

of action of a discussion of implicit bias that I have emphasized, we might want to avoid losing 

the concept altogether, at least until the end of this paper.  

Summing up, implicit bias is a side-effect; side-effects are intentional; implicit bias is 

intentional. How could this argument possibly go wrong? Well, as we have seen, if we restrict 

the intentionality of side-effects to those side-effects that are foreseen and we want to avoid 

the idea that implicit bias is foreseen, then we might have a problem. What is the solution? The 

solution is an idea that we have already encountered, namely that when we endorse a package, 
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we might not necessarily have to endorse every element within the package, but our 

commitment to the package is still such that all its necessary elements – including side-effects 

that might make us uncomfortable – are intentional effects attributable to us. For the simple 

reason that, if eliminating those effects would endanger the overall package, we would 

ultimately do it again. Again, this quick counterfactual test might not be enough for intention 

(see double effect debate, Di Nucci 2014), but it is enough for intentionality and also the 

intentionality of implicit bias.  

Here one might object to my claim that implicit bias is a necessary component of the overall 

package of habituation and cognitive streamlining (heuristics). Can we not just distinguish 

good heuristics from bad heuristics and then cultivate the good ones and eradicate the bad ones? 

Sure, an ethics of implicit bias must include ways in which we grow out of it and eradicate it 

if and when possible; but this here was not an ethics of implicit bias but an action theory of 

implicit bias, so the necessary steps to eradicate it are not part of my argument. Still, could we 

not imagine practices of habituation that were free of implicit bias? This is a developmental 

question and therefore it’s beyond the scope because empirical. But basically my idea would 

be that the only sure way of achieving that developmentally would be a mindfulness effort 

against generalization; and that such effort would be an impediment to learning many of the 

practices, habits and conventions that make life manageable. So that such an effort might be 

neither possible nor, ultimately, worth it.  

 

Conclusion 

In this paper we have argued that a particularly interesting and challenging type of automatic 

actions – actions brought about as a result of implicit bias – are intentional actions, just as other 

automatic actions are. The argument consists of recognizing the way in which implicit bias is 

a product of the practice of habituation and cognitive streamlining that is crucial to our success 

as (cognitively limited) agents. Even though implicit bias might be an unpleasant side-effect 

of such practice, it isn’t upon reflection worth abandoning the overall package of habituation 

just because of implicit bias; so that we might not endorse the effects of implicit bias but they 

are nonetheless our intentional effects. This gives us a straightforward path to attributions of 

responsibility for actions resulting from implicit bias. I leave it for another day to establish 

whether the argument put forward and defended in this paper for the case study of implicit bias 

can be applied across the board to all automatic actions too. 
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