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Abstract

Targeted maximum likelihood estimation is a general methodology combining flexible en-
semble learning and semiparametric efficiency theory in a two-step procedure for estimation of
causal parameters. Proposed targeted maximum likelihood procedures for survival and competing
risks analysis have so far focused on events taken values in discrete time. We here present a tar-
geted maximum likelihood estimation procedure for event times that take values in R+. We focus
on the estimation of intervention-specific mean outcomes with stochastic interventions on a time-
fixed treatment. For data-adaptive estimation of nuisance parameters, we propose a new flexible
highly adaptive lasso estimation method for continuous-time intensities that can be implemented
with L1-penalized Poisson regression. In a simulation study the targeted maximum likelihood
estimator based on the highly adaptive lasso estimator proves to be unbiased and achieve proper
coverage in agreement with the asymptotic theory and further displays efficiency improvements
relative to a Kaplan-Meier approach.

Keywords: Targeted maximum likelihood estimation, survival analysis, treatment effects, semi-
parametric model, efficient estimation, causal inference

1 Introduction

In recent years, semiparametric efficient and doubly robust estimators (van der Laan and Robins,
2003; Tsiatis, 2007) have gained great popularity in many fields and are increasingly used to draw
inference about the effect of a treatment (Robins, 1986; Hernan and Robins, 2020). In survival anal-
ysis, such methods provide an alternative to the widely used Cox regression model (Cox, 1972) that
relies on the assumption of proportional hazards and requires correct specification of main effects
and interaction effects of treatment and confounders. We consider a standard survival analysis set-
ting where a population of subjects are followed over a period of time until an event of interest occurs
(Andersen et al., 1993). We suppose that covariates are measured and a treatment decision, either
randomized or conditional on covariates, is made at the beginning of the follow-up period, and that
we are interested in the effect of the treatment decision on the time until the event of interest hap-
pens. The data are further characterized by right-censoring, saying that a subject is right-censored
if the event of interest did not occur within the subject-specific follow-up period. In this work
we target parameters of the g-computation formula that have a clear causal interpretation under a
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set of structural assumptions (Robins, 1986; Gill and Robins, 2001; van der Laan and Robins, 2003;
Hernan and Robins, 2020) and consider the general case with stochastic interventions (Robins et al.,
2004; Dawid and Didelez, 2010; Gill and Robins, 2001, Sections 6 and 7) on the treatment decision
on time-to-event outcomes; an important special case is the average treatment effect on the τ -year
risk of death.

Our overall goal for estimation is to impose as few assumptions as possible on the data-generating
mechanism while providing efficient and double robust estimation by optimizing the estimation pro-
cedure for the target parameter specifically. Targeted maximum likelihood estimation (van der Laan and Rubin,
2006; van der Laan and Rose, 2011, 2018) provides a general methodology that combines cross-
validated machine learning (van der Vaart et al., 2006; van der Laan et al., 2006; van der Laan et al.,
2007) and semiparametric efficiency theory (Bickel et al., 1993) for constructing asymptotically ef-
ficient estimators for low-dimensional parameters in infinite-dimensional models. Targeted max-
imum likelihood methods have been extensively developed for treatment effect estimation in sur-
vival analysis settings where events are observed on a discrete time-scale (Moore et al., 2009a,b,c;
Stitelman et al., 2011a,b; van der Laan and Gruber, 2012; Benkeser et al., 2018; Cai et al., 2019),
but requires artificial discretization to be applied to events observed in continuous time and may
lead to instability and high memory usage (Sofrygin et al., 2019). We propose a generalization of
existing targeted maximum likelihood methods to continuously measured time-to-event outcomes
for survival and competing risks analysis based on a specialization of the work by Rytgaard et al.
(2020), and, further, derive exact expressions for the second-order remainders to establish double
robustness properties of the considered survival and competing risks estimation problems.

Generally, targeted maximum likelihood estimation proceeds in two steps. Initial estimators are
constructed for the nuisance parameters in the first step which is then followed by a second step (the
targeting step) that reduces bias for the initial estimators, improves precision and ensures reliable
statistical inference in terms of confidence intervals and p-values. We suggest a targeting step based
on a proportional hazards type submodel for the intensity of the event process, iteratively updating
the hazard estimators carried out in a smoothed fashion across time until the optimal score equation
is solved. We further construct a flexible highly adaptive lasso estimator (van der Laan, 2017) for
continuous-time hazards that can be implemented with L1-penalized regression (Tibshirani, 1996)
by utilizing Poisson regression modeling techniques (Andersen et al., 1993; Lindsey, 1995). The
highly adaptive lasso is a nonparametric estimation method proven to converge faster than n−1/4

with respect to the square-root of the loss-based dissimilarity under the only assumption that the
true function is càdlàg (right-continuous with left limits) with a finite sectional variation norm
(van der Laan, 2017).

Our estimation methods have applications in observational as well as experimental data settings
such as randomized clinical trials. In trial settings, it is standard to analyze time-to-event data in each
intervention arm using a Kaplan-Meier estimator. It is well-known that the Kaplan-Meier estimator,
an unadjusted estimator, may yield biased estimation under covariate dependent censoring, and may,
furthermore, be inefficient in presence of predictive covariates (Lu et al., 2008; Rubin et al., 2008;
Moore et al., 2009c; Rotnitzky et al., 1997; Diaz et al., 2019). We revisit these issues in our simu-
lation study, where we demonstrate that our targeted maximum likelihood estimator based on the
highly adaptive lasso estimator improves the precision and robustness of findings while providing
accurate confidence intervals without any parametric model specification.
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2 Setting and notation

Consider unit-specific observed data on the form O = (L,A, T̃,∆). These data contain a vector
of information on pre-treatment characteristics (L ∈ L = R

d), tell us what treatment the unit was
exposed to at study entry (A ∈ A = {0, 1}), how long the unit was under observation (T̃ ∈ R+)
and if the event of interest was observed for the unit or not (∆ ∈ {0, 1}). We introduce the variables
T ∈ R+ and C ∈ R+ as the times to event and censoring, respectively, such that the observed time
is T̃ = min(T,C) and the event indicator can be written ∆ = 1{T ≤ C}. The corresponding
competing risks setting is treated in Appendix A. Suppose that we observe a sample {Oi}ni=1 of
independent and identically distributed observations of O ∼ P0. Let N(t) = 1{T̃ ≤ t,∆ = 1} and
N c(t) = 1{T̃ ≤ t,∆ = 0} denote the observed counting processes (Andersen et al., 1993). The
hazards for the distributions of T and C are defined by

λ0(t | a, ℓ) = lim
h→0

h−1P (T ≤ t+ h | T̃ ≥ t, A = a, L = ℓ),

λc0(t | a, ℓ) = lim
h→0

h−1P (C ≤ t+ h | T̃ ≥ t, A = a, L = ℓ);

let Λ0,Λ
c
0 denote the corresponding cumulative hazards; thus, the compensators of N,N c are char-

acterized by

EP0
[N(dt) | Ft−] = 1{T̃ ≥ t}Λ0(dt |A,L), and, EP0

[N c(dt) | Ft−] = 1{T̃ ≥ t}Λc
0(dt |A,L),

where Ft = σ((N(s), N c(s) : s ≤ t), A, L) is the filtration generated by the observed data in [0, t].
Let further µ0 be the density of L with respect to an appropriate dominating measure ν and π0(· |L)
be the conditional distribution ofA givenL. Under coarsening at random (van der Laan and Robins,
2003), λ, λc, the distribution for the observed data can now be represented as dP0(o) = p0(o)dν(ℓ)dt
where the density p0 is given by:

p0(o) = µ0(ℓ)π0(a | ℓ)
(
λ0(t | a, ℓ)

)δ
S0(t− | a, ℓ)

(
λc0(t | a, ℓ)

)1−δ
Sc
0(t− | a, ℓ); (1)

here o = (ℓ, a, t, δ) and S0, Sc
0 denote

S0(t | a, ℓ) = R
s≤t

(
1− Λ0(ds | a, ℓ)

)
= exp

(

−
∫ t

0

λ0(s | a, ℓ)ds
)

, (2)

Sc
0(t | a, ℓ) = R

s≤t

(
1− Λc

0(ds | a, ℓ)
)
= exp

(

−
∫ t

0

λc0(s | a, ℓ)ds
)

, (3)

the survival functions for T andC, respectively. In the above display, P denotes the product integral
(Gill and Johansen, 1990; Andersen et al., 1993).

3 Target of estimation

We formulate our target parameter under hypothetical interventions on the baseline treatment deci-
sion governed by π0 and the censoring mechanism governed by λc0. For this purpose, we define:

g0(o) = π0(a | ℓ)
(
λc0(t | a, ℓ)

)1−δ
Sc
0(t− | a, ℓ), (4)

q0(o) = µ0(ℓ)
(
λ0(t | a, ℓ)

)δ
S0(t− | a, ℓ). (5)
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We refer to (4) as the interventional and to (5) as the non-interventional part of the likelihood.
The distribution P0 that factorizes as in (1) can now be parametrized by (4)–(5): We write Pq0,g0 .
We consider the statistical model M for P0 consisting of distributions that admit an equivalent
parametrization:

M =
{

P : P = Pq,g, q ∈ Q, g ∈ G
}

,

with parameter space Q for the non-interventional part and G for the interventional part. An in-
tervention g 7→ g∗ is imposed on P ∈ M by substituting g∗ for g, so that Pq,g∗ defines the
post-interventional distribution, also known as the g-computation formula (Robins, 1986). Such
an intervention g∗ can be specified as follows:

g∗(o) = δ π∗(a | ℓ), (6)

imposing the treatment decision π∗ at baseline and no censoring throughout the follow-up period.
To define the average treatment effect, for example, we specify the interventions ga

∗

, a∗ = 0, 1,
where

ga
∗

(o) = δ 1{a = a∗}, (7)

i.e., π∗ is a degenerate distribution that puts all mass in A = a∗, a∗ = 0, 1.
With an intervention g∗ and corresponding post-interventional distribution Pq,g∗ as defined in

Section 3, we now define our target parameter Ψτ : M → R as the intervention-specific mean
outcome:

Ψτ (P ) = EPq,g∗
[1{T̃ ≤ τ}] = 1−

∫

L

∑

a=0,1

S(τ | a, ℓ)π∗(a | ℓ)µ(ℓ)dν(ℓ), (8)

under imposing the hypothetical intervention g∗ on the distribution P ∈ M. We denote by ψ0 =
Ψτ (P0) the true value. Under causal assumptions reviewed in Remark 1 below, the target parameter
can be interpreted as the risk we would observe had subjects been treated according to the treatment
strategy π∗. Importantly, the average treatment effect can be defined in terms of a contrast between
two intervention-specific mean outcomes, namely:

ΨATE
τ (P ) = Ψ1

τ (P )−Ψ0
τ (P ), where, Ψa

τ (P ) = EPq,ga
[1{T̃ ≤ τ}], for a = 0, 1, (9)

which, under the causal assumptions listed below, is interpreted as the average treatment effect on
the τ -year risk had we randomized subjects to treatment or no treatment.

Remark 1 (Causal interpretation) Define the hypothetical event time T g∗

had the subject been

treated according to the treatment strategy π∗, irrespective of what it actually was. Particurly, let

T a be the hypothetical event time that would result if the treatment decision had been A = a. We

formulate the causal assumptions as follows.

Assumption 1 (Consistency) T = T a on the event that A = a, for a = 0, 1.

Assumption 2 (Conditionally independent censoring) T ⊥⊥ C |A,L.

Assumption 3 (No unmeasured confounding) T a ⊥⊥ A |L, for a = 0, 1.

Assumption 4 (Positivity) P (C ≥ τ | a, L)π(a | L) > η > 0, a.e., for a = 0, 1.
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Under Assumptions 1–4, the target parameter can be interpreted as the τ -year risk we would

observe had we in fact imposed the intervention π∗ in the real world, i.e.,

Ψτ (P ) = P (T g∗ ≤ τ). (10)

Particularly, the average treatment effect, defined by Equation (9), is equal to ΨATE
τ (P ) = P (T 1 ≤

τ)− P (T 0 ≤ τ).

We show in the supplementary material that (10) follows under Assumptions 1–3.

4 Efficient estimation

An estimator ψ̂∗
n = Ψτ (P̂

∗
n) for the target parameter ψ0 is obtained by providing an estimator P̂ ∗

n

for (the relevant components of) P0 and plugging this into the parameter mapping (8). The target
parameter only depends on P through λ and the marginal distribution µ of L. We will estimate the
latter by the empirical mean so that an estimator for ψ0 can be based solely on an estimator λ̂ for λ.
Particularly, an estimator λ̂n is mapped to an estimator Ŝn for the conditional survival function by
evaluating Equation (2), and next to an estimator for the target parameter by:

1− 1

n

n∑

i=1

(
∑

a=0,1

Ŝn(τ | a, Li)π
∗(a | Li)

)

. (11)

Efficient estimation, on the other hand, also requires estimation of the interventional part of the like-
lihood. Here, and throughout, Pn denotes the empirical distribution of the data {Oi}ni=1 and oP (1)
is a term that converges to zero in probability. An estimator ψ̂n for the target parameter is asymptot-
ically linear with influence curve equal to the efficient influence curve D∗

τ (P0) (Bickel et al., 1993;
van der Vaart, 2000) if and only if

√
n
(
ψ̂n − ψ0

)
=

√
nPnD

∗
τ (P0) + oP (1). (12)

The efficient influence function D∗
τ (P ) for our statistical model M and target parameter Ψτ :

M → R is well-known from the literature (Robins et al., 1992; van der Laan and Robins, 2003;
Moore et al., 2009a,b; van der Laan and Rose, 2011). A sketch of its derivation can be found in the
supplementary material; we present an expression forD∗

τ (P ) in Section 5. Specifically, the efficient
influence function is a mapping of P ∈ M through π, λc and λ, thus comprising the nuisance
parameters for our estimation problem.

4.1 Conditions for asymptotically linear and efficient estimation

Below we give sufficient conditions for establishing (12); the proof follows similar work (see, e.g.,
van der Laan and Rubin, 2006; van der Laan, 2017; van der Laan and Rose, 2011, Theorem A.5)
but is included for completeness in the supplementary material. Define the second-order remainder:

R(P, P0) := Ψτ (P )−Ψτ (P0) + P0D
∗
τ (P ), P ∈ M. (13)

Consider an estimator P̂ ∗
n for P0 which solves the efficient influence curve equation:

PnD
∗
τ (P̂

∗
n ) = oP (n

−1/2). (14)

Now, if the following conditions (i) and (ii) hold true,
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(i) R(P̂ ∗
n , P0) = oP (n

−1/2),

(ii) D∗
τ (P̂

∗
n) belongs to a Donsker class, and P0

(
D∗

τ (P̂
∗
n)−D∗

τ (P0)
)2

converges to zero in prob-
ability,

then (12) holds for ψ̂∗
n = Ψτ (P̂

∗
n), that is, Ψτ (P̂

∗
n) is asymptotically linear at P0 with influence

curve D∗
τ (P0).

To construct an efficient estimator for the target parameter, the nuisance parameters π, λc and
λ must be estimated such that the conditions above are met. To shed light on conditions (i) and
(ii), we derive the exact second-order remainder R(P, P0) as displayed in Section 4.2 below; in the
subsequent Section 4.3 we present the overall smoothness restrictions on the statistical model (As-
sumption 5) that combined with highly adaptive lasso estimation provides the basis for establishing
conditions (i) and (ii).

4.2 Double robustness of the second-order remainder

As we show in the supplementary material, the second-order remainder defined in Display (13) can
be written out explicitly as follows:

R(P, P0) =

∫

O

1{t ≤ τ}
(
Sc
0(t− | a, ℓ)π0(a | ℓ)− Sc(t− | a, ℓ)π(a | ℓ)

Sc(t− | a, ℓ)π(a | ℓ)

)

S0(t− | a, ℓ)
(
λ0(t | a, ℓ)− λ(t | a, ℓ)

)
dt

S(τ | a, ℓ)
S(t | a, ℓ) π

∗(a | ℓ)µ0(ℓ)dν(ℓ).

Importantly, this second-order remainder displays a double robustness structure: We see thatR(P̂n, P0) =
0 if either

1. π0(a | ℓ) = π̂n(a | ℓ) and Sc
0(t | a, ℓ) = Ŝc

n(t | a, ℓ) for all t ∈ (0, τ),

or,

2. λ0(t | a, ℓ) = λ̂n(t | a, ℓ) for all t ∈ (0, τ).

Let G(t | a, ℓ) := Sc(t− | a, ℓ)π(a | ℓ). When G is bounded away from zero by some η > 0
(Assumption 4), the denominator of the first factor of R(P, P0) is bounded from above by η−1.
Furthermore, S0(t− | a, ℓ) is bounded by 1, and, since t ≤ τ , we have that S(τ | a, ℓ)/S(t | a, ℓ) ≤
1. Now, the product structure of the remainderR(P, P0) yields, by the Cauchy-Schwartz inequality
an upper bound as follows:

|R(P, P0)|

≤ η−1

∫

L

∑

a=0,1

∫ τ

0

(
G0(t | a, ℓ)−G(t | a, ℓ)

)(
λ0(t | a, ℓ)− λ(t | a, ℓ)

)
dtπ∗(a | ℓ)dµ0(ℓ)

≤ η−1
∥
∥G0 −G

∥
∥
π∗⊗µ0⊗ρ

∥
∥λ0 − λ

∥
∥
π∗⊗µ0⊗ρ

,

where ‖f‖π∗⊗µ0⊗ρ =
√
∫
f2d(π∗ ⊗ µ0 ⊗ ρ) and ρ denotes the Lebesgue measure on [0, τ ]. We see

that the required convergence rate, R(P̂ ∗
n , P0) = oP (n

−1/2), for example is achieved if we estimate
both G0 and λ0 at a rate faster than oP (n−1/4) with respect to the L2(π0 ⊗ µ0 ⊗ ρ)-norm.
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4.3 Efficient estimation under weak conditions on M
As we sketch below, the following weak conditions assumed for the statistical model M combined
with the use of highly adaptive lasso estimation (Section 6) for the nuisance parameters provides the
basis for conditions (i) and (ii) of Section 4.1.

Assumption 5 (Conditions on M) Assume that the nuisance parameters λ, λc, π can be para-

metrized by functions that are càdlàg and have finite sectional variation norm (Gill et al., 1995;

van der Laan, 2017), that positivity holds (Assumption 4) and further that S(τ) > η′ for some

η′ > 0.

Assumption 5 has the following two important implications. First, the class of càdlàg func-
tions with finite variation is a Donsker class (van der Vaart and Wellner, 1996). Since the efficient
influence function is a well-behaved mapping of the nuisance parameters, it inherits the Donsker
properties. Second, it constitutes the basis for construction of the highly adaptive lasso estimator
shown to converge at a rate faster than n−1/4 to its true counterpart belonging to the class of càdlàg
functions with finite sectional variation (van der Laan, 2017). The convergence is with respect to
the square-root of the loss-based dissimilarity which behaves as the L2(π0 ⊗ µ0 ⊗ ρ)-norm (Ap-
pendix C). In light of the double robustness properties of the second-order remainder (Section 4.2),
we see that Assumption 5 combined with highly adaptive lasso estimation provides the basis for
establishing conditions (i) and (ii) of Section 4.1.

5 Targeting algorithm

Suppose we have at hand estimators π̂n, λ̂cn and λ̂n. The overall idea of targeted maximum likeli-
hood estimation is to perform an update of λ̂n 7→ λ̂n,∗, for the given estimators π̂n, λ̂cn, such as to
solve the efficient influence curve equation. The estimator λ̂n,∗ is then mapped to an estimator Ŝn,∗

according to (11) to construct an estimator for the target parameter.
In the following Definitions 1 and 2, we define so-called ‘clever weights’ and ‘clever covariates’

that will allow for a concise representation of the efficient influence function that we utilize in the
construction of our targeting algorithm.

Definition 1 (Clever weights) Define clever weights by:

wt(O) = 1{T̃ ≥ t}π
∗(A | L)
π(A |L)

1{t ≤ τ}
Sc(t− |A,L) , t > 0.

Notably, the clever weights depend on the interventional part of the data-generating distribution
and on the choice of intervention π∗. In our simulation study (Section 7), we focus on the average
treatment effect displayed in (8) which we target directly. In this case the clever weights are defined
in terms of both interventions π1(A | L) = 1{A = 1} and π0(A | L) = 1{A = 0} as follows:

wATE
t (O) = 1{T̃ ≥ t}

(
1{A = 1}
π(1 |L) − 1{A = 0}

π(0 |L)

)
1{t ≤ τ}

Sc(t− |A,L) . (15)

The clever covariates defined below, to the contrary, only depend on the non-interventional part and
are thus fixed across choices of interventions. Estimators for the clever weights remain constant,
whereas estimators for the clever weights are updated as part of the targeting algorithm.

7



Definition 2 (Clever covariates) Define clever covariates by:

ht(O) =
S(τ |A,L)
S(t |A,L) , t > 0.

With wt and ht defined by Definitions 1 and 2, the efficient influence function for our statistical
model M and target parameter Ψτ : M → R can now be represented on the concise form:

D∗
τ (P )(O) =

∫ τ

0

wt(O)ht(O)
(
N(dt)− Λ(dt |A,L)

)

+ 1−
∑

a=0,1

S(τ | a, L)π∗(a | L)−Ψτ (P ).
(16)

Any estimator on the form (11) solves all but the first term of the efficient influence curve equa-
tion, so what remains is the first term, corresponding to the first term of (16), giving rise to the
equation:

PnD
∗
1,τ (P̂n) = oP (1), where, D∗

1,τ (P )(O) :=

∫ τ

0

wt(O)ht(O)
(
N(dt)− Λ(dt |A,L)

)
.

(17)

Our algorithm is formed by iterative update steps for λ̂n along a path defined by a one-dimensional
fluctuation model, defining a sequence of estimators,

λ̂n = λ̂n,k=0, λ̂n,k=1, λ̂n,k=2, . . . (18)

such that P̂ ∗
n , characterized by λ̂cn, π̂n and a final estimator λ̂n,∗ = λ̂n,k=k∗ from the sequence (18),

solves (17). We refer to λ̂n = λ̂n,k=0 as the initial estimator and to λ̂n,∗ = λ̂n,k=k∗ as the targeted

estimator.

5.1 Fluctuation model and update algorithm for λ

The update steps for each element λ̂n,k of the sequence of estimators (18) are performed along a
one-dimensional fluctuation model through λ̂n,k. To this end, we define the multiplicative hazards
type fluctuation model:

λ(t; ε) = λ(t) exp(εwtht), ε ∈ R. (19)

The estimators π̂n and λ̂cn together define an estimator ŵt for the clever weights, whereas λ̂n defines
an estimator ĥt for the clever covariate. Now, plugging the evaluation of (19) in the current estimator
λ̂n,k, the estimator ŵt for the clever weights and the estimator ĥt,k, obtained from λ̂n,k, for the clever
covariate into (17) defines an equation in ε:

0 =
1

n

n∑

i=1

(
∫ τ

0

ŵt(Oi)ĥt,k(Oi)Ni(dt)

−
∫ τ

0

ŵt(Oi)ĥt,k(Oi) exp(εŵt(Oi)ĥt,k(Oi)) λ̂n,k(t | Ai, Li)dt

)

.

(20)
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The solution ε̂k to (A.4) defines the update of λ̂n,k along the fluctuation model:

λ̂n,k+1 := λ̂n,k(t) exp(ε̂kŵtĥt,k), k ≥ 0.

The steps from k to k+1 are repeated until ε̂k∗ ≈ 0, or, more precisely, the corresponding estimator
P̂ ∗
n , consisting of λ̂cn, π̂n and λ̂n,∗ = λ̂n,k∗ , solves

|PnD
∗
τ (P̂

∗
n) | ≤ sn,

for the stopping criterion sn = σ̂n/(n
−1/2 logn), where σ̂2

n is the estimated variance of the efficient
influence function.

5.2 Final estimation

The final estimator λ̂n,∗ defines a corresponding estimator Ŝn,∗ for the survival function based on
which we can construct an estimator of the target parameter by:

ψ̂∗
n = 1− 1

n

n∑

i=1

(
∑

a=0,1

Ŝn,∗(τ | a, Li)π
∗(a | Li)

)

.

Under conditions (i) and (ii) of Section 4.1, we can use the asymptotic normal distribution

√
n
(
ψ̂∗
n − ψ0

) D→ N (0, P0D
∗
τ (P0)

2),

to provide an approximate two-sided confidence interval. The asymptotic variance of the estimator is
equal to the variance of the efficient influence function and can be estimated by σ̂2

n = Pn(D
∗
τ (P̂

∗
n))

2.

6 Initial estimation

To carry out our targeting algorithm, we need initial estimators for the conditional hazards λc and λ
of the censoring process and the event process, respectively, and further for the conditional distribu-
tion of treatment given covariates π. Estimation of π can be done by any binary regression method,
including logistic regression and a large variety of machine learning algorithms. Thus, our focus is
here on the estimation of a general continuous-time conditional hazard, denoted λ(t |Z), where, for
our purposes, Z consists of the baseline treatment and covariates, Z = (A,L) ∈ R

d+1. Particularly,
following previous work (Benkeser et al., 2016; van der Laan, 2017; van der Laan and Rose, 2018,
Chapter 6,7), Section 6.1 below presents our highly adaptive lasso estimator for such continuous-
time conditional hazards.

6.1 Highly adaptive lasso estimation of hazards

To construct our highly adaptive lasso estimator for the conditional hazard λ(t |Z), we propose the
reparametrization as follows:

λ(t |Z) = exp(f(t, Z)), f : [0, τ ]× R
d+1 → R, (21)

and denote by [0, κ] ⊂ R
d+1 the support of z 7→ f(t, z) with κ = ∞ allowed. The steps to

define the highly adaptive lasso estimator for λ involves some technical parts following earlier work
(van der Laan, 2017), and, specifically, we need notation for the sectional variation of f that we now
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present. For a subset of indices S ⊂ {1, . . . , d + 1}, we denote by zS the S-specific coordinates of
z ∈ R

d+1 and by z 7→ fS(t, z) = f(t, zS , 0Sc) the S-specific section of f that sets the coordinates
in the complement of S equal to zero. As we state below, we will make the assumption that the
function f(t, z) is càdlàg (i.e., right-continuous with left limits), then, following Gill et al. (1995);
van der Laan (2017), the sectional variation norm of f is

‖f‖v = |f(0, 0)|+
∫

(0,τ ]

|f(dt, 0)|+
∑

S⊂{1,...,d+1}

(∫

(0S ,κS ]

|fS(0, dz)|

+

∫

(0,τ ]

∫

(0S ,κS ]

|fS(dt, dz)|
)

.

The key to defining the highly adaptive lasso estimator is the following assumption on the function
class containing f . Let FM denote the class of càdlàg functions with sectional variation norm
bounded by a constant M <∞. We assume that f ∈ FM .

Highly adaptive lasso estimation of f is defined by the infinite-dimensional minimization prob-
lem over all f ∈ FM :

min
f∈FM

PnL (f), (22)

for a loss function (O, f) 7→ L (f)(O). The practical construction consists of approximating the
minimizer over all FM in (22) by the minimizer over discrete measures in FM . Particularly, the
assumption that f ∈ FM yields a representation for f ∈ FM in terms of its measures over sections
(Gill et al., 1995)

f(t, z) = f(0, 0) +

∫

(0,τ ]

1{s ≤ t}f(ds, 0) +
∑

S⊂{1,...,d+1}

(∫

(0S ,κS ]

1{u ≤ zS}fS(0, du)

+

∫

(0,τ ]

∫

(0S ,κS ]

1{s ≤ t}1{u ≤ zS}fS(ds, du)
)

,

which for an approximation over a finite support becomes a finite linear combinations of indicators
functions and corresponding coefficients being the pointmass assigned to support points.

Let us consider a grid of time-points partitioning [0, τ ], 0 = t0 < t1 < · · · < tR < tR+1 = τ ,
and further a partitioning Z1 ·∪ · · · ·∪ ZM of the sample space of Z into (d+ 1)-dimensional cubes,

·∪M
m=1Zm = [0, κ];

let zm ∈ Zm be the midpoint of the cube Zm. We introduce the indicator basis functions φr(t) =
1{tr ≤ t} and φS,m(z) = 1{zm,S ≤ zS} which are central components for the following. Indeed,
the discrete approximation fβ of f with support over these points admits a representation as follows

fβ(t, z) =

R∑

r=0

φr(t)βr +

R∑

r=0

∑

S⊂{1,...,d+1}

M∑

m=1

φr(t)φS,m(z)βr,S,m. (23)

Here, we have that βr,S,m = fS(dtr , dzm,S), for each r ∈ {1, . . . , R},S ⊂ {1, . . . , d + 1},m =
1, . . . ,M , is the point-mass that the S-specific section of fβ assigns to the point defined by zm and
tr−1. Furthermore, βr = fβ(dtr, 0), for r = 1, . . . , R, are the increments along the time axis alone,
and β0,S,m = fβ(0, dzm,S), for S ⊂ {1, . . . , d + 1},m = 1, . . . ,M , the increments along the
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z-axis alone. Lastly, β0 = fβ(0, 0) is the point-mass assigned by fβ to zero. We refer to the stacked
vector of βr, βr,S,m as the vector of parameter coefficients and note that this vector completely
characterizes the behavior of fβ . Particularly, the sectional variation norm of fβ becomes a sum
over the absolute values of its coefficients

‖fβ‖v =
R∑

r=0

|βr|+
R∑

r=0

∑

S⊂{1,...,d+1}

M∑

m=1

|βr,S,m| = ‖β‖1,

i.e., the sectional variation norm of fβ equals to the L1-norm of the coefficient vector. We may now
define the highly adaptive lasso estimator as follows.

Definition 3 (Highly adaptive lasso estimator) The highly adaptive lasso estimator for f is ob-

tained as f̂n = fβ̂n
where:

β̂n = argmin
β

PnL (fβ), s.t., ‖β‖1 ≤ M . (24)

Notably, (24) corresponds to anL1-penalized regression with indicator functionsφr(t) and φr(t)φS,m(z)
as covariates and βr, βr,S,m as corresponding coefficients.

Choosing the support of fβ fine enough, the L1-norm of the coefficient vector approximates the
sectional variation norm of f and the solution fβ̂n

to the minimization problem defined by (24) in
Definition 3 approximates the infinite-dimensional minimization problem in (22) over all f ∈ FM

(van der Laan, 2017, Appendix D).
We consider particularly the log-likelihood loss function for our purposes, i.e., we define L (f)(O) =

−ℓloglik(f)(O) where (O, f) 7→ ℓloglik(f)(O) denotes the log-likelihood

ℓloglik(f)(O) =

∫ τ

0

f(t, Z)N(dt)−
∫ τ

0

1{T̃ ≥ t} exp(f(t, Z))dt.

As we review in Appendix B, one way to solve the minimization problem in (24) in practice with
this loss functions is by standard L1-penalized Poisson regression software, exploiting the corre-
spondence between ℓloglik and the Poisson log-likelihood (Andersen et al., 1993; Lindsey, 1995).
The highly adaptive lasso estimator f̂n = fβ̂n

can next be plugged into (21), providing an esti-
mator for the hazard itself. Note that we use cross-validation to data-adaptively select the bound
on the variation norm; by the oracle properties of cross-validation (van der Laan and Dudoit, 2003;
van der Vaart et al., 2006), we only need at least one of the bounds considered as a candidate in the
library to be larger than the true variation norm.

7 Simulation study

In this section we consider a simulation study of estimation of the average treatment effect parameter
ΨATE

τ : M → R from (9) specifically. Accordingly, we work with the clever weights wATE
t from

(15), and the efficient influence function is given by:

DATE
τ (P )(O) =

∫ τ

0

wATE
t (O)ht(O)

(
N(dt)− Λ(dt |A,L)

)
+ S(τ | 1, L)− S(τ | 0, L)

−ΨATE
τ (P ).
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Our simulation setting imitates the setting of a randomized trial in which trial participants are ran-
domized to a treatment and followed over time until either the event or right-censoring happens.
Particularly, L = (L1, L2, L3) are baseline covariates and A ∈ {0, 1} is the randomized treatment.
Altogether, we consider two different versions of the censoring mechanism:

Covariate independent censoring: λc(t | A,L) = λc0(t),

Covariate dependent censoring: λc(t | A,L) = λc0(t) exp
(
− 0.8L3 + 1.2L1A

)
.

Two of the covariates,L1, L2, are uniformly distributed on (−1, 1), whereasL3 is uniform on (0, 1).
Baseline hazards, λc0, λ0, correspond to Weibull distributions with shape parameter 0.7 and scale
parameter 1.7 and are the same across all simulations. The hazard of the event distribution is given
by:

λ(t | A,L) = λ0(t) exp
(
0.71{t < t′}A− 0.2251{t ≥ t′}A+ 1.2L2

1

)
,

with changepoint t′ = 0.7. We focus on the survival difference beyond τ = 1.2 years of follow-
up and consider the following different estimation procedures for comparison: 1) A substitution
estimator based on a Kaplan-Meier estimator for the survival curve in each treatment arm, 2) a
targeted maximum likelihood estimator based on a misspecified Cox model (including main effects
for A and L1) for initial estimation, and 3) a targeted maximum likelihood estimator based on a
Poisson-based highly adaptive lasso estimator for initial estimation. A grid of ten time-points was
used for the time axis and eight knot-points for each covariate. The upper bound for the sectional
variation norm was selected with cross-validation. In the targeting step, we use a correctly specified
Cox model for the hazard of the censoring distribution. The results are presented in Table 1, showing
that the targeted maximum likelihood estimator based on the flexible Poisson-based highly adaptive
lasso initial estimation improves precision compared to both the misspecified Cox model and the
Kaplan-Meier estimator.

Table 1: Results from the simulation study. ‘HAL-TMLE’ uses the Poisson-based highly adaptive
lasso estimator for initial estimation in the targeted maximum likelihood estimation algorithm. ‘Cox-
TMLE’ uses a misspecified Cox model for initial estimation in the targeted maximum likelihood
estimation algorithm. ‘KM’ uses a Kaplan-Meier approach.

Covariate dependent censoring Covariate independent censoring

HAL-TMLE Cox-TMLE KM HAL-TMLE Cox-TMLE KM

Bias -0.0001 -0.0005 -0.0059 0.0000 0.0001 0.0002
Cov (95%) 0.9540 0.9500 0.9320 0.9360 0.9320 0.9300√

MSE 0.0315 0.0321 0.0326 0.0310 0.0316 0.0316
rel. MSE 0.9344 0.9703 1.0000 0.9600 0.9988 1.0000

8 Concluding remarks

Our simulations show that the targeted maximum likelihood estimator based on the implemented
Poisson-based highly adaptive lasso estimator performs in agreement with the asymptotic theory,
improving precision relative to the Kaplan-Meier approach and achieving proper coverage based on
the efficient influence function.
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To fully optimize the estimation of all nuisance parameters, which are comprised by the hazard
for the censoring and event distributions and the conditional distribution of treatment, we recom-
mend to apply loss-function based cross-validation to combine the highly adaptive lasso estimator
with other estimators. This procedure of selecting the best estimator from of a prespecified library
of candidate algorithms by minimizing the cross-validated empirical risk is often referred to as super
learning (van der Laan et al., 2007) and the general oracle inequality for loss-based cross-validation
(van der Laan and Dudoit, 2003; van der Vaart et al., 2006) yields that the super learner will achieve
the minimal rate of convergence of the estimators in the library. In future work, we plan to estab-
lish the oracle inequality for the considered loss function, involving understanding that a discrete
baseline hazard is really the appropriate approach (see also Appendix B).

Supplementary material

Supplementary material includes I) a sketch of the proof of causal interpretability; II) the proof
for the sufficiency of the conditions stated in Section 4.1; III) derivations of efficient influence
functions and of second-order remainders for the survival analysis setting; IV) derivations of efficient
influence functions and of second-order remainders for the competing risks setting; V) descriptions
of implementations; and VI) additional simulations for the competing risks setting.

Appendix A

Targeted maximum likelihood estimation for the competing risks setting

We here consider the competing risks analogue of the observed data setting considered in the main
text. Let A ∈ {0, 1}, L ∈ R

d and the time under observation T̃ ∈ R+ be as in Section 2. The
variables T ∈ R+ and C ∈ R+ represent the times to event, now one of J ≥ 1 types, and censoring,
respectively, such that the observed time is T̃ = min(T,C). Together,O = (L,A, T̃, ∆̃) constitutes
the observed data. We further define an event indicator ∆ ∈ {1, 2, . . . , J} telling us the type of event
happening. Note that ∆ is subject to right-censoring such that we only observe ∆̃ = 1{T ≥ C}∆.
We define the counting processes N(t) = (N1(t), . . . , NJ(t)) = (1{T̃ ≤ t, ∆̃ = 1}, . . . , 1{T̃ ≤
t, ∆̃ = J}) and N c(t) = 1{T̃ ≤ t,∆ = 0}. Let λ0,j denote the cause j specific hazard, defined as

λ0,j(t | a, ℓ) = lim
h→0

h−1P0(T ≤ t+ h,∆ = j | T̃ ≥ t, A = a, L = ℓ),

and Λ0,j the corresponding cumulative hazard. The interventional part of the likelihood is un-
changed, whereas the non-interventional part is given by:

q0(o) = µ0(ℓ)

J∏

j=1

(
λ0,j(t | a, ℓ)

)1{δ=j}
S0(t− | a, ℓ),

where S0(t | a, ℓ) = exp(−
∫ t

0

∑J
j=1 λ0,j(s | a, ℓ)ds). With no loss of generality, we assume that

J = 2. We define the target parameter Ψτ : M → R as the intervention-specific absolute risk
beyond time τ :

Ψτ (P ) =

∫

L

∑

a=0,1

F1(τ | a, ℓ)π∗(a | L)µ(ℓ)dν(ℓ), (A.1)
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where

F1(t | a, ℓ) =
∫ t

0

S(s− | a, ℓ)Λ1(ds | a, ℓ),

is the risk function for the event of interest (j = 1) (Gray, 1988). We define clever weights and
covariates according to Definitions 4 and 5 as follows.

Definition 4 (Clever weights) Define clever weights by:

wt(O) = 1{T̃ ≥ t}π
∗(A | L)
π(A |L)

1{t ≤ τ}
Sc(t− |A,L) .

The clever weights are the same as for the survival analysis setting (Definition 1).

Definition 5 (Clever covariates) Define clever covariates by:

h1,t(O) = 1− F1(τ | A,L)− F1(t | A,L)
S(t |A,L)

h2,t(O) = −F1(τ | A,L)− F1(t | A,L)
S(t |A,L) ,

for t > 0.

Now we can define a targeted maximum likelihood algorithm for estimation of the target pa-
rameter (A.1). The algorithm involves targeting steps for both the intensity of the event process of
interest λ1 and then intensity of the competing event process λ2. We define the fluctuation models
as follows:

λ1(t; ε1) = λ1(t) exp(ε1wth1,t), ε1 ∈ R, (A.2)

λ2(t; ε2) = λ2(t) exp(ε2wth2,t), ε2 ∈ R. (A.3)

As the setting of Section 5, π̂n and λ̂cn together define an estimator ŵt for the clever weights,
but now estimators of the clever covariates ĥ1,t, ĥ2,t need both λ̂1,n and λ̂2,n. In each round of
iterations, the evaluation of (A.2) in the current estimator λ̂1,n,k and the evaluation of (A.3) in the
current estimator λ̂2,n,k together with the estimator ŵt for the clever weights defines one equation
in ε1 and one in ε2:

0 =
1

n

n∑

i=1

(∫ τ

0

ŵt(Oi)ĥj,t,k(Oi)Nj,i(dt)

−
∫ τ

0

ŵt(Oi)ĥj,t,k(Oi) exp(εjŵt(Oi)ĥj,t,k(Oi)) λ̂j,n,k(t | Ai, Li)dt

)

, j = 1, 2.

(A.4)

The solution ε̂j,k, j = 1, 2, defines the update of λ̂j,n,k, j = 1, 2, along the corresponding fluctuation
model:

λ̂j,n,k+1(t) := λ̂j,n,k(t) exp(ε̂j,kŵtĥj,t,k), j = 1, 2, k ≥ 0.

The steps from k to k + 1 are repeated until convergence.
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Appendix B

In this appendix, we sketch a result for the highly adaptive lasso estimator presented in Section 6.1 of
the main text: That we can implement the highly adaptive lasso estimator (Definition 3) in practice
with L1-penalized Poisson regression software.

The fact that the likelihood for a proportional hazards model corresponds to that of a certain
Poisson regression is a well-known result from the survival analysis literature (Andersen et al., 1993;
Lindsey, 1995). The technique is commonly applied in large-scale observational studies (Lin et al.,
1998; Grøn, 2016) to approximate Cox regression models in a way that can potentially save consid-
erable computation time and memory usage. Put shortly, the Poisson formulation is just a different
formulation of a proportional hazards model with a baseline rate modeled by a parameter over a grid
of time-points, assuming a constant rate in each interval between time-points times which allows
for the use of standard Poisson regression software. We emphasize that the Poisson regression is
only used as a tool; never is the Poisson model in fact assumed for the data. Furthermore, although
the formulation is over a discrete time-points, the exact continuous event times are still used in the
estimation, specifically in the aggregated risk time used as an offset in the regression.

Highly adaptive lasso estimation implemented as a Poisson regression

We here clarify how one may in practice solve the minimization problem of Definition 3 for the
highly adaptive lasso estimator by standard L1-penalized Poisson regression software. The loss
function used in Definition 3 to define the highly adaptive lasso for a hazard on the form λ(t |Z) =
exp(f(t, Z)) is the log-likelihood loss function L (f)(O) = −ℓloglik(f)(O) where (O, f) 7→
ℓloglik(f)(O) is given by

ℓloglik(f)(O) =

∫ τ

0

f(t, Z)N(dt)−
∫ τ

0

1{T̃ ≥ t} exp(f(t, Z))dt.

Particularly, for fβ admitting the representation in (23),

fβ(t, z) =

R∑

r=0

φr(t)βr +

R∑

r=0

∑

S⊂{1,...,d+1}

∑

j∈IS

φr(t)φS,j(z)βr,S,j,

we have that

ℓloglik(fβ)(O) =

R∑

r=0

(
N(tr+1 −N(tr)

)
fβ(tr, Z)

−
R∑

r=0

1{T̃ ≥ tr} exp(fβ(tr, Z))
(
min(T̃ , tr+1)− tr

)
.

(B.1)

Applying our notation from Section 6.1 of the main text with a partitioning Z1 ·∪ · · · ·∪ ZM of the
sample space of Z into (d + 1)-dimensional cubes, m is an index that runs through distinct values
of the vector (φS,m(Z) : S,m), i.e., for each m = 1, . . . ,M ,

∀ z1, z2 ∈ Zm : φS,m(z1) = φS,m(z2), for all S,m.

15



Let again zm ∈ Zm be the midpoint of the cube Zm. Now, observe on the one hand that

n∑

i=1

R∑

r=0

(
Ni(tr+1)−Ni(tr)

)
fβ(tr, Zi)

=

M∑

m=1

R∑

r=0

n∑

i=1

(
Ni(tr+1)−Ni(tr)

)
1{Zi ∈ Zm}

︸ ︷︷ ︸

=:Dm,r

fβ(tr, z(m)),

and, on the other hand, that

n∑

i=1

R∑

r=0

1{T̃i ≥ tr}
(
min(T̃i, tr+1)− tr

)
exp(fβ(tr, Zi))

=

M∑

m=1

R∑

r=0

n∑

i=1

1{T̃i ≥ tr}
(
min(T̃i, tr+1)− tr

)
1{Zi ∈ Zm}

︸ ︷︷ ︸

=:Rm,r

exp(fβ(tr, z(m))),

from which we see that

argmin
β

− Pnℓloglik(fβ)

= argmin
β

−
( n∑

i=1

R∑

r=0

(
N(tr+1 −N(tr)

)
fβ(tr, Zi)

−
R∑

r=0

1{T̃i ≥ tr}
(
min(T̃i, tr+1)− tr

)
exp(fβ(tr, Zi))

)

= argmin
β

−
M∑

m=1

R∑

r=0

(

Dm,rfβ(tr, zm)−Rm,r exp(fβ(tr, zm))
)

. (B.2)

Importantly, (B.2) corresponds to minimizing a Poisson likelihood loss function with event counts
Dm,r, mean exp(fβ(tr, zm)) and offset logRm,r. So, in practice we can fit this Poisson regres-
sion model, working with the aggregated data (where, for each combination of covariates values,
z1, . . . , zM , and intervals [tr, tr+1), we count events and we sum up the total risk time).

Convergence of the highly adaptive lasso estimator implemented as a Poisson

regression

For the log-likelihood loss function L (f)(O) = −ℓloglik(f)(O), define as follows

f̂∗
n = argmin

f∈FM

PnL (f). (B.3)

For a constant M ′ <∞ we make the assumptions that

sup
f∈FM

P0

(
L (f)− L (f0)

)2

P0

(
L (f)− L (f0)

) ≤ M
′, (B.4)

and,

sup
f∈FM

‖L (f)‖v
‖f‖v

<∞. (B.5)
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The following arguments follow previous work (van der Laan, 2017; van der Laan and Rose, 2018,
Chapters 6,7), but are repeated here for completeness. Consider the following bound for the log-
likelihood based dissimilarity:

P0

(
L (f̂∗

n)− L (f0)
)

= −(Pn − P0)
(
L (f̂∗

n)− L (f0)
)
+ Pn

(
L (f̂∗

n)− L (f0)
)

≤ −(Pn − P0)
(
L (f̂∗

n)− L (f0)
)
,

(B.6)

where, at the inequality, we used (B.3). It is a straightforward consequence of Assumption 5 and the
bound from (B.5) that L (f̂∗

n)− L (f0) belongs to a Donsker class. Thus, we have that

−(Pn − P0)
(
L (f̂∗

n)− L (f0)
)
= OP (n

−1/2),

which, combined with (B.6) and the bound from (B.4) implies that

(Pn − P0)
(
L (f̂∗

n)− L (f0)
)
= oP (n

−1/2),

by van der Vaart (2000, Lemma 19.24). Thus, again by (B.6), it follows that

P0

(
L (f̂∗

n)− L (f0)
)
= oP (n

−1/2). (B.7)

We next show that the highly adaptive lasso estimator from Definition 3 fulfills the same conver-
gence condition for a partitioning that is chosen fine enough. For the following we let h > 0 denote
the maximal side length of each cube of the partitioning for a given partitioning of [0, τ ] and [0, κ].
Then, for given h and a constant M <∞, we define as follows:

F
h

M =

{
R∑

r=0

φr(t)βr +

R∑

r=0

∑

S⊂{1,...,d+1}

M∑

m=1

φr(t)φS,m(z)βr,S,m :

‖β‖1 =
R∑

r=0

|βr|+
R∑

r=0

∑

S⊂{1,...,d+1}

M∑

m=1

|βr,S,m| ≤ M

}

.

(B.8)

Now the highly adaptive lasso estimator from Definition 3 can be written as follows

f̂h
n = argmin

f∈Fh
M

PnL (f). (B.9)

Consider

P0

(
L (f̂h

n )− L (f0)
)

= −(Pn − P0)
(
L (f̂h

n )− L (f0)
)
+ Pn

(
L (f̂h

n )− L (f0)
)

= −(Pn − P0)
(
L (f̂h

n )− L (f0)
)
+ Pn

(
L (f̂h

n )− L (f̂∗
n)
)
+ Pn

(
L (f̂∗

n)− L (f0)
)

≤ −(Pn − P0)
(
L (f̂h

n )− L (f0)
)
+ Pn

(
L (f̂h

n )− L (f̂∗
n)
)
.

Following the arguments from (B.6) to (B.7) above with f̂h
n substituted for f̂∗

n yields that

(Pn − P0)
(
L (f̂h

n )− L (f0)
)
= oP (n

−1/2).
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Furthermore, van der Laan (2017, Lemma 11) gives that

Pn

(
L (f̂h

n )− L (f̂∗
n)
)
→ 0, as h→ 0;

particularly, if m = o(n−1/2) then Pn

(
L (f̂h

n )− L (f̂∗
n)
)
= oP (n

−1/2) and it follows that

P0

(
L (f̂h

n )− L (f0)
)
= oP (n

−1/2),

as desired. In Appendix C we outline the arguments to show that convergence in terms of the loss-
based dissimilarity implies the same convergence rate for the squared L2(π

∗ ⊗ µ0 ⊗ ρ); i.e., we
show that

P0

(
L (f̂h

n )− L (f0)
)
= oP (n

−1/2),

implies for λfh(t | Z) = exp(fh(t, Z)) that

‖λfh − λ0‖2π∗⊗µ0⊗ρ = oP (n
−1/2),

which was exactly what we needed to control the second-order remainder, see Section 4.2 of the
main text.

Appendix C

Rate of convergence

It is a general result that the likelihood loss-based dissimilarity, which is really the Kullback-Leibler
dissimilarity, behaves as a square of an L2(P0)-norm (see, e.g. van der Laan, 2017, Lemma 4) when
the density p0 of the distribution P0 is bounded. We here repeat the arguments to demonstrate that
the highly adaptive lasso convergence in terms of the loss-based dissimilarity also implies the needed
convergence to control the second-order remainder (Section 4.2).

The general arguments follow van der Vaart (2000, p. 62) for the density p0 of the observed data
distribution P0. Indeed, the Kullback-Leibler dissimilarity for a P ∈ M with density p with respect
to the same dominating measure ν can be bounded as follows:

∫

log

(
p

p0

)

(o)dP0(o)

here, we use that log x ≤ 2(
√
x− 1) for x ≥ 0;

≤ 2

∫ ( √
p

√
p0

− 1

)

(o)dP0(o)

= 2

∫ ( √
p

√
p0

)

(o)p0(o)dν(o) − 2

= 2

∫
(√
p
√
p0
)
(o)dν(o) − 2

≤ −
∫
(√
p−√

p
)2
(o)dν(o), (B.10)
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here, for the last inequality we used that
∫
(√
p−√

p0
)2
(o)dν(o)

=

∫

p(o)dν(o) +

∫

p0(o)dν(o) − 2

∫
(√
pp0
)
(o)dν(o)

≤ 2− 2

∫
(√
pp0
)
(o)dν(o).

On the other hand we have that
∫
(
p− p0

)2
(o)dν(o) =

∫
(√
p−√

p0
)2 (√

p+
√
p0
)2

︸ ︷︷ ︸

≤M ′

(o)dν(o)

≤ M
′

∫
(√
p−√

p0
)2
(o)dν(o) ≤ −M

′

∫

log

(
p

p0

)

(o)dP0(o),

(B.11)

using (B.10) and that the density is bounded. We see that (B.11) confirms the general claim.

Next, consider our observed data distribution P0 of O = (L,A, T̃,∆). For the following, we
consider the conditional distribution of (T̃ ,∆) givenA,L which we shall denote by P̃0 with density
p̃0, i.e.,

p̃0(o) =
(
λ0(t | a, ℓ)

)δ
S0(t | a, ℓ)

︸ ︷︷ ︸

=:q̃0(t,δ|a,ℓ)

(
λc0(t | a, ℓ)

)1−δ
Sc
0(t | a, ℓ)

︸ ︷︷ ︸

=:g̃0(t,δ|a,ℓ)

= q̃0(t, δ | a, ℓ)g̃0(t, δ | a, ℓ).

For the following, we further denote by

pλ(t | a, ℓ) = λ(t | a, ℓ)S(t | a, ℓ),

the conditional density of the distribution of T . Note that pλ(t | a, ℓ) = q̃(t, 1 | a, ℓ).
Repeating the arguments of (B.10) above conditional on fixed a, ℓ yields the following bound in

terms of the Kullback-Leibler dissimilarity

∑

δ=0,1

∫ τ

0

(√

p̃−
√

p̃0
)2
(t, δ | a, ℓ)dt ≤ −

∑

δ=0,1

∫ τ

0

log

(
p̃

p̃0

)

(t, δ | a, ℓ)p̃0(t, δ | a, ℓ)dt.

Particularly, note that we only care about the q̃0-factor; due to the factorization of p̃0 displayed
above, we can act as if g̃0 is known, i.e., p̃ = q̃g̃0 as well as p̃0 = q̃0g̃0. For the left hand side of the
above, we thus have that

−
∑

δ=0,1

∫ τ

0

(√

p̃−
√

p̃0
)2
(t, δ | a, ℓ)dt = −

∑

δ=0,1

∫ τ

0

(√

q̃ −
√

q̃0
)2
(t, δ | a, ℓ)g̃0(t, δ | a, ℓ)dt

∗
≤ −η̃

∑

δ=0,1

∫ τ

0

(√

q̃ −
√

q̃0
)2
(t, δ | a, ℓ)dt,

where ∗ follows under the assumption that g̃0 is bounded away from zero for all a, ℓ by η̃ > 0. Now
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we see that
∑

δ=0,1

∫ τ

0

(
q̃ − q̃0

)2
(t, δ | a, ℓ)dt =

∑

δ=0,1

∫ τ

0

(√

q̃ −
√

q̃0
)2 (√

q̃ +
√

q̃0
)2

︸ ︷︷ ︸

≤M̃ ′

(t, δ | a, ℓ)dt

≤ M̃
′
∑

δ=0,1

∫ τ

0

(√

q̃ −
√

q̃0
)2
(t, δ | a, ℓ)dt

≤ −M̃
′η̃−1

∑

δ=0,1

∫ τ

0

log

(
p̃

p̃0

)

(t, δ | a, ℓ)p̃0(t, δ | a, ℓ)dt,

i.e., we have that
∫

L

∑

a=0,1

(
∑

δ=0,1

∫ τ

0

(
q̃ − q̃0

)2
(t, δ | a, ℓ)dt

)

π0(a | ℓ)dµ0(ℓ)

≤ M̃
′η̃−1

∫

L

∑

a=0,1

(
∑

δ=0,1

∫ τ

0

log

(
p̃

p̃0

)

(t, δ | a, ℓ)p̃0(t, δ | a, ℓ)dt
)

π0(a | ℓ)dµ0(ℓ).

(B.12)

By the general result for highly adaptive lasso estimation (van der Laan, 2017) we have the following
convergence with respect to the Kullback-Leibler dissimilarity
∫

L

∑

a=0,1

(
∑

δ=0,1

∫ τ

0

log

(
p̃

p̃0

)

(t, δ | a, ℓ)p̃0(t, δ | a, ℓ)dt
)

π0(a | ℓ)dµ0(ℓ) = oP (n
−1/2), (B.13)

particularly, observe that
∑

δ=0,1

∫ τ

0

(
q̃ − q̃0

)2
(t, δ | a, ℓ)dt =

∫ τ

0

(
pλ − pλ0

)2
(t | a, ℓ)dt+

∫ τ

0

(
S − S0

)2
(t | a, ℓ)dt,

so that combining (B.12) and (B.13) yields that ‖pλ − pλ0
‖π∗⊗µ0⊗ρ = oP (n

−1/4). To realize that
this also implies that ‖λ− λ0‖π∗⊗µ0⊗ρ = oP (n

−1/4), observe that

‖λ− λ0‖π∗⊗µ0⊗ρ =

∫

L

∑

a=0,1

(∫ τ

0

(
λ− λ0

)2
(t | a, ℓ)dt

)

π∗(a | ℓ)µ0(ℓ)dν(ℓ)

since pλ = λS, this is the same as

=

∫

L

∑

a=0,1

(∫ τ

0

(
pλ
S

− pλ0

S0

)2

(t | a, ℓ)dt
)

π∗(a | ℓ)µ0(ℓ)dν(ℓ)

=

∫

L

∑

a=0,1

(∫ τ

0

(
pλ − pλ0

S0
+
pλ
S

− pλ
S0

)2

(t | a, ℓ)dt
)

π∗(a | ℓ)µ0(ℓ)dν(ℓ)

=

∫

L

∑

a=0,1

(∫ τ

0

(
pλ − pλ0

S0
+ pλ

S0 − S

SS0

)2

(t | a, ℓ)dt
)

π∗(a | ℓ)µ0(ℓ)dν(ℓ)

here we can use that S, S0 are bounded away from zero by some η′, η′0 > 0 on the bounded interval
[0, τ ] and that the density is bounded, so that we get the upper bound

≤
∫

L

∑

a=0,1

(∫ τ

0

(
(pλ − pλ0

)2 + η′−1
0 pλ(S0 − S)

)2
(t | a, ℓ)dt

)

π∗(a | ℓ)µ0(ℓ)dν(ℓ),
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so that ‖λ− λ0‖π∗⊗µ0⊗ρ = oP (n
−1/4) follows from ‖p− p0‖π∗⊗µ0⊗ρ = oP (n

−1/4).

Appendix D

One-step targeted maximum likelihood for the target parameter

The one-step TMLE (Laan et al., 2016; van der Laan and Rose, 2018) uses a universal least favor-
able submodel to solve the efficient influence curve equation after only one update of the initial
estimator. Instead of running the iterative TMLE as in Section 5, we can use the fluctuation model
(19) to generate a corresponding universal loss function model. The general recipe for the construc-
tion of a universal least favorable submodel that solves the efficient influence curve equation can be
summarized largely as follows. Say we have already defined a local least favorable submodel; in
our case, this is the fluctuation model defined in (19). Now, instead of solving the score equation
of interest (A.4) (Section 5), we track the local least favorable submodel recursively with small step
dε until the desired influence curve equation is solved. First it is checked which direction (±dε)
that decreases the value of the score equation. The first step then moves dε in the relevant direction
along the fluctuation model (19) evaluated in the initial estimator λ̂n. This gives λ̂n(·; dε). We
then consider the fluctuation model through λ̂n(·; dε) and again move dε in the relevant direction
to obtain λ̂n(·; 2dε). This process is continued iteratively, at each step tracking the score equation
at zero fluctuation. We stop when we reach k∗ such that λ̂n(·; k∗dε) solves the efficient influence
curve equation. The corresponding TMLE is obtained by plugging in λ̂n(·; k∗dε).
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