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ABSTRACT
Information Retrieval evaluation has traditionally focused on defin-
ing principled ways of assessing the relevance of a ranked list of
documents with respect to a query. Several methods extend this
type of evaluation beyond relevance, making it possible to evaluate
different aspects of a document ranking (e.g., relevance, useful-
ness, or credibility) using a single measure (multi-aspect evaluation).
However, these methods either are (i) tailor-made for specific as-
pects and do not extend to other types or numbers of aspects, or (ii)
have theoretical anomalies, e.g. assign maximum score to a ranking
where all documents are labelled with the lowest grade with respect
to all aspects (e.g., not relevant, not credible, etc.).

We present a theoretically principled multi-aspect evaluation
method that can be used for any number, and any type, of aspects.
A thorough empirical evaluation using up to 5 aspects and a to-
tal of 425 runs officially submitted to 10 TREC tracks shows that
our method is more discriminative than the state-of-the-art and
overcomes theoretical limitations of the state-of-the-art.
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1 INTRODUCTION
Multi-aspect evaluation is a task in Information Retrieval (IR) evalu-
ation where the ranked list of documents returned by an IR system
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in response to a query is assessed in terms of not only relevance, but
also other aspects (or dimensions) such as credibility or usefulness.
Generally, there are two ways to conduct multi-aspect evaluation:
(1) evaluate each aspect separately using any appropriate single-
aspect evaluation measure (e.g., AP, NDCG, F1), and then aggregate
the scores across all aspects into a single score; or (2) evaluate all
aspects at the same time using any appropriate multi-aspect evalu-
ation measure [5, 35, 42]. An advantage of the aggregating option
(1) is that it is easy to implement using evaluation measures that
are readily available and well-understood in the community. Its
disadvantage is that it is not guaranteed that all aspects will have
similar distributions of labels, and aggregating across wildly differ-
ent distributions can give odd results [34]. The second way of doing
multi-aspect evaluation is to use a single multi-aspect evaluation
measure. The problem here is that few such evaluation measures
exist, and most of them are defined for specific aspects and do not
generalise to other types/numbers of aspects (see §2).

Motivated by the above, we contribute a novel multi-aspect
evaluation method that works with any type and number of as-
pects, and avoids the above problems. Given a ranked list, where
documents are labelled with multiple aspects, our method, Total
Order Multi-Aspect (TOMA) evaluation, first defines a preferential
order (formally weak order relation) among documents with multi-
ple aspect labels, and then aggregates the document labels across
aspects to obtain a ranking of aggregated aspect labels, which can
be evaluated by any single-aspect evaluation measure, such as
Normalized Discounted Cumulated Gain (NDCG) or Average Preci-
sion (AP). Simply put, instead of evaluating each aspect separately
and then aggregating their scores, we first aggregate the aspect
labels and then evaluate the ranked list of documents. We do this in
a way that provides several degrees of freedom: our method can be
used with any number and type of aspects, can be instantiated with
any binary or graded, set-based or rank-based evaluation measure,
and can accommodate any granularity in the importance of each
aspect or label, but still ensures, by definition, that the preference
order among multi-aspect documents is not violated, and that the
final measure score will meet some common requirements, i.e., the
minimum (worst) score being 0 and the maximum (perfect) score
being 1. We validate this empirically (§4) and theoretically (§4.2).

2 RELATEDWORK
Multi-aspect evaluation measures for IR have been studied for dif-
ferent tasks and aspects, starting from the INEX initiative with rele-
vance and coverage [30]. Since then, measures have been proposed
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to evaluate relevance and novelty or diversity, such as𝛼-NDCG [16],
MAP-IA [1] and IA-ERR [10]; relevance, novelty and the amount
of user effort, such as nCT [42]; relevance, redundancy and user
effort, such as RBU [5]; relevance and understandability, such as
uRBP [49] and theMultidimensional Measure (MM) framework [37];
and relevance and credibility, such as NLRE, NGRE, nWCS, Convex
Aggregating Measure (CAM) and WHAM [35]. All these measures
have limitations; we describe these next.

Firstly, except for RBU, none of the above measures are based
on a formal framework. They are defined as stand-alone tools to
assess the effectiveness of a ranked list of documents. This means
that, even if the measure can assess the effectiveness of an input
ranking, the order induced by the measure over the space of input
rankings is not well-defined. Hence, there is no canonical ideal
ranking1 that is well-defined or easy to compute, e.g., for 𝛼-NDCG,
the computation of the ideal ranking is equivalent to a minimal
vertex covering problem [16], an NP-complete problem, while for
CT and nCT, computing the ideal ranking is equivalent to the
minimum edge dominating set problem [42], an NP-hard problem.
Computationally better ways of comparing to an ideal ranking can
be devised using graded similarity—so-called effectiveness levels
to an ideal ranking using Rank-Biased Overlap [17–19], but this
approach requires defining a (set of) ideal ranking(s), which has
not appeared for multi-aspect ranking prior to the present paper.

Evaluation measures that do not compare against an ideal rank-
ing may be harder to interpret or problematic. DCG is not upper
bounded by 1, thus different topics are not weighted equally and
scores are not comparable. Failing to compare against the ideal
ranking is problematic in multi-aspect evaluation: 𝛼-NDCG allows
systems to reach scores greater than 1, which is supposed to be
the score of the perfect system. With NLRE and NGRE, a system
that retrieves no relevant or credible documents has error =0, i.e.,
achieves the best score, because the relative order of pairs of docu-
ments is always correct [34]. Similarly, nWCS can reach the perfect
score of 1, even if no relevant or credible documents are retrieved,
since the normalization is computed with a re-ranking of the input
ranking, instead of the ideal ranking.

Both uRBP and RBU have a different problem: to reach the per-
fect score of 1, a systemmust retrieve an infinite number of relevant
and understandable documents, even if those documents are not
available in the collection. CAM andWHAMuse the weighted arith-
metic and weighted harmonic mean of any IR measure computed
with respect to relevance and credibility independently. Therefore,
depending on the distribution of labels across the aspects, it can be
impossible for any system to reach the perfect score (see § 4.2).

Secondly, most of the above multi-aspect evaluation measures
are defined for specific contexts and with a limited set of aspects,
e.g., novelty, diversity, credibility and understandability, thus they
cannot deal with a more general scenario and a variable number of
aspects. For RBU, even though a formal framework is defined, its
formulation specifies only diversity and redundancy constraints,
which cannot be applied to a general set of aspects. This inability
to generalise to more/other types of aspects means that, if a system
must be evaluated with respect to a new aspect, the measure needs
to be properly adapted. This can be easily done for some measures,

1An ideal ranking is the best ranking of all assessed documents for a given topic [29].

e.g., CAM, WHAM, and nWCS, but the lack of a formal framework
behind them may lead to odd results, e.g., extending NLRE to 3 as-
pects returns a score distribution compressed towards 0, preventing
the rankings to be evaluated in a fair way [34].

3 TOMA FRAMEWORK
We formalize the problem and our proposed methodology: we ex-
plain why reasoning in terms of multiple aspects leads to a partial
order relation among documents (§ 3.1); how we complete the par-
tial order relation with the distance order (§ 3.2); and how to use the
distance order with state-of-the-art IR evaluation measures (§ 3.3).

3.1 Formalization of the Problem
Let 𝐴 = {𝑎1, . . . , 𝑎𝑛} be a set of aspects; each aspect 𝑎 ∈ 𝐴 has a
non-empty set of labels 𝐿𝑎 = {𝑙𝑎0 , . . . , 𝑙

𝑎
𝐾𝑎

} and an order relation
≺𝑎 such that: 𝑙𝑎0 ≺𝑎 𝑙𝑎1 ≺𝑎 · · · ≺𝑎 𝑙𝑎𝐾𝑎

, e.g., we may have 2 aspects
𝐴 = {relevance, correctness}, with the set 𝐿𝑟 = {nr, mr, fr, hr}
(non-relevant, marginally relevant, fairly relevant, highly relevant)
ordered as: nr ≺𝑟 mr ≺𝑟 fr ≺𝑟 hr; and the set 𝐿𝑐 = {nc, pc, c}
(non-correct, partially correct, correct) ordered as: nc ≺𝑐 pc ≺𝑐 c.
Let𝐷 be the set of documents and𝑇 the set of topics. Each document
𝑑 ∈ 𝐷 is mapped to a ground truth vector GT(𝑑, 𝑡) = (𝑙1, . . . , 𝑙𝑛) ∈
𝐿𝑎1 ×· · ·×𝐿𝑎𝑛 that contains the “true” label of 𝑑 for each aspect, e.g.,
a document may have GT(𝑑, 𝑡) = (highly relevant, non-correct).

In IR, given a topic 𝑡 , the objective is to rank documents in 𝐷

such that for the documents 𝑑 ′, 𝑑 ∈ 𝐷 , if 𝑑 ′ is ranked before 𝑑 ,
then GT(𝑑, 𝑡) ⪯∗ GT(𝑑 ′, 𝑡) for a given order relation ⪯∗. When
there is only one aspect 𝐴 = {𝑎}, one can use ≺𝑎 , the order on
the set of labels 𝐿𝑎 , to induce a weak order on 𝐷 and decide if 𝑑 ′
should be ranked before 𝑑 . If only relevance is assessed, we consider
the relation induced by relevance labels, i.e., documents labelled
“highly relevant” should be ranked before “fairly/marginally rele-
vant” and “non-relevant” documents. Applying this approach to
multiple aspects requires reasoning about orderings of tuples of
labels with different aspects, e.g., for documents 𝑑 ′, 𝑑 ∈ 𝐷 , such that
GT(𝑑 ′, 𝑡) = (highly relevant, correct) and GT(𝑑, 𝑡) = (marginally
relevant, correct), it is reasonable to rank 𝑑 ′ before 𝑑 .

Indeed, there is one unequivocal way of deeming one document
better than another, and this is if document 𝑑 ′ has better labels
than document 𝑑 for every aspect: if for GT(𝑑, 𝑡) = (𝑙1, . . . , 𝑙𝑛) and
GT(𝑑 ′, 𝑡) = (𝑙 ′1, . . . , 𝑙

′
𝑛) we have 𝑙𝑖 ⪯𝑎𝑖 𝑙 ′

𝑖
for all 𝑖 ∈ {1, . . . , 𝑛},

then any document labeled (𝑙 ′1, . . . , 𝑙
′
𝑛) is better or equal than any

document labelled (𝑙1, . . . , 𝑙𝑛) and should occur before it in a “good”
ranking. We denote this order relation by GT(𝑑, 𝑡) ⊑ GT(𝑑 ′, 𝑡).

The order relation ⊑ leads to a partial instead of a total order,
i.e., there are documents that are not comparable2, e.g., if 𝑑 ′ is now
highly relevant and partially correct, the final ranking is not clear:
should one promote 𝑑 ′ (more relevant) or 𝑑 (more correct)? This
is an example of documents that are not comparable, so we have
GT(𝑑, 𝑡) ̸⊑ GT(𝑑 ′, 𝑡) and GT(𝑑 ′, 𝑡) ̸⊑ GT(𝑑, 𝑡), and the choice of
whether 𝑑 ′ is preferred to 𝑑 may lie on the intended application.

A partial order relation and the presence of not comparable
documents imply that it is not possible to univocally rank the
documents in 𝐷 . If we could “complete” the partial order with a
2A partial order is reflexive, antisymmetric and transitive; a total order is a partial order
where all items are comparable; a weak order is a total orderwithout antisymmetry [28].
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<latexit sha1_base64="gL1urYwrwJdcnj6f9AChK1CNg4M=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48V7Qe0oWy2k3bpZhN2N0IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4dua3n1BpHstHM0nQj+hQ8pAzaqz0QPtev1xxq+4cZJV4OalAjka//NUbxCyNUBomqNZdz02Mn1FlOBM4LfVSjQllYzrErqWSRqj9bH7qlJxZZUDCWNmShszV3xMZjbSeRIHtjKgZ6WVvJv7ndVMTXvsZl0lqULLFojAVxMRk9jcZcIXMiIkllClubyVsRBVlxqZTsiF4yy+vklat6l1Ua/eXlfpNHkcRTuAUzsGDK6jDHTSgCQyG8Ayv8OYI58V5dz4WrQUnnzmGP3A+fwDp5Y2N</latexit>

a2
<latexit sha1_base64="2nPIRu2wwWHuYejNUZ/Tbo71Yq8=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48V7Qe0oWy2k3bpZhN2N0IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4dua3n1BpHstHM0nQj+hQ8pAzaqz0QPu1frniVt05yCrxclKBHI1++as3iFkaoTRMUK27npsYP6PKcCZwWuqlGhPKxnSIXUsljVD72fzUKTmzyoCEsbIlDZmrvycyGmk9iQLbGVEz0sveTPzP66YmvPYzLpPUoGSLRWEqiInJ7G8y4AqZERNLKFPc3krYiCrKjE2nZEPwll9eJa1a1buo1u4vK/WbPI4inMApnIMHV1CHO2hAExgM4Rle4c0Rzovz7nwsWgtOPnMMf+B8/gDraY2O</latexit>

(c) Manhattan distance.

~l?
<latexit sha1_base64="4YDI3uOlpJY/Q5j0JVUrDtMxQFs=">AAAB9HicbVDLSgNBEOyNrxhfUY9eBoPgKexGQY9BLx4jmAdk1zA7mU2GzD6c6Q2EJd/hxYMiXv0Yb/6Nk2QPmljQUFR1093lJ1JotO1vq7C2vrG5Vdwu7ezu7R+UD49aOk4V400Wy1h1fKq5FBFvokDJO4niNPQlb/uj25nfHnOlRRw94CThXkgHkQgEo2gkzx1zlsnpo6uRql65YlftOcgqcXJSgRyNXvnL7ccsDXmETFKtu46doJdRhYJJPi25qeYJZSM64F1DIxpy7WXzo6fkzCh9EsTKVIRkrv6eyGio9ST0TWdIcaiXvZn4n9dNMbj2MhElKfKILRYFqSQYk1kCpC8UZygnhlCmhLmVsCFVlKHJqWRCcJZfXiWtWtW5qNbuLyv1mzyOIpzAKZyDA1dQhztoQBMYPMEzvMKbNbZerHfrY9FasPKZY/gD6/MHTqqScg==</latexit>

a1
<latexit sha1_base64="gL1urYwrwJdcnj6f9AChK1CNg4M=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48V7Qe0oWy2k3bpZhN2N0IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4dua3n1BpHstHM0nQj+hQ8pAzaqz0QPtev1xxq+4cZJV4OalAjka//NUbxCyNUBomqNZdz02Mn1FlOBM4LfVSjQllYzrErqWSRqj9bH7qlJxZZUDCWNmShszV3xMZjbSeRIHtjKgZ6WVvJv7ndVMTXvsZl0lqULLFojAVxMRk9jcZcIXMiIkllClubyVsRBVlxqZTsiF4yy+vklat6l1Ua/eXlfpNHkcRTuAUzsGDK6jDHTSgCQyG8Ayv8OYI58V5dz4WrQUnnzmGP3A+fwDp5Y2N</latexit>

a2
<latexit sha1_base64="2nPIRu2wwWHuYejNUZ/Tbo71Yq8=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBbBU0mqoMeiF48V7Qe0oWy2k3bpZhN2N0IJ/QlePCji1V/kzX/jts1BWx8MPN6bYWZekAiujet+O4W19Y3NreJ2aWd3b/+gfHjU0nGqGDZZLGLVCahGwSU2DTcCO4lCGgUC28H4dua3n1BpHstHM0nQj+hQ8pAzaqz0QPu1frniVt05yCrxclKBHI1++as3iFkaoTRMUK27npsYP6PKcCZwWuqlGhPKxnSIXUsljVD72fzUKTmzyoCEsbIlDZmrvycyGmk9iQLbGVEz0sveTPzP66YmvPYzLpPUoGSLRWEqiInJ7G8y4AqZERNLKFPc3krYiCrKjE2nZEPwll9eJa1a1buo1u4vK/WbPI4inMApnIMHV1CHO2hAExgM4Rle4c0Rzovz7nwsWgtOPnMMf+B8/gDraY2O</latexit>

(d) Chebyshev distance.

Figure 1: Example with two aspects 𝑎1 and 𝑎2. Each point is a tuple of labels. The best label l★ is in the top right. The distance
between tuples of labels and l★ defines a weak order relation. Blue lines connect tuples of labels at the same distance from l★.

total order, or at least a weak order, we could rank documents and
define an ideal ranking, where for any 𝑑 ′, 𝑑 ∈ 𝐷 , the order relation
determines the rank position of 𝑑 ′ and 𝑑 . So, before tackling the
problem of evaluating a ranked list of documents in a multi-aspect
way, we build such an order relation. This is detailed next.

3.2 The distance order
We now explain how to obtain a weak order relation from the
partial order relation ⊑. Consider the Cartesian product of all sets
of labels 𝐿 = 𝐿𝑎1 × · · · × 𝐿𝑎𝑛 . An element l ∈ 𝐿 is a tuple of labels
l = (𝑙1, . . . , 𝑙𝑛). The total order relation will be denoted by ⪯∗ and it
will be a weak order relation on 𝐿, i.e., a total binary relation that is
reflexive and transitive, but not necessarily anti-symmetric [25–27].
This weak order allows all tuples of labels to be compared, i.e., for
any two l, l′ ∈ 𝐿 we will have l′ ⪯∗ l and/or l ⪯∗ l′. Consequently,
all documents will be comparable through their tuple of labels.

We require that the weak order relation ⪯∗ respects the partial
order relation ⊑:

∀ l, l′ ∈ 𝐿 we have l ⊑ l′ ⇒ l ⪯∗ l′ (1)

This means that, for comparable documents, the partial order re-
lation and the weak order relation rank documents in the same
way. Moreover the weak order relation allows to rank even those
documents that are not comparable with the partial order relation.

To define ⪯∗, we embed the tuples of labels in the Euclidean space
and derive the weak order ⪯∗ using known distance functions. Let
𝑔 be an embedding function that maps tuples of labels in Euclidean
space L = R𝑛 : 𝑔(l) = 𝑔(𝑙1, . . . , 𝑙𝑛) = (𝑔𝑎1 (𝑙1), . . . , 𝑔𝑎𝑛 (𝑙𝑛)). We
assume that for each 𝑎 ∈ 𝐴, 𝑔𝑎 is a non-decreasing map, i.e., for
any 𝑙, 𝑙 ′ ∈ 𝐿𝑎 if 𝑙 ⪯𝑎 𝑙 ′ then 𝑔𝑎 (𝑙) ≤ 𝑔𝑎 (𝑙 ′). Intuitively, 𝑔𝑎 assigns
a number to each label, which allows to represent tuples of labels
in the Euclidean space. We illustrate in §3.4 how the embedding
function 𝑔 affects the final ranking of documents.

Through the embedding function 𝑔, each tuple of labels l is repre-
sented by a point in the Euclidean space L denoted by ®𝑙 = 𝑔(l). We
define the best label tuple as the tuple of labels l★ whose coordinates
are the best label for each aspect, l★ = (𝑙𝐾𝑎1

, . . . , 𝑙𝐾𝑎𝑛
). The idea is

to treat l★ as the maximum element and use the distance from this
maximum element to define the desired weak order relation; e.g.,
for two aspects 𝑎1 and 𝑎2, each tuple of labels is represented as a
point in the Euclidean plane, and the best label l★ is represented
by the topmost and right-most point (see Fig. 1a). Then, given two

documents 𝑑 and 𝑑 ′, 𝑑 is ranked before 𝑑 ′ if GT(𝑑, 𝑡) is closer to
the best label than GT(𝑑 ′, 𝑡).

We formally define the distance order as the following relation:

l ⪯∗ l′ ⇐⇒ Dist(®𝑙, ®𝑙★) ≥ Dist( ®𝑙 ′, ®𝑙★) (2)

whereDist : L×L → [0, +∞[ is any function such that Dist(®𝑙★, ®𝑙★) =
03. The relation ⪯∗ is a weak order: all l, l′ are comparable because
Dist(®𝑙, ®𝑙★) is defined for all l, and as ≥ is reflexive and transitive
on [0, +∞[, the relation ⪯∗ is reflexive and transitive (but not nec-
essarily antisymmetric). Since the distance order is a weak order,
it allows to deem items “equally good” when it is impossible or
undesirable to impose a strict total order4. Thus we write:

l =∗ l′ ⇐⇒ Dist(®𝑙, ®𝑙★) = Dist( ®𝑙 ′, ®𝑙★) (3)

which means that ®𝑙 and ®𝑙 ′ are at the same distance from ®𝑙★.
Note that the distance order can be tailored: we may instantiate

Dist with any valid distance function. We illustrate this in Fig. 1b-1d
with Euclidean (order relation ⪯2), Manhattan (order relation ⪯1),
and Chebyshev (order relation ⪯∞). With these choices of Dist, the
distance order defined in Eq. (2)-(3) respects the partial order ⊑,
which means that it satisfies the requirement in Eq. (1) because 𝑔𝑎 is
a non decreasing map (a proof is provided in the online appendix5).

3.3 Integration with IR measures
Next we integrate the distance order with known IR measures such
as AP or NDCG. The binary relation =∗ in Eq. (3) is an equivalence
relation. Given a tuple of labels l ∈ 𝐿, its equivalence class [l]∗ is
the set of all tuples of labels with equal distance from the best label
[l]∗ = {l′ ∈ 𝐿 : Dist( ®𝑙 ′, ®𝑙★) = Dist(®𝑙, ®𝑙★)}.

Inducing the relation defined in Eq. (2) on the set of documents𝐷
allows to rank documents by their membership to each equivalence
class, which corresponds to the distance of their tuple of labels to
the best label. We place closest to the top of the ranking documents
whose equivalence class is closest to the best label, and vice versa.

To combine the distance order with IR measures we map each
equivalence class (set of tuple of labels), to a non negative integer.
This is similar towhat happenswith single-aspect evaluation, where
each label is mapped to aweight: e.g., with 4 relevance labels, we can
3Distance functions must be symmetric and satisfy the triangle inequality. Any such
distance function satisfies our condition on Dist, and so do our example distances.
4This is the reason that weak orders (that are not necessarily anti-symmetric), rather
than strict total orders, are typically used in the literature [27, 47].
5https://github.com/lcschv/TOMA/blob/1d562036c50f7ff0a6df00246195098d7282b1ac/
CIKM2021_appendix.pdf
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compute NDCG with equi-spaced relevance weights {0, 1, 2, 3} [29]
or exponential weights {0, 2, 4, 8} [8]. We define a weight function
𝑊 : 𝐿 → N+0 as a map such that the order relation ⪯∗ is preserved:

∀ l, l′ ∈ 𝐿 : l ⪯∗ l′ =⇒ 𝑊 (l) ≤𝑊 (l′) (4)

where the constraint in Eq. (4) entails that𝑊 is a non-decreasing
function with respect to the weak order ⪯∗ on the set of tuples of
labels. This means that𝑊 can return different integers for each
equivalence class, but also the same integer for different equivalence
classes, i.e., 0 and 1, whenever we need to compute a binary single-
aspect IR measure as AP.

To summarize, our TOMA method has 3 steps:
(1) We embed tuples of labels into elements of Euclidean space,

and we derive the weak order ⪯∗ using a distance function;
(2) We define an adjustable weight function𝑊 that preserves ⪯∗

and maps each tuple of labels to a single integer weight (this
allows to aggregate tuple of labels so that better documents
can be given greater weight);

(3) Having such a weak order and the weight function𝑊 , any
existing single-aspect IR evaluation measure can be used to
assess the quality. Thus, we choose a single-aspect evaluation
measure ` and compute the final evaluation score as 𝑀 =

` ◦𝑊 : 𝑀 (𝑟𝑡 ) = ` (𝑊 (GT(𝑑1, 𝑡)), . . . ,𝑊 (GT(𝑑𝑁 , 𝑡))), where
𝑟𝑡 is a ranked list of documents.

The above is compatible with any number and type of aspect.

3.4 Example
We present an example on the role of different choices of embed-
ding, distance, and weight functions in TOMA with 4 relevance
labels {nr, mr, fr, hr} and 3 correctness labels {nc, pc, c}. As in real
scenarios [34], we assume that not relevant documents are not
correct: as they do not include information about the topic, they
cannot be correct with respect to that topic.

Tab. 1 shows 3 different embeddings for correctness; the embed-
ding for relevance is fixed. Note that the distance functions are
invariant under translations and rotations, thus, rather than the ac-
tual values assigned from the embedding function 𝑔, it is important
to consider the relation between different aspects. Independently of
the choice of the embedding function and due to the definition of
the selected distance functions, we see that: (i) Chebyshev generates
the least number of equivalence classes and deems many tuples of
labels as equal, since by taking the maximum it considers just the
“furthest” or worst aspect to compute the distance; (ii) Manhatthan
is somehow in-between Chebyshev and Euclidean and generates
the equivalence classes by taking the sum across aspects; (iii) Eu-
clidean generates the highest number of equivalence classes as it
differentiates among tuples more than Manhatthan and is more
sensitive to extreme cases, e.g., cases where one aspect has the best
label and all other aspects have the lowest label.

In the 1𝑠𝑡 scenario of Tab. 1 we map relevance and correctness
to the same interval [0, 3] (i.e., a highly relevant document is as
“important” as a correct document). All labels are equi-spaced in
the given range (the difference between a fairly relevant and a
marginally relevant document is the same as that between a highly
relevant and a fairly relevant one). With the Euclidean distance all
relevant and not correct documents will be deemed worse than all

other documents, but will be placed before not relevant and not
correct documents. On the other hand, Chebyshev places relevant
and not correct documents in the same equivalence class as not
relevant documents, so those documents do not provide any con-
tribution and can be simply filtered out. Manhattan is a middle
solution: highly relevant and not correct documents are deemed
better than marginally relevant and partially correct documents,
but worse than all other correct or partially correct documents.

In the 2𝑛𝑑 scenario of Tab. 1 relevance and correctness are
mapped to different ranges, but all labels are equi-spaced with
the same step of size 1. Here, relevance is more important than cor-
rectness. This is reflected on the sorting of equivalence classes: for
all distance functions, highly relevant and not correct documents do
not belong to the worst equivalence classes, but they are somehow
better than partially correct documents. Even Chebyshev, which
can be seen as the “strictest” distance function, places all relevant
and not correct documents in the same class, which is considered
better than the class of not relevant and not correct documents.

In the 3𝑟𝑑 scenario of Tab. 1 correctness is mapped to a range
twice the size as the relevance range and we do not use equi-spaced
labels for correctness. We assign more importance to correctness
than relevance, and among correctness labels we penalize not cor-
rect and partially correct documents. The result is that for all dis-
tance functions relevant and not correct documents are considered
among the worst equivalence classes. This particular setting affects
also the other equivalence classes: correctness is preferred over
relevance, e.g., correct documents should be always ranked before
partially correct documents, regardless of their relevance label.

Note that TOMA requires a weight function satisfying the re-
quirement in Eq. (4). If we wish to reward a system for sorting
documents exactly as presented by the equivalence classes in Tab. 1,
then the weight function should assign a different integer to each
equivalence class. This choice of weight is similar to the choice of
weights for relevance labels and its impact on the evaluation out-
come is strictly tight to the evaluation measure used, as for example
when one considers NDCG with different weighting schemes [29].

4 EXPERIMENTAL EVALUATION
We evaluate TOMA on 425 rankings that were submitted as official
runs to 10 TREC tracks [11–15, 20, 21, 34, 45, 48] (see Tab. 2).

4.1 Experimental Setup
We use up to 5 different aspects. All aspects are assessed by TREC
assessors as part of the corresponding track, except popularity and
non-spamminess. We approximate popularity by PageRank6, and
non-spamminess by the Waterloo Spam Ranking7. We discretize the
PageRank scores to generate 3 grades of popularity (not popular,
fairly popular, highly popular), while simulating a power law distri-
bution of popular and not popular documents (5% highly popular,
10% fairly popular, and 85% not popular). For non-spamminess, we
generate 3 grades of labels (spam, fairly spam, not spam) from the
Waterloo Spam Ranking. We treat any document with score < 80 as
spam (77%), documents with score in [80, 89] (14%) as fairly spam,
and documents with score ≥ 90 (9%) as not spam [38].

6http://www.lemurproject.org/clueweb12/PageRank.php
7https://www.mansci.uwaterloo.ca/~msmucker/cw12spam/
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Table 1: Final ordering of tuples of labels embedded in the Euclidean space. Relevance labels are always embedded in the same
mapping (under Relevance). We use different mappings for correctness labels (under Correctness). Tuples that are relevant and
not correct (high-traffic fake news) are in red.

Relevance Correctness Distance Order among Tuples of Labels

{0, 1, 2, 3} {0, 3/2, 3}
Euclidean (3, 3) ⪯∗ (2, 3) ⪯∗ (3, 3/2) ⪯∗ (2, 3/2) ⪯∗ (1, 3) ⪯∗ (1, 3/2) ⪯∗ (3, 0) ⪯∗ (2, 0) ⪯∗ (1, 0) ⪯∗ (0, 0)
Manhattan (3, 3) ⪯∗ (2, 3) ⪯∗ (3, 3/2) ⪯∗ (1, 3) ⪯∗ (2, 3/2) ⪯∗ (3, 0) ⪯∗ (1, 3/2) ⪯∗ (2, 0) ⪯∗ (1, 0) ⪯∗ (0, 0)
Chebyshev (3, 3) ⪯∗ (2, 3) ⪯∗ (3, 3/2) =∗ (2, 3/2) ⪯∗ (1, 3) =∗ (1, 3/2) ⪯∗ (3, 0) =∗ (2, 0) =∗ (1, 0) =∗ (0, 0)

{0, 1, 2, 3} {0, 1, 2}
Euclidean (3, 2) ⪯∗ (3, 1) =∗ (2, 2) ⪯∗ (2, 1) ⪯∗ (3, 0) =∗ (1, 2) ⪯∗ (2, 0) =∗ (1, 1) ⪯∗ (1, 0) ⪯∗ (0, 0)
Manhattan (3, 2) ⪯∗ (3, 1) =∗ (2, 2) ⪯∗ (3, 0) =∗ (2, 1) =∗ (1, 2) ⪯∗ (2, 0) =∗ (1, 1) ⪯∗ (1, 0) ⪯∗ (0, 0)
Chebyshev (3, 2) ⪯∗ (3, 1) =∗ (2, 1) =∗ (2, 2) ⪯∗ (3, 0) =∗ (2, 0) =∗ (1, 0) =∗ (1, 1) =∗ (1, 2) ⪯∗ (0, 0)

{0, 1, 2, 3} {0, 2, 6}
Euclidean (3, 6) ⪯∗ (2, 6) ⪯∗ (1, 6) ⪯∗ (3, 2) ⪯∗ (2, 2) ⪯∗ (1, 2) ⪯∗ (3, 0) ⪯∗ (2, 0) ⪯∗ (1, 0) ⪯∗ (0, 0)
Manhattan (3, 6) ⪯∗ (2, 6) ⪯∗ (1, 6) ⪯∗ (3, 2) ⪯∗ (2, 2) ⪯∗ (1, 2) =∗ (3, 0) ⪯∗ (2, 0) ⪯∗ (1, 0) ⪯∗ (0, 0)
Chebyshev (3, 6) ⪯∗ (2, 6) ⪯∗ (1, 6) ⪯∗ (3, 2) =∗ (2, 2) =∗ (1, 2) ⪯∗ (3, 0) =∗ (2, 0) =∗ (1, 0) =∗ (0, 0)

Table 2: Experimental data. All aspects are labelled by TREC except popularity († approximated by PageRank) and non-
spamminess (‡ approximated by Waterloo Spam Ranking). * means that the junk labels are merged with non relevant.

TREC tracks
Web 2009 Web 2010 Web 2011 Web 2012 Web 2013 Web 2014 Task 2015 Task 2016 Decision 2019 Misinfo2020

Collection ClueWeb09 ClueWeb12 ClueWeb12-B13 CommonCrawl News
Topics 50 48 50 50 50 50 35 50 50 46
Submitted runs 71 56 61 48 61 30 6 9 32 51

relevance (4) relevance (5*) relevance (4*) relevance (5*) relevance (3*) relevance (3) relevance (2)
Aspects popularity† (3) popularity† (3) popularity† (3) popularity† (3) usefulness (3) credibility (2) credibility (2)
(label grades) non-spam‡ (3) non-spam‡ (3) non-spam‡ (3) non-spam‡ (3) popularity† (3) correctness (2) correctness (2)

non-spam‡ (3)

For the Web 2010-2014 and Task 2015-2016 tracks, we merge
the labels junk and non relevant into non relevant, as was done by
the TREC track organisers. For Task 2015-2016, Decision 2019 and
Misinformation 2020, usefulness, credibility, and correctnesswere not
assessed for not relevant documents, thus not relevant documents
are assumed to be not useful, not credible, and not correct.

We evaluate 3 versions of our method TOMA, with Euclidean,
Manhattan, and Chebyshev, as per the distancemetric used in Eq. (2)
(abbreviated as EUCL, MANH, and CHEB henceforth). We compare
these to two state-of-the-art baselines, CAM [35] and MM [37].

Given a set of aspects 𝐴8, CAM aggregates their scores through
a weighted average:

CAM(𝑟𝑡 ) =
∑
𝑎∈𝐴

𝑝𝑎 × ` (𝑟𝑡,𝑎) (5)

where ` (·) is the evaluation measure (e.g., NDCG), 𝑟𝑡,𝑎 is the rank-
ing labelled with respect to aspect 𝑎, and 𝑝𝑎 is a parameter control-
ling the importance of each aspect: 𝑝𝑎 ∈ [0, 1] and ∑

𝑎∈𝐴 𝑝𝑎 = 1.
MM [37] aggregates the evaluation measure scores computed

for each aspect individually with a weighted harmonic mean:

MM(𝑟𝑡 ) =
∑
𝑎∈𝐴 𝑝𝑎∑

𝑎∈𝐴
𝑝𝑎

` (𝑟𝑡,𝑎)
(6)

with the same notation as above.

8CAM was originally formulated for two aspects [35].

Out of the other multi-aspect methods presented in §2, we do
not use WHAM [35] as baseline because it also uses the weighted
harmonic mean to aggregate the evaluation measure scores. How-
ever, WHAM is defined only for relevance and credibility, and can
therefore be seen as an instantiation of MM restricted to two as-
pects. All other multi aspect measures in §2 need a predefined set
and number of aspects, thus are not applicable in our scenario.

We instantiate ourmethod and the baselines using (1) NDCG [31]
and graded labels (when available); and using (2) AP [7] and binary
labels (we convert all graded labels to binary by treating all grades
above zero as one, and grades equal/below zero as zero). We con-
sider all aspects equally important (all aspects are mapped to an
integer scale with one unit separating each grade). All source code
is publicly available9.

4.2 Anomalies of CAM & MM
Next we discuss anomalies of CAM and MM that TOMA overcomes.

Problem 1: MM is ill-defined. As the harmonic mean is not defined
with zero values, MM is not defined if ∃𝑎 ∈ 𝐴 such that ` (𝑟𝑡,𝑎) = 0,
e.g., a ranking does not retrieve any correct or relevant document.
To compute MM even in these cases, as the denominator in Eq. (6)
tends to +∞ if any ` (𝑟𝑡,𝑎) tends to zero, we set MM(𝑟𝑡 ) = 0. For
classification measures, this problem is called the Strong Definite-
ness Axiom [41]. It represents a serious issue for collections where
there are a few documents with a positive label for certain aspects.
9https://github.com/lcschv/TOMA.git
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Table 3: CAM, MM and TOMA scores instantiated with AP & NDCG for all rankings in 𝐷 . The highest scores are in bold.

AP
Length 3 CAM MM EUCL MANH CHEB Length 2 CAM MM EUCL MANH CHEB Length 1 CAM MM EUCL MANH CHEB
(𝑑1, 𝑑2, 𝑑3) 0.7917 0.3684 1 1 0.5 (𝑑1, 𝑑2) 0.6250 0.25 1 1 0.5 (𝑑1) 0.5 0 0.5 0.5 0
(𝑑1, 𝑑3, 𝑑2) 0.7917 0.3684 0.8333 0.8333 0.3333 (𝑑1, 𝑑3) 0.6250 0.25 0.5 0.5 0 (𝑑2) 0.25 0 0.5 0.5 1
(𝑑2, 𝑑1, 𝑑3) 0.6667 0.3125 1 1 1 (𝑑2, 𝑑1) 0.5 0.25 1 1 1 (𝑑3) 0.25 0 0 0 0
(𝑑2, 𝑑3, 𝑑1) 0.6667 0.25 0.8333 0.8333 1 (𝑑2, 𝑑3) 0.5 0 0.5 0.5 1 - - - - - -
(𝑑3, 𝑑1, 𝑑2) 0.6667 0.3125 0.5833 0.5833 0.3333 (𝑑3, 𝑑1) 0.5 0.25 0.25 0.25 0 - - - - - -
(𝑑3, 𝑑2, 𝑑1) 0.6667 0.25 0.5833 0.5833 0.5 (𝑑3, 𝑑2) 0.5 0 0.25 0.25 0.5 - - - - - -

NDCG
Length 3 CAM MM EUCL MANH CHEB Length 2 CAM MM EUCL MANH CHEB Length 1 CAM MM EUCL MANH CHEB
(𝑑1, 𝑑2, 𝑑3) 0.9073 0.4489 0.9367 0.9711 0.8597 (𝑑1, 𝑑2) 0.7682 0.3491 0.8080 0.8147 0.8597 (𝑑1) 0.4728 0.1491 0.4290 0.4693 0.3801
(𝑑1, 𝑑3, 𝑑2) 0.8824 0.4386 0.8917 0.9404 0.7602 (𝑑1, 𝑑3) 0.6483 0.3145 0.5914 0.6667 0.3801 (𝑑2) 0.4682 0.2258 0.6006 0.5475 0.7602
(𝑑2, 𝑑1, 𝑑3) 0.9056 0.4516 1 1 1 (𝑑2, 𝑑1) 0.7665 0.3776 0.8713 0.8436 1 (𝑑3) 0.2781 0 0.2574 0.3129 0
(𝑑2, 𝑑3, 𝑑1) 0.8801 0.4319 0.9775 0.9795 0.9502 (𝑑2, 𝑑3) 0.6437 0.2679 0.7630 0.7449 0.7602 - - - - - -
(𝑑3, 𝑑1, 𝑑2) 0.8106 0.3930 0.8284 0.8827 0.6199 (𝑑3, 𝑑1) 0.5765 0.2801 0.5281 0.6089 0.2398 - - - - - -
(𝑑3, 𝑑2, 𝑑1) 0.8100 0.3827 0.8509 0.8929 0.6697 (𝑑3, 𝑑2) 0.5735 0.1897 0.6364 0.6583 0.4796 - - - - - -
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Figure 2: Box-plots for CAM and MMwith NDCG on the De-
cision Track 2019. Topic numbers are on the 𝑥-axis andmea-
sures scores on the𝑦-axis. Themaximumvalue for CAMand
MM is variable and depends on the topic and the aspects.

For example, for the Task Tracks, since useful documents are very
sparse, many systems are not able to retrieve any useful document
and they all have a 0 score, independently of the number of rele-
vant documents they retrieve. TOMA does not have this problem,

because we first assign a weight to each tuple of labels and then
compute a single-aspect evaluation measure `, thus there is no
division by 0 and TOMA is well defined.

Problem 2: CAM and MM can range in different intervals. Given a
set of documents 𝐷 and a set of aspects 𝐴, by definition CAM and
MM are multi-aspect evaluation measures𝑀 : 𝐷∗ → [0, 𝑋 ], where
𝐷∗ is the set of rankings and 𝑋 ≤ 1. Depending on 𝐷 and 𝐴, there
exist cases with 𝑋 < 1.

To prove this claim, we need to show that when 𝑀 is CAM or
MM, ∃ 𝐷,𝐴 such that:

max
𝑟 ∈𝐷∗

𝑀 (𝑟𝑡 ) < 1 (7)

i.e., for each ranking of documents in 𝐷∗ the maximum measure
score will be less than 1. To build such an example, the set 𝐷 needs
to contain documents with not comparable tuples of labels:

∃𝑑1, 𝑑2 ∈ 𝐷 : GT(𝑑1) @ GT(𝑑2) and GT(𝑑2) @ GT(𝑑1) ⇐⇒
∃𝑑1, 𝑑2 ∈ 𝐷 and ∃𝑎1, 𝑎2 ∈ 𝐴 :

GT𝑎1 (𝑑1) ≺𝑎1 GT𝑎1 (𝑑2) and GT𝑎2 (𝑑2) ≺𝑎2 GT𝑎2 (𝑑1) (8)

In this case, CAM and MM cannot achieve a score equal to 1 as
illustrated by the following example.

Consider the example in §3.4 with 𝐴 = {relevance, correctness}.
Let 𝐷 be a set with 3 documents 𝐷 = {𝑑1, 𝑑2, 𝑑3} with labels
GT(𝑑1) = (mr, c), GT(𝑑2) = (hr, pc) and GT(𝑑3) = (hr, nc). Doc-
uments (𝑑1, 𝑑2) and (𝑑1, 𝑑3) are not comparable and there is no
unequivocal way of sorting them, e.g., it is not clear if 𝑑1 should be
ranked before 𝑑2 or vice-versa.

Let us consider CAM and MM instantiated with AP and NDCG.
For AP we use a harsh mapping for relevance and correctness, i.e.,
{fr, hr} ↦→ 1 and {mr, nr} ↦→ 0, and c ↦→ 1 and {pc, nc} ↦→ 0. For
NDCG we map each category to a different integer, for relevance
we have: hr ↦→ 15, fr ↦→ 10, mr ↦→ 5, nr ↦→ 0, and for correctness
we have: c ↦→ 10, pc ↦→ 5, nc ↦→ 0. The NDCG ideal ranking [29]
for relevance is: (hr, hr, mr) and for correctness is (c, pc, nc). The
NDCG log base is set to 2.

For TOMA we use the embedding of the first row in Tab. 1 and
as weight function we map each equivalence class to a different
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integer with step 1. We instantiate TOMAwith AP and NDCG with
log base 2 (Tab. 3). Since AP does not handle multi-graded weights,
we map the top half of the equivalence classes to 1 and the rest to
0. Tab. 3 shows CAM, MM, and TOMA scores instantiated with AP
NDCG for each possible ranking of documents in 𝐷 .

In Tab. 3 none of the rankings in 𝐷∗ can achieve a score equal
to 1 for CAM and MM, while TOMA has at least one ranking with
score 1. In CAM and MM this happens because, any way we sort
the documents, either we penalize correctness, e.g., (𝑑2, 𝑑3, 𝑑1) or
we penalize relevance, e.g., (𝑑1, 𝑑2, 𝑑3). TOMA does not have this
problem, since it first defines how to sort tuples of labels, then
weights them accordingly and computes the measure score. Thus,
if we sort documents in the order induced by ⪯∗, we obtain a score
equal to 1 (proof in the appendix). Experiments on real data confirm
this, as detailed next.

Estimating CAM and MM Upper Bound. With the following ex-
periment we show that with real data CAM and MM can be upper
bounded by a value 𝑋 lower than 1. To estimate the value 𝑋 with
real data, we generate different ideal rankings of documents with
different strategies. The intuition is that by ranking documents in
the best possible way, we should achieve a score equal to 1, as it hap-
pens for any single-aspect evaluation measure computed against
the ideal ranking. Since CAM and MM do not define how to sort
documents, i.e., a total order relation ⪯∗, we need to test different
possible strategies to build these ideal rankings.

First, we define the ideal rankings obtained with a recursive
strategy: these are the ideal rankings for each aspect when consid-
ered separately, e.g., for 3 aspects, 𝑎1, 𝑎2 and 𝑎3, with a preference
order where 𝑎1 is followed by 𝑎2, followed by 𝑎3: (1) we sort the
documents with decreasing label for 𝑎1; (2) among the documents
with the same label for 𝑎1, we sort the documents with decreasing
label for 𝑎2; (3) among the documents with the same label for 𝑎1
and 𝑎2, we sort the documents with decreasing label for 𝑎3. We
generate these ideal rankings for each possible preference order
among the aspects.

We also generate 3 additional ideal rankings: (1) we sum the
weights across aspects and sort the documents by this sum; (2) we
sum the squared weights across aspects and sort the documents
by this sum; (3) we consider the highest weight across aspects and
sort documents by their highest weight regardless of the aspect.

Fig. 2 reports the distributions of CAM with AP scores for the
ideal rankings for the Decision Track 2019. These distributions
depend on the aspect and the topic. We see that the upper bound 𝑋
is variable and depends on the topic: just for 2% of topics it is equal
to 1 and for 26% topics it is lower than 0.9. We obtain similar or
even more extreme distributions of scores for all the other tracks
(except for Misinformation 2020, reported in the online appendix).

Interpretability of CAM and MM scores. Problem 2 is especially
important because it affects the interpretability of CAM and MM
scores. When a measure is used to assess the quality of a single
ranking in isolation, it should be intuitively interpretable [33], e.g.,
NDCG=0.6 has the intuitive interpretation that the ranking can
be further improved by 0.4. If TOMA is instantiated with NDCG,
the intuitive interpretability of NDCG holds, but if CAM or MM
are instantiated with NDCG, the intuitive interpretability of NDCG
is lost: by the arguments above, CAM and MM may fail to obtain

an optimal score of 1, and the optimal score depends on 𝐴 and 𝐷 ,
hence it cannot in general be known a priori.

This issue is important for MM, which is affected also by Prob-
lem 1, and therefore may have 𝑋 << 1. Thus MM scores can be
compressed towards 0, and this can lead to cases with many ties,
where it is hard to distinguish between different rankings.

4.3 Experimental Findings
Empirically, evaluation measures are commonly assessed in terms
of their correlation [24], discriminative power [39], informative-
ness [6], intuitiveness [40], and unanimity [2]. Out of these, we
report only correlation and discriminative power because the rest
does not apply: the informativeness test [6] requires a precision
recall-curve, which cannot be defined for multi-aspect evaluation;
the intuitiveness test [40] requires simple single-aspect measures
(e.g. precision, recall), which do not apply to multi-aspect eval-
uation; the unanimity test [2], which is defined for multi-aspect
evaluation, requires that all the simple measures agree over all
aspects, which happened extremely rarely in our data, especially
as the number of aspects increased (see the low correlation among
aspects in Tab. 4).

4.3.1 Correlation Analysis. We use Kendall’s 𝜏 [32] to estimate
TOMA’s correlation to MM and CAM. Generally, if a new evalua-
tion measure strongly correlates to an existing one, it is likely to
represent redundant information [46]. We use Kendall’s 𝜏 because
it has better gross-error sensitivity than the Pearson correlation
coefficient [22], and because the Spearman correlation coefficient
cannot handle ties. As per [24], we compute the correlation topic-
by-topic. For each topic we consider the Rankings of Submitted
runs (RoS) corresponding to two different measures (one ranking
per measure) and then compute Kendall’s 𝜏 between the two RoS.
We report Kendall’s 𝜏 averaged across all topics. As per [43, 44], we
consider two rankings equivalent if Kendall’s 𝜏 is greater than 0.9.

Tab. 4 shows the findings, which are summarised as follows:
• The RoS corresponding to EUCL - MANH are equivalent
(𝜏 = 1) at all times for AP. This perfect correlation for AP
happens because, by definition, when the sets of equivalence
classes from these approaches are mapped to binary labels,
they produce the exact same set of labels (see also Tab. 3). For
NDCG, 𝜏 = 0.19−1, where higher correlations correspond to
tracks where some aspects are not assessed for non relevant
documents, thus there are less extreme cases and EUCL is
more similar to MANH.

• The RoS corresponding to (EUCL, MANH) - CHEB are very
weakly correlated (𝜏 = 0.01 − 0.32), this is due to Chebyshev
distance being very harsh, since many equivalence classes
are considered equivalent to the class of non relevant docu-
ments.

• The RoS corresponding to EUCL - CAM and MANH - CAM
are very weakly correlated (𝜏 = 0.11 − 0.41) for the Web
tracks, but moderately correlated (𝜏 = 0.54 − 0.76) for the
Task, Decision and Misinformation tracks. This happens be-
cause: (i) the runs submitted to the Web tracks were not
designed to account for multiple aspects and (ii) for the Task,
Decision and Misinformation tracks, usefulness, credibility
and correctness are not assessed for non relevant documents.
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Table 4: Kendall’s 𝜏 correlation between rankings of systems and discriminative power (the higher, the better; best is in bold).
Not all aspect combinations occur in all tracks (marked grey).

WEB2009 WEB2010 WEB2011 WEB2012 WEB2013 WEB2014 TASK15 TASK16 DECISION19 MISINFO 2020
NDCG AP NDCG AP NDCG AP NDCG AP NDCG AP NDCG AP NDCG AP NDCG AP NDCG AP NDCG AP

CORRELATION
EUCL - CAM 0.25 0.16 0.18 0.12 0.21 0.11 0.31 0.26 0.22 0.12 0.30 0.23 0.68 0.54 0.63 0.55 0.76 0.60 0.72 0.51
EUCL - MM 0.07 0.04 0.05 0.00 0.06 0.03 0.16 0.13 0.12 0.04 0.17 0.04 0.36 0.17 0.02 -0.10 0.46 0.31 0.45 0.27
MANH - CAM 0.22 0.16 0.21 0.12 0.16 0.11 0.34 0.26 0.31 0.12 0.41 0.23 0.62 0.54 0.60 0.55 0.69 0.60 0.72 0.51
MANH - MM 0.06 0.04 0.01 0.01 0.06 0.03 0.16 0.13 0.11 0.04 0.15 0.04 0.28 0.17 -0.06 -0.10 0.41 0.31 0.45 0.27
CHEB - CAM 0.01 0.02 0.06 0.05 0.02 0.02 0.19 0.15 0.11 0.00 0.19 0.07 0.26 0.16 -0.13 -0.18 0.27 0.27 0.29 0.24
CHEB - MM 0.06 0.09 0.00 0.03 0.09 0.01 0.19 0.16 0.12 0.08 0.14 0.05 0.88 0.86 0.52 0.53 0.58 0.60 0.54 0.52
EUCL - MANH 0.36 1.00 0.19 1.00 0.21 1.00 0.34 1.00 0.20 1.00 0.34 1.00 0.87 1.00 0.71 1.00 0.72 1.00 1.00 1.00
EUCL - CHEB 0.01 0.02 0.10 0.03 0.01 0.03 0.32 0.11 0.22 0.04 0.30 0.12 0.33 0.19 -0.21 -0.21 0.28 0.21 0.26 0.20
MANH - CHEB 0.01 0.02 0.03 0.03 0.02 0.03 0.21 0.11 0.10 0.04 0.18 0.12 0.32 0.19 -0.24 -0.21 0.25 0.21 0.26 0.20
CAM - MM 0.10 0.05 0.05 0.01 0.11 -0.01 0.23 0.13 0.16 0.03 0.26 0.04 0.30 0.18 0.09 0.00 0.51 0.41 0.51 0.42

CORRELATION
Relevance - Popularity 0.03 0.05 0.01 0.0 0.01 0.02 0.09 0.09 0.06 0.01 0.07 0.02 0.04 0.04 -0.03 0.01
Relevance - Non-spam 0.05 0.03 0.02 0.0 0.03 0.01 0.07 0.05 -0.02 -0.01 0.07 -0.01 0.25 0.17 -0.07 -0.08
Popularity - Non-spam 0.04 0.03 0.02 -0.01 0.04 0.01 0.07 0.04 -0.03 -0.02 0.04 0.00 0.07 0.02 0.08 0.06
Relevance - Usefulness 0.75 0.75 0.75 0.74
Usefulness - Popularity 0.10 0.06 -0.04 0.00
Usefulness - Non-spam 0.40 0.33 -0.16 -0.19
Credibility - Correctness 0.26 0.26 0.28 0.24
Relevance - Credibility 0.33 0.33 0.29 0.25
Relevance - Correctness 0.42 0.49 0.49 0.47

DISCRIMINATIVE POWER OF MEASURES
CAM 75.98 64.43 66.32 61.23 75.14 61.64 68.71 56.74 76.89 57.05 85.06 78.85 53.33 33.33 72.22 55.56 72.58 70.56 71.53 70.90
MM 75.61 50.58 72.89 67.79 67.32 67.81 62.68 56.12 80.71 46.99 74.25 53.56 0.00 0.00 0.00 0.00 60.08 53.23 68.31 62.20
EUCL 75.29 72.64 62.96 66.75 75.14 70.33 66.13 64.10 75.14 59.45 80.92 78.85 66.67 66.67 69.44 75.00 73.59 73.99 72.86 75.14
MANH 76.66 72.68 63.59 67.14 77.32 70.38 66.05 64.18 76.67 59.34 86.44 79.08 66.67 53.33 75.00 75.00 73.79 73.79 73.02 74.98
CHEB 50.18 6.32 59.82 51.49 73.06 50.11 61.08 39.36 77.10 49.34 75.17 66.21 0.00 0.00 0.00 0.00 42.54 29.84 65.41 53.33

Therefore, since some of the values are missing, these meth-
ods generate a lower number of equivalence classes, which
make them more similar to CAM. Whereas, for the Web
tracks, popularity and non-spamminess are approximated
for all documents, meaning that MANH and EUCL can pos-
sibly generate all the different equivalence classes, even for
non relevant documents. This makes them less similar to
CAM than on the Task or Decision tracks.

• For the Task, Decision and Misinformation tracks, the RoS
corresponding to MM and CHEB are moderately correlated
(𝜏 = 0.52 − 0.88). The fact that, for these tracks, usefulness,
credibility and correctness are not assessed for non relevant
documents, means that all the documents that are mapped
to a 0 weight with CHEB, are also contributing as 0 to MM.

To contextualise these findings, the middle part of Tab. 4 shows
the 𝜏 values of the RoS corresponding to evaluating a single aspect
only. Overall, the resulting correlations are low to non-existent,
meaning that considering multiple aspects affects the final evalua-
tion outcome. The two exceptions where the correlation between
RoS is not very low are:

• For Task 2015-2016, for relevance - usefulness, 𝜏 = 0.74 −
0.75. This happens because: (1) usefulness is not assessed for
non relevant documents, thus non relevant documents are
assumed to be not useful, and (2) usefulness is a very sparse
signal (1.75% of documents are useful).

• For the Decision and Misinformation Tracks, for all aspects,
𝜏 = 0.24−0.49. Again here credibility and correctness are not
assessed for non relevant documents (6.89% of documents
are credible and 9.75% are correct for the Decision Track;
13.73% of documents are correct and 27.62% are credible for

the Misinformation Track), so the correlation is not as high
as for the Task tracks.

Overall, the most correlated RoS correspond to: EUCL - MANH
(𝜏 up to 1), (EUCL, MANH)- CAM (𝜏 up to 0.76), and CHEB - MM
(𝜏 up to 0.88). Intuitively, EUCL and MANH may be more similar to
CAM (mean), while CHEB may be more similar to MM (harmonic
mean). Thus TOMA proposes an alternative evaluation framework,
which overcomes CAM andMManomalies (see §4.2). The fact that 𝜏
values between TOMA and the baselines are never above 0.9means
that there are noticeable differences between the RoS generated by
TOMAand by CAMorMM. Recall that all measures are instantiated
with NDCG or AP, meaning that differences between them are due
to how multi-aspect labels are treated.

4.3.2 Discriminative Power. We use Bootstrap Hypothesis Test [39]
to estimate the discriminative power of TOMA, CAM and MM.
Given a set of topics and a set of runs, we first generate subsets of
topics by sampling with replacement the complete set of topics. We
set the number of bootstrap samples to 10 000. To assess whether
the measure scores for pairs of runs can be considered different
at a given confidence level, we use a Paired Bootstrap Hypothesis
Test. The confidence level is 1 − 𝛼 , where 𝛼 is the Type I Error,
i.e., the probability to consider two systems different even if they
are equivalent. We set 𝛼 = 0.01, requiring strong evidence for two
systems to be different.

Tab. 4 (bottom part) displays the results of the discriminative
power analysis, where the higher the score, the more discriminative
(i.e., the better) the approach. We see that 16/20 times either MANH
(12/20) or EUCL (6/20)10 is best. The remaining 4 times, MM is best

10Ties are included in these counts.
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Table 5: Number of times (%) that the labels of all aspects
sum to 0 for a document that is ranked at position 1-5 (col-
umn 1) in a run that has been assessed as best per {topic,
track, year} separately with {CAM, MM, EUCL, MANH,
CHEB} using a retrieval cutoff of 5. The lower, the better.

Rank CAM MM EUCL MANH CHEB
1 51 (1.18%) 131 (3.02%) 39 (0.90%) 33 (0.76%) 154 (3.55%)
2 65 (1.50%) 159 (3.67%) 50 (1.15%) 48 (1.11%) 179 (4.13%)
3 103 (2.38%) 202 (4.66%) 88 (2.03%) 78 (1.80%) 185 (4.17%)
4 102 (2.35%) 173 (3.99%) 86 (1.99%) 74 (1.71%) 183 (4.23%)
5 107 (2.47%) 196 (4.53%) 95 (2.19%) 81 (1.87%) 205 (4.73%)
1-5 428 (9.88%) 861 (19.88%) 358 (8.27%) 314 (7.25%) 906 (20.92%)

Table 6: Average sum of aspect labels for a document that is
ranked at position 1-100 (column 1) in a run that has been as-
sessed as best per {topic, track, year} separately with {CAM,
MM, EUCL, MANH, CHEB} using a retrieval cutoff of 100.
The higher, the better.

Ranks CAM MM EUCL MANH CHEB
1-25 1.70 1.49 1.67 1.69 1.39
26-50 0.85 0.78 0.91 0.94 0.70
51-75 0.57 0.53 0.63 0.64 0.48
76-100 0.40 0.39 0.43 0.44 0.36

3 times, and CAM once. We also see that CHEB is never best, and
for Task 2015-2016 it is actually zero. This is due to the very small
amount of positive labels for usefulness in that track. For the same
reason, MM is also zero for the same track. Overall, CHEB is the
least discriminative measure, followed by MM; this is due to how
these methods treat tuples of labels: the fact that if one aspect label
is zero, then the whole score is zero, practically means that many
runs are considered equal purely on that basis.

4.3.3 Zero-aspect documents. Our next analysis is motivated by
the empirical trash@𝑘 measure often used in industry to mitigate
the high cost of retrieving “trash” in high ranks. We count how
often the labels of all aspects sum to zero for a document that has
been ranked at position 1-5 in a run that has been assessed as the
best run per track year, on a per query basis, using a retrieval cutoff
of 5, separately with {CAM, MM, EUCL, MANH, CHEB} when
instantiated separately with NDCG and AP. When the labels of all
aspects sum to zero, this means that the corresponding document is
of the worst quality. Ideally, such documents should not be retrieved,
but when they do, they should not be in the top 5.

In Tab. 5 we see that MANH is associated with the lowest amount
of zero-aspect documents, closely followed by EUCL. This hap-
pens because MANH is designed so that the higher the sum of a
document’s labels across aspects, the better that document will
be deemed. CHEB is overall worst, closely followed by MM. This
closeness between EUCL-MANH and CHEB-MM agrees with the
previous correlation and discriminative power analysis. Overall,
MANH (and less so EUCL) penalise low quality documents the best.

4.3.4 Document quality @1-100. We look at the quality of doc-
uments that have been ranked at positions 1-100 in a run that

has been assessed as best per {topic, track, year} separately with
{CAM, MM, EUCL, MANH, CHEB}, when instantiated separately
with NDCG and AP, using a retrieval cutoff of 100. We split the
ranks 1-100 into four sets (1-25, 26-50, 51-75, 76-100). For each doc-
ument in each set, we sum the labels of its aspects, and we report
the average of these sums, which can be seen as an approximation
of the average document quality (the higher, the better).

As expected, we see that the numbers in Tab. 6, and hence doc-
ument quality, drop as we move down the ranking, at all times.
Comparing across columns however, we see that, for the runs that
were assessed as best by MANH, document quality is overall, albeit
marginally, the best, at ranks 26-100. This illustrates that the design
of MANH (the higher the sum of a document’s labels across aspects,
the better that document will be considered) gives it the practical
advantage of, not only reducing the amount of low quality docu-
ments in the top ranks (as seen in Tab. 5), but also of increasing
the quality of documents further down the ranking, as we see now.
Again, as previously, we observe that EUCL is a close second-best
method, CHEB and MM are overall worst, and CAM is in between
(although best, together with MANH, for the top ranks).

5 CONCLUSION AND LIMITATIONS
Multi-aspect evaluation is a special case of IR evaluation where the
ranked list of documents returned by an IR system in response to a
querymust be assessed in terms of not only relevance, but also other
aspects (or dimensions) of the ranked documents, e.g., credibility
or usefulness. We presented a principled multi-aspect evaluation
approach, called TOMA, that is defined for any number and type
of aspect, and that allows for (i) aspects having different gradings,
(ii) any relative importance weighting for different aspects, and
(iii) integration with any existing single-aspect evaluation measure,
such as NDCG. We showed that TOMA has better discriminative
power than prior approaches to multi-aspect evaluation, and that it
is better at rewarding high quality documents across the ranking.

One limitation of TOMA is represented by the arbitrary choices
of the embedding function, the distance function and the weight
function. The embedding function maps labels from a nominal or
ordinal scale to an interval or ratio scale. This calls for a in-depth in-
vestigation of the theoretical properties of TOMA using the existing
axiomatic treatments of IR effectiveness measures [3, 4, 9, 23, 36].
This also motivates a deep analysis of the interactions between
different aspects and/or documents and how to handle them with
TOMA, for example by defining a proper embedding and distance
function which account for aspects as diversity, novelty, and re-
dundancy. Moreover, the embedding function combined with the
distance function can generate a large number of tuples of labels,
which can be mapped to different integers through the weight
function. This might be a problem for gain based measures, thus a
possible solution is to use TOMA to define the ideal ranking and
then use effectiveness measures based on similarity to ideal rank-
ings [17–19]. Finally, the empirical impact of varying both distance
and weight functions should also be investigated, as should the im-
pact of employing further multi-graded measures as ERR [10], and
the alignment of our current approach with real user preferences.
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