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Abstract
In this paper we present the results of a simulation study of credence developments in
groups of communicating Bayesian agents, as they update their beliefs about a given
proposition p. Based on the empirical literature, one would assume that these groups
of rational agents would converge on a view over time, or at least that they would not
polarize. This paper presents and discusses surprising evidence that this is not true. Our
simulation study shows that these groups of Bayesian agents show group polarization
behavior under a broad range of circumstances. This is, we think, an unexpected
result, that raises deeper questions about whether the kind of polarization in question
is irrational. If one accepts Bayesian agency as the hallmark of epistemic rationality,
then one should infer that the polarization we find is also rational. On the other hand,
if we are inclined to think that there is something epistemically irrational about group
polarization, then something must be off in the model employed in our simulation
study. We discuss several possible interfering factors, including how epistemic trust
is defined in the model. Ultimately, we propose that the notion of Bayesian agency is
missing something in general, namely the ability to respond to higher-order evidence.
Keywords Bayesian updating · Group polarization · Higher-order evidence ·
Epistemic rationality · Epistemic trust

1 Introduction
What happens when a group of ideally rational agents communicate about a particular
question, updating their beliefs on their own evidence, and on the evidence they receive
from communicating with other agents? One would think that they would converge
on a view, or at least that they would not polarize. This paper presents and discusses
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surprising evidence that this is not true. We have performed a simulation study showing that groups of ideally rational Bayesian agents who inquire and communicate with
one another about some proposition exhibit group polarization behavior under a broad
range of circumstances.1 No matter whether the group of Bayesian agents start out in
relative agreement about the matter they communicate and inquire about, or whether
they begin in a limited polarized situation, they end up strongly polarized. Nor does
the level of trust between agents matter. When agents do not trust the evidence they
get from other agents, they polarize, but this also happens when they have high levels
of trust in the information they acquire from others. This is, we think, an unexpected
result, and it raises deeper questions about whether the kind of polarization in question
is irrational, as most would probably be inclined to think. If one accepts that Bayesian
agents are the hallmark of epistemic rationality, then one should infer that the polarization we find is also rational. On the other hand, if we are inclined to think that there
is something epistemically irrational about group polarization, then we must conclude
either that there is something missing from the Bayesian story of epistemic rationality,
or that there is something wrong with the way that the simulation model is set up. The
overall aim of the paper is to present our study of polarization effects in groups of
ideally rational Bayesian agents and compare their behavior to the results obtained in
psychological studies, and to discuss implications for theories of epistemic rationality.
The structure of the paper is as follows: first we introduce the main concepts that we
are interested in investigating, and the empirical findings and positions in the current
work on polarization (Sect. 2). We then explain the basic features of Bayesian agents
and the features of the simulation environment that we use for simulating their behavior
(Sect. 3). Next, we present our findings about group polarization in groups of Bayesian
agents and provide details about the setup of our experiment, which solidify the results
further (Sect. 4). In Sect. 5 we discuss the results of our experiment, and give some
possible explanations of the large degree of group polarization that we observe. We
end with some concluding remarks in Sect. 6. The details of the simulation program
and the mathematics behind the model can found in “Appendix A” and the complete
simulation setup that we used can be found in “Appendix B”.

2 Polarization
The term ‘polarization’ has signified at least three distinct phenomena in the psychological literature, and this may give rise to some confusion which we would like
to avert. Throughout this paper, group polarization will denote cases where a group
engages in deliberation, with the result that two distinct subgroups form or solidify,
with one subgroup becoming more certain that not- p, while the other becomes more
certain that p. That is, group polarization is increased divergence of beliefs in two
subgroups following deliberation between members.
In the literature, considerable attention has been paid to a different phenomenon,
namely that the average degree of belief in a homogeneous group tends to become
1 We understand Bayesian agents as agents that update their degrees of belief using conditional probabilities.
We will expand on the specifics of the agents that we simulated in Sect. 3.
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more extreme after deliberation, in the direction predicted by the pre-deliberation
tendency of a group. For example, the average degree of belief may be 0.6 prior to
deliberation, but 0.8 after deliberation, in which case the average or median degree of
belief has shifted towards a single extreme, but the group is still homogenous in its
beliefs (Sunstein 2002; Moscovici and Zavalloni 1969; Isenberg 1986). Often this is
also referred to as ‘group polarization’, but clearly it is a different phenomenon from
group polarization in our sense, and to avoid misunderstanding we will refer to such
cases as group escalation.
Finally, the empirical literature features cases where agents with opposing prior
beliefs diverge further after they have evaluated the same body of evidence, but without any communication between the agents.2 This is usually referred to as ’attitude
polarization’ or ’belief polarization’, and we will follow this usage (Lord et al. 1979;
Kelly 2008; Miller et al. 1993). In what follows, we are mainly concerned with group
escalation and group polarization.
Group polarization involves a group’s beliefs becoming more widely spread out.
We need a measure that tells us how ‘spread out’ the credences in the group are; i.e.
are the credences far apart on average (indicating polarization), or are they clustered
together (indicating escalation or uncertainty (if members cluster around 0.5). We use
the standard deviation as the relevant measure of polarization, as it exactly states how
widely dispersed the data is. The measure of group polarization tells us how far the
individual credences in the group are from each other, from pre-deliberation to postdeliberation [this polarization measure is from Angere and Olsson (2017)]. A group
where every agent has the same degree of belief at time t has polarization 0, and a
group where half of the agents fully believe that p and the other fully believe that
not- p at time t, has a polarization of 0.5, meaning that, on average, their opinions are
as far away from each other as they can possibly be.
We can represent group escalation and group polarization semi-formally as follows:
Group escalation := | Avg. post-deliberation credence
− 0.5 | − | Avg. pre-deliberation credence − 0.5 |
Group polarization := Post-deliberation polarization
− Pre-deliberation polarization
An escalated group has an average credence close to one of the extreme positions
(i.e. credence 0 or 1), contrasted to having an average credence around uncertainty
(credence 0.5). We calculate how escalated a group has become by comparing how
close its average credence is to uncertainty pre-deliberation and post-deliberation.
So, group escalation is a measure of the development of the distance between the
average credence in the group and uncertainty (credence 0.5), from pre-deliberation
to post-deliberation. An output-value close to 0.5 indicates that the average credence
has moved further away from uncertainty, toward the extreme (i.e. toward credence
0 or 1), and an output-value close to 0 indicates the average credence has not moved
significantly.
2 In general, we are talking groups of agents that are investigating or exchanging information about some

proposition p.
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Note that with our definition, belief polarization is a special case of group polarization with only two members. Note further, that escalation and polarization are not
mutually exclusive phenomena. Group escalation measures the development in the
central tendency of the group’s credence distribution, whereas polarization measures
the development of the dispersion of the group’s credence distribution. A given deliberation can result in any of escalation and polarization, escalation and depolarization,
de-escalation and polarization, or de-escalation and depolarization.
2.1 Empirical findings on group escalation
Group escalation is a remarkably robust empirical phenomenon. Across a multitude of
settings and topics, the beliefs in homogeneous groups with a pre-deliberation tendency
become more extreme in the direction of this tendency following deliberation (Sunstein
2002).
The mechanisms invoked to explain this pattern are standardly divided into informational influences and social influences. Informational influences include testimony
and novel arguments. If most people in a group publicly assert p, that is prima facie
reason to believe that p is true. Additionally, if one hears novel arguments supporting
p, that may be reason to increase one’s credence in p. A classic example of informational influence at work is the informational cascade (Anderson and Holt 1997). In one
study, group members sequentially sampled a marble from an urn (the marble was not
visible to other group members), and publicly guessed whether they were sampling
from an urn with a majority of red marbles (red urn), or from an urn with a majority of white marbles (white urn). Suppose that the first member draws a red marble,
and tells the other members that the urn is red. The second member also happens to
draw a red marble, and also says ‘red urn’. Now an informational cascade has started.
Suppose that the next member actually draws a white marble. This member will have
a higher subjective probability that the urn contains mostly red marbles, even if she
herself actually picked a white marble. She will then publicly guess that the urn is
red. Likewise for all subsequent members. The result is that the subjective probability
the urn contains mostly red marbles will continually increase even if all subsequent
members sample white marbles. This will happen without any irrationality on the part
of individual members.
Naturally, deliberations are different from this experiment. In deliberations one
can articulate one’s private reasons (corresponding to stating what color marble one
sampled), such that the evidence can be publicly available. Still, informational cascades
may play some role in explaining group escalation, and this, combined with novel
supporting arguments that each person may encounter during a deliberation, can go
some way in explaining how the beliefs of a group of rational agents could escalate.
However, the explanation of group escalation usually includes less rational mechanisms as well. For informational influences, this includes confirmation bias and
motivated reasoning (Nickerson 1998; Kunda 1990; Schulz-Hardt et al. 2000). Among
other things, confirmation bias means that members in a group are likely to mainly
voice arguments supporting their prior belief, even if they have access to arguments
against it. Thus, in a group with a tendency to believe p, a disproportionate number of
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arguments presented will be in favor of p, increasing the likelihood that each member encounters at least some novel arguments for increasing their credence, while no
such arguments are likely to be presented for not- p. Motivated reasoning means that
any arguments against a prior belief are likely to be subjected to a greater degree of
critical scrutiny, with the aim of rejecting them, whereas arguments in favor of a prior
belief are uncritically accepted. Both of these mechanisms increase the likelihood of
observing group escalation in homogenous groups.
Social influences include social comparison, i.e. a desire for members of a group to
move their beliefs toward what is perceived to be desired within the group. They also
include avoidance of voicing a dissenting opinion out of a desire to adhere to group
norms, or out of fear of social punishment (Isenberg 1986; Abrams et al. 1990; Hogg
et al. 1990; Sunstein 2002; Mackie 1986). Such dynamics undoubtedly play a role in
facilitating group escalation, and are much harder to align with (epistemic) rationality.
2.2 Empirical findings on group polarization
In contrast to individual belief polarization, group polarization is not a ubiquitous
finding in the literature. To the contrary, studies investigating deliberation in diverse
groups tend to find that deliberation leads to depolarization (Vinokur and Burnstein
1978; Abrams et al. 1990). This effect is strongest for deliberations on factual questions, and weakest for value-based questions, but it is there in all domains studied.
These results are often explained within the framework of persuasive arguments
theory, which predicts that belief change is caused by encountering novel arguments
during discussion. Since one can often be assumed to be more familiar with arguments
in favor of one’s prior belief than arguments against it, deliberation in diverse groups
should on balance lead to belief change away from the extremes, as is observed.
Furthermore, the net effect of confirmation bias and motivated reasoning is effectively
neutralized in diverse groups. While members may mostly present arguments in favor
of their prior view, members with a contrary belief will counter this with their own
bias. Indeed, if persuasive arguments theory is true, confirmation bias may enhance the
depolarization effect by ensuring more arguments for each side are voiced, increasing
the likelihood of novel arguments.
This observed depolarization effect aligns nicely with (our) intuitions about what
is epistemically rational in such cases. Additionally, social influences of the kind
mentioned above are much less likely to be able to explain the depolarization. Indeed,
the kinds of group dynamics at play, involving the perception of an in-group and
an out-group, and an attempt to align one’s beliefs with those of the in-group while
distancing oneself from the out-group, will tend to work against the depolarization
effect (Abrams et al. 1990).
To summarize, group escalation is a very common phenomenon, ascribable to both
rational informational influences and irrational informational and social influences.
Group polarization, when it occurs, is likely to be attributable to social influences,
but it is, at least in the experimental literature, not actually observed. Instead, diverse
groups routinely show depolarization.
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A common-sense prediction based on the above is that groups of rational agents,
who are not subject to social influences or to biases such as the confirmation bias,
may show a mild degree of belief escalation if their pre-deliberation distribution of
credences is skewed, but otherwise not. Group polarization should not occur, whereas
depolarization should occur often. Surprisingly, the results of our study are inconsistent
with all of these predictions. However, before we present them in detail, we will
introduce the experimental setup, including the simulation environment that we used.

3 A model for ideal rationality
How could one go about testing these predictions that groups of rational agents should
not show polarization behavior? First, we need an idea of what we mean by ‘rational
agent’. We will be solely concerned with epistemic rationality for the purposes of this
paper and we will use Bayesian agents as our benchmark of ideal epistemic rationality.3 The defining characteristics of Bayesian agents are that their degrees of belief
are represented as probabilities4 and that the probability calculus poses coherence
constraints on the degrees of belief a Bayesian agent can hold. Bayesian agents can
change their views by updating their degrees of belief in some proposition p using
probabilistic conditionalization on new evidence regarding p. The Bayesian framework gives a powerful mathematical toolbox for determining what the rational attitude
towards some proposition p is at a given point in time.
Second, we need a model to govern how these rational agents interact. This means
that we need a model that can represent the credences of multiple agents at the same
time, and that tracks their changing beliefs over time. As we are interested in how the
beliefs of communicating agents change over time (whether they polarize, depolarize,
escalate or do nothing at all), we need quite a sophisticated model that includes a lot
of the epistemic notions that are related to an agent in a group changing their degree of
belief over time. These are notions such as communication (that is, how these agents
talk to each other), including rules about who speaks to whom and how often, etc.
The model also needs some notion of epistemic trust, that is, a way to discriminate
reliable sources of information from unreliable ones. It also has to be clear what kind
of testimony is being communicated in the model, that is, are the agents exchanging
beliefs or evidence, etc.
In the remainder of this section, we will give a semi-brief introduction (Sect. 3.1) to
the model that we are using and how it represents the different notions mentioned above
(more details can be found in “Appendix A)”. We will then introduce the simulation
environment (Sect. 3.2) that the model is implemented in, which makes it possible for
us to run tests on how the credences develop in groups of these rational agents, given
many different ways that these agents could be connected to and communicate with
one another. In Sect. 4 we will present the results of our simulations and discuss some
3 Other possible accounts of epistemic rationality could be dynamic epistemic logic or epistemic utility
theory, but we will focus on the Bayesian approach here.
4 These are subjective probabilities, i.e. their degrees of belief in a proposition p are an expression for how

likely they think it is that p is true.
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Fig. 1 A simple social network for studying epistemic interaction of Bayesian agents. Dots represent agents
and arrows represent direction of communication. In the depicted situation, one person (Alice) talks to three
other people (Bob, Carter and Denice), who all talk to each other

of the assumptions and idealizations that might be problematic, and how this model
compares to other computational approaches that are out there.
3.1 The model
We used the Bayesian simulation environment Laputa, developed by Erik Olsson and
Staffan Angere at Lund University (see e.g. Olsson 2012, 2013; Vallinder and Olsson
2013, 2014; Angere and Olsson 2017.) The model behind Laputa has the following
basic structure: A given number of agents are connected to each other in a social
network, meaning that agents are connected to each other and can receive information
from other agents through communication links (see Fig. 1).
All interaction between agents is about some proposition p.5 Take a number of agents,
all with some prior specified degree of belief in p. Since these are Bayesian agents,
each of their degrees of belief are expressed as a credence function Cαt , which takes
propositions as input and gives a number between 0 and 1 as output. As mentioned, the
agents only consider one proposition, p, so Cαt ( p) represents the agent α’s credence
in p at time t.
We now want to model how agents receive new information about p; this can happen
through inquiry or communication. Inquiry is the flow of information into the network.
It is a way of updating the credence-function that does not depend on information from
others in the network. This could be understood as, for example, generating your own
information through observation or experiment, or getting information from a source
outside the network, which is in no way affected by what happens in the network
(such as information from a book or similar sources). Communication is then the
dissemination of information that exists in the network. Communication can happen
5 In the model, p is assumed to be true. This is an assumption of mathematical convenience in the underlying
mathematical model for Laputa. It makes it easier to discuss the epistemic competence of the network. This
assumption will not make a difference to our experiment, however.
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between agents that are linked through a communication channel (represented as an
arrow from one agent to another in Fig. 1).6
There are two options for altering α’s credence in p: α conducts an inquiry that
indicates something (i.e. p or ¬ p), or α receives communication from someone in the
network indicating something ( p, ¬ p). So inquiry and communication are indications
of whether p or ¬ p is the case. The Bayesian framework gives us a way of updating α’s
credence in p when new information is given through inquiry or communication; α’s
credence is updated through Bayesian conditionalization. Bayes’ theorem states that
the probability of some proposition A given new evidence E is given by the equation
Pnew (A) = P(A | E) =

P(E | A)P(A)
P(E | A)P(A) + P(E | ¬A)P(¬A)

(1)

In our situation, A is the proposition p and E is the new evidence that a given agent
receives from some source, that is a report that p (or not- p) either from inquiry or
from another agent. Let’s try to formalize that a little bit:
– Let Sσt α p denote the proposition “the source σ says to α that p at time t”. In the
Eq. (1) this corresponds to the new evidence, E.
– α’s new evidence is that σ told her that p, so from the expression (1) above we
have that P(A | E) corresponds to Cαt ( p | Sσt α p).
– P(A) is the prior probability of A, which in our case corresponds to the prior
credence that α has in p, i.e. Cαt ( p). P(¬A) then corresponds to α’s prior credence
that not- p is the case; Cαt (¬ p).
– Pnew (A) is the updated credence that α should have in p, which we will write as
Cαt+1 ( p).
So now we can express Eq. (1) with the terms about the agent α and her source σ ,
who tells her that p at time t:
Cαt+1 ( p) = Cαt ( p | Sσt α p) =

Cαt (Sσt α p

Cαt (Sσt α p | p)Cαt ( p)
(2)
| p)Cαt ( p) + Cαt (Sσt α p | ¬ p)Cαt (¬ p)

This is how every agent in the model update their degree of belief in p every time they
get new information, be it from other agents or from inquiry.
Now, how do we actually calculate this degree of belief? Cαt ( p) and Cαt (¬ p) are
both known quantities, as you have to specify some starting degree of belief for all
the agents in the model.7 But how should we understand the terms Cαt (Sσt α p | p) and
Cαt (Sσt α p | ¬ p)? Remember that Sσt α p is understood as “σ says that p to α at time
t” (similarly for not- p). So we can understand the term Cαt (Sσt α p | p) to mean “α’s
credence at time t that σ says that p to α at t, given that p is true” (again, similarly for
not- p). Remember that Cα is a probability function, so this is an expression of how
probable α thinks it is that σ will tell the truth. This is a measure of how reliable α
thinks σ is. This value doesn’t necessarily indicate σ ’s true reliability, it expresses α’s
6 See Sect. 4.5 for a discussion of the difference between complex deliberation and how communication is
understood in the model.
7 Since we are only considering the proposition p, we have that C t ( p) = 1 − C t (¬ p).
α
α
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belief about how reliable she thinks σ is. Or, put another way, what is α’s credence
that σ is reliable?
Reliability is also understood as a probability in the model, i.e. the probability of
σ telling α the truth. So the expression Cαt (Sσt α p | p) is about α’s credence of the
probability that σ will tell the truth. Beliefs about the reliability of a source is expressed
as a trust function τ : [0, 1] → [0, 1], which takes the assumed reliability as input
(which is a degree of probability) and gives the credence in this assumed reliability
as output (which is also a degree of probability). So τσt α is α’s trust function for σ at
time t. This trust function says something about how probable α thinks it is that σ is
different degrees of reliable.8 For example, the trust function could have information
like
“α has credence 0.05 that σ is 10% reliable”,
“α has credence 0.15 that σ is 30% reliable”,
“α has credence 0.4 that σ is 50% reliable”,
“α has credence 0.2 that σ is 70% reliable”,
“α has credence 0.1 that σ is 90% reliable” and
“α has credence 0.1 that σ is 100% reliable”
But τσt α could also be a density distribution over all the infinite different possible
degrees of reliability for σ . Such a trust function would have an expected value, which
tells us in general how trustworthy α thinks σ is.9 For example, the simple distribution
above would give the expected value 0.58, which means that α will give testimony
from σ a 58% chance of being true. We can think of this as a weight that α gives
information from the source σ .We will write this expected value of the trust function
as τσt α .
We now have a better understanding of the meaning of the term Cαt (Sσt α p | p), it
says something about how much α trusts the source σ giving her information about p
at time t. But we still need to specify how to calculate it so we can use the updating
function shown in Eq. (2). It turns out that Cαt (Sσt α p | p) is calculated as10 :
Cαt (Sσt α p | p) = Cαt (Sσt α )τσt α 

(3)

This equation states that α’s credence that σ says something true, is given as α’s
credence that σ says anything at all, multiplied with the degree of trust that α has in σ ’s
testimony (all at time t). This seems intuitively plausible as a way to probabilistically
represent how much credence to give the information from a given source.
We now have all the things needed to calculate the update function in Eq. (2),
since Cαt (Sσt α ) (the probability that σ will communicate to α) and τσt α  (α’s expected
trust in σ ) are both prior values that you manually specify in the model. So we can
reformulate Eq. (2):
8 Conversely, 1 − τ t is about α’s credence in propositions about σ not being reliable.
σα
9 This expected value is found by integrating the trust function over all its possible values, but we won’t

go into the mathematical details here. See “Appendix A” for more details.
10 The details of how to get this equation can be found in “Appendix A”.
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Cαt (Sσt α p | p)Cαt ( p)
| p)Cαt ( p) + Cαt (Sσt α p | ¬ p)Cαt (¬ p)
Cαt (Sσt α )τσt α Cαt ( p)
= t t
t
Cα (Sσ α )τσ α Cαt ( p) + Cαt (Sσt α )1 − τσt α Cαt (¬ p)
τσt α Cαt ( p)
(4)
= t
τσ α Cαt ( p) + 1 − τσt α Cαt (¬ p)

Cαt+1 ( p) = Cαt ( p | Sσt α p) =

Cαt (Sσt α p

On the first to the second line, we substituted Cαt (Sσt α p | p) with Cαt (Sσt α )τσt α . On
the second to the third line, we removed Cαt (Sσt α ), as it figured in every term in both
the nominator and the denominator. We also use 1 − τσt α  as the expected value of α
not trusting σ , based on α’s credence that σ will not be reliable.
Equation (4) tells us how α should update when σ tells her that p. Similarly, we
can derive an expression for how α should update her credence when σ tells her that
not- p:
t
t
1 − τσ α Cα ( p)
t
t
(5)
Cα ( p | Sσ α ¬ p) =
t
t
t
t
1 − τσ α Cα ( p) + 1 − τσ α Cα (¬ p)
The expressions in (4) and (5) contain everything we need to calculate how agents
update their credences in p in the model.
We have now seen that a whole other layer to the social network depicted in Fig. 1
is that every instance of interaction (inquiry or communication) comes with a degree
of trust in the source. Note that agents treat themselves as sources of information in
the same way that they treat others as sources of information. That is, a given agent
has a specified degree of trust in herself (how likely the agent thinks she is to get the
right result from inquiry) and a degree of trust in all of the agents communicating to
her (how likely the agent thinks they each are to tell the truth). Every time an agent
receives information from a source, the agent updates her credence in p based on the
expected trust of that particular source, as specified in Eq. (4).
A very interesting part of this model is that these trust functions can also be updated
over time. A given agent α has a credence function Cα that says something about how
α’s credence in p develops over time, as α receives new information from sources.
But these communications from sources also contain information about how reliable
the sources are. If a certain source keeps reporting that not- p, but you believe p to be
true, then you should think that that source is unlikely to be correct. In the model this
translates to updating the trust function and thereby slightly deceasing the value of the
expected trust for that source. In practice this means that you will give information
from this source a little bit less weight in the future.
The way the trust function is updated is similar to the way that the credence function
is updated, it is also derived from the Bayesian updating formula in Eq. (1). We will not
go into the technical details here (curious readers can see the details in “Appendix A”),
instead we will give a more intuitive overview of how both the trust function and the
credence function updates with Table 1.
There are only two parameters that come into play when an agent updates her credence
function: what is the expected trust of the source, τσt α , and what is the agent’s prior
belief in p, Cαt ( p), as can be seen by the credence update function in Eq. (4). These
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Table 1 How the agent α updates her credence function and her trust function when new information is
received from the source σ
Updating credence and trust functions
Cαt ( p)/τσt α 

Message expected

Neither

Source trusted

(+/↑)

(+/0)

(−/↓)

Neither

(0/↑)

(0/0)

(0/↓)

Source distrusted

(−/↑)

(−/0)

(+/↓)

Message surprising

Both ‘+’ and ‘↑’ means that the value increases, ‘−’ and ‘↓’ means that the value decreases, and 0 means
that the value is unchanged

are also the only two parameters in the trust update function (see “Appendix A” for the
particulars). Table 1 shows under what conditions the credence in p becomes stronger
(marked by a +) or weaker (marked by a −) or is unchanged (marked by a 0), and
under what conditions the expected trust becomes stronger (marked by ↑) or weaker
(marked by ↓) or remains unchanged (marked by a 0).
So, for instance, it can be seen that if the source σ is trusted (i.e. the expected trust is
above 0.5) and α believes that p (i.e. has a credence above 0.5), and σ communicates
that p to α (so the message from σ was what α expected), then α increases both her
credence in p (she got confirmation from a trusted source), and her expected trust of
σ (this source is consistently saying things that α believe to be true). If σ had said
that not- p (i.e. a message that would surprise α), then α would decrease her credence
in p (because a trusted source indicated that p might not be true), but she would
also decrease her trust in σ (because σ is saying something inconsistent with what α
believes to be true).
One interesting scenario is when α hears that not- p (a surprising message) from
an untrusted source (corresponding to the bottom right cell in Table 1). In this case,
α increases her credence in p and decreases her expected trust of the source. To
understand why this is reasonable, we need to revisit what it means for a source to
be trusted. The expected trust value is a weight (or a scalar) that α gives to testimony
from a source σ . A weight close to one means that α thinks that information from that
source is very reliable, a weight close to 0.5 means that α thinks that σ is basically just
guessing when he says that p or that not- p. That a source is distrusted means that α
think it is likely that this source will report something untrue. So the information from
this source is inversely correlated with the truth, to a greater or lesser extent. This
means that when a distrusted source tells α that not- p, she takes that as information
about the opposite, namely p. Here it is helpful to think of a trusted source as “indicator
of truths” and distrusted sources as “indicators of falsehoods”.
We will later discuss some of the idealizations and assumptions that are made in this
model (Sect. 4.5), but first we will briefly introduce how the model is implemented in
the simulation software that we used for our experiment, and how this model compares
to other computational models.
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3.2 The simulation environment
The model described above is implemented in a piece of simulation software called
Laputa. This software simulates the epistemic behavior of Bayesian agents in the
way described. Practically it works the following way: in the simulation program
we generate a network of Bayesian agents by specifying different parameters that
determine the shape and makeup of the group. Figure 1 in Sect. 3.1 is an example
of such a network. All of the agents have a prior degree of belief in p and they are
connected to other agents via communication links. These links determine who a given
agent can communicate to. All of the agents also have a prior degree of trust in all
of the sources that she receives information from. This includes a degree of trust in
herself, as the agent also can receive information from inquiry. So, if an agent α has
k other agents that can communicate to her (meaning k communication links directed
at α), that means that α has k + 1 different degrees of trust to keep track of; one for
each of the other agents, and one for herself. Every time α receives information from
a source, she updates both her degree of belief in that source, and the degree of trust
in that source (as described in Table 1).
We then start the simulation and the agents exchange information and update their
degree of belief in p over several time steps. Every time an agent receives information
(from inquiry and/or communication), she updates her credence in p according to the
update Formulas (4) and (5) above. She also updates her trust in the source that gave the
information (the inquiry trust and/or the communication trust for the communicating
other agent) according to similar updating formulas. So the only thing that we do is
specify the different parameters that determines what the groups look like, and then
press play. The software then keeps track of how the degrees of belief in the network
develop over time, as the agents keep communicating, updating their credences and
revising how reliable they think their sources are.
The simulations that we did aimed at tracking the polarization behavior of large
groups of agents, when we give them different starting points with regards to starting
belief in p and starting trust in sources. We will list these starting points in Sect. 4.1,
but first we will describe the traits that all of the groups have in common.
When deciding on what kind of groups we should simulate in the software, we
wanted to keep certain parameters fixed, so that we in effect only perform simulations
with one group of Bayesian agents, but where we change what the group’s starting
degree of belief is and what the starting degrees of trust in different sources are. The
point of this is to isolate the effects of different trust settings and starting beliefs. So,
all of the groups had the same basic structure and behavior, and then we varied their
starting beliefs and how much they trusted sources. The parameters that were the same
for all of the simulations are the following: First of all, we limited our simulations to
groups of 50 agents. We wanted a large network with a decent degree of communication
links.11 So we specified that every agent should talk to at least one other agent and
at most be connected to the whole network. We wanted the group to be relatively
diverse, so we specified via the different parameters that the group should have agents
11 The results in Sect. 4 pertain to these groups of 50 members, but preliminary testing indicated similar
results for groups of 5–25 members.
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with different character traits. This means that in all of the simulations, there were
both agents that communicate a lot, and some that only communicate very little; there
were agents that did many inquiries, and agents that only did few inquiries during the
simulation; there were agents that communicated to many other agents, and agents
that only communicated to a few others. We also wanted the agents in our simulations
to be moderately competent, meaning that they are not a collection of experts, but they
also do not make random guesses as to the truth of p. The competence of a group in the
simulation environment says something about how often a given agent gets the right
result from inquiry. To make our groups moderately competent, we set the average
competence to 0.6, which means that, on average, an agent will get the right result
(meaning the result that ‘ p’) from inquiry 60% of the time.12
We ran the simulations for 30 time steps, which means that the agents receive
information and update their degrees of belief in p 30 times. Every time a given
source communicates to an agent, she updates her degree of trust in that source. At
the end of a simulation (after 30 time steps have elapsed), the simulation software
provides some statistics for what went on in the network during the simulation. It
shows the development of the average degree of belief over the 30 time steps, and,
relevant to our interests, it shows the degree of polarization of the group at the end of
the simulation.
How the simulation software measures polarization will be important when we
present our results, since our main aim is to investigate polarization behavior in groups
of these Bayesian agents. The simulation software measures polarization of the group
as the standard deviation of a distribution.13 That is, the polarization measure says
something about how ‘spread out’ the distribution of credences are at the end of the
simulation. More precisely, it says something about how far agents on average are from
the mean credence when the simulation is over. Take for instance a situation where
half of the group has credence 0 and half of the group has credence 1. Then the average
credence will be 0.5, but no agent will actually have credence 0.5. In this situation, the
average distance to the average credence will be 0.5, which is the maximal possible
polarization that a group can have, expressing that the agents in the group are as far
apart as they can possibly be (regarding credence in p).
The formal representation of the polarization measure is the following (Angere and
Olsson 2017):

1  t
(Cα ( p) − μt )2
(6)
Pol t (N ) =
|N |
α∈N

12 The competence of the social network, and a lot of the other specifications for setting up a social network
in Laputa is specified by probability distributions for the different settings for the group. So the competence
of the group is actually determined by a normal distribution with mean 0.6 and standard deviation 0.15. See
“Appendix B” for the precise details for how we set up the social networks for our experiment.
13 The standard deviation is defined as the square root of the variance of a data set or a distribution of
data points. The variance is the expected squared deviation of the data points from the average value. Let
X
be a collection of n data points. When each value is equally likely, the variance, V ar (X ), is given as
n
1
2
i=1 (xi − μ) where μ is the average value of the data points. The standard deviation is then the square
n
root of this value.
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This is the polarization at time t for at population of N individuals, where μt is the
average credence in p at time t, and all the rest is calculating the average distance
from each individual credence in p at time t to this average credence.
In the next section, we describe how we varied the starting conditions for the group
described (Sect. 4.1) and present our results (Sect. 4.2). We will also discuss how some
of the features of the model could influence these results (Sects. 4.4 and 4.5), how
some of these features compare to other computational models (Sect. 4.5) and we give
some remarks on the robustness of our results (Sect. 4.3).

4 Experiment and results
4.1 Setup for the simulations
In our simulations, we studied how group polarization depends on agents’ prior beliefs
as well as on how much the agents trust one another and how much they trust the results
of their own inquiries.
We created five different starting conditions for the group described above, where
the distribution of the group’s starting belief had five different shapes. This gives
us five different types of groups, that all have the same basic features (described in
Sect. 3.2), but with varying starting beliefs. In the simulation software, we can specify
the starting beliefs of the group as any kind of distribution, and we decided on the five
variations shown in Fig. 2. On the horizontal axis is degrees of belief from 0 to 1, and
on the vertical axis is percent of the population.
The undecided group This group starts out generally undecided about p. The
starting beliefs are determined by a normal distribution with mean 0.5 and standard
deviation 0.15.
The polarized group This group starts out moderately polarized, where most lean
towards either p or not- p, but not with very strong conviction. A few are undecided
and none start out with absolute conviction (credence 1 or 0). The starting beliefs
are given by a freeform bimodal distribution with peaks at 0.406 and 0.594.14
The suspecting group Here, more agents start out believing p than not- p, but not
with strong conviction. The starting beliefs of the agents are determined by a
normal distribution with mean 0.6 and standard deviation 0.15.
The very suspecting group Similar to the suspecting group, but with an even
stronger initial leaning towards p. The starting beliefs are given by a normal
distribution with mean 0.7 and standard deviation 0.15.
The very polarized group Similar to the polarized group, but with stronger starting
beliefs. Again, a few are undecided and none start out with absolute conviction.
The starting beliefs are given by a freeform bimodal distribution with peaks at
0.297 and 0.703.
14 Meaning that the distribution is drawn by hand, making it only approximately symmetrical. We could
also have gone for a distribution where there were several subgroups on both sides of the middle, but this is
less interesting, since the simulation program only distinguishes between two different, mutually exclusive
opinions; either p or not- p.
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Fig. 2 Initial distributions of degrees of belief for the five different groups. a The undecided group. b The
polarized group. c The suspecting group. d The very suspecting group. e The very polarized group

We investigated these five starting belief distributions for two reasons: First, to get a
sense of the behavior of groups with different starting beliefs, we chose three general
types of group distributions; the in-the-middle group, the on-both-sides group, and
the on-one-side group, and then looked at different versions of the last two types.15
Secondly, because the psychological literature described in Sect. 2 suggests that these
types of groups would be interesting to investigate. In the literature, it is clear that
people have a stronger tendency to polarize if their initial beliefs are strong. This
makes it interesting to investigate the differences in polarization behavior between
the undecided group and the polarized groups, when all other things are held equal,
which is not feasible in a psychological experiment. Also, the psychological literature
leads us to expect that both suspecting groups would escalate rather than polarize, and
it would be interesting to see if this is confirmed when dealing with ideally rational
agents.
The second parameter we explore is trust. Intuitively, it would seem to matter
for group polarization whether agents trust or distrust one another, and also whether
they trust the outcome of their own inquiry or not. Like with the starting beliefs,
the simulation environment allows us to vary the starting points of the agents’ trust in
themselves (inquiry trust) and their trust in others (communication trust). As mentioned
in Sect. 3.1, the trust that a given agent has in each source is given as a distribution
over how reliable the agent thinks this source is going to be. This means that we
15 Because of how the underlying maths of Laputa works, we can expect that a group leaning toward not-p
would behave symmetrically to the suspecting and very suspecting groups.
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specify a distribution over what all of the agents’ trust distributions look like. This
determines what their expected trust in sources are, which is what the agents use to
weigh the information coming from other agents, and from inquiry, as seen in the
update Formulas (4) and (5).
When specifying the parameters in the simulation program, which will generate
the group that we want to simulate, we need to give the general traits of the group
(described in Sect. 3.2), the starting beliefs of the group (described above), along
with distributions over the inquiry trust distributions and the communication trust
distributions.16
For each of the five groups with different starting belief (Fig. 2), we explored three
different variations of distribution of trust in a group:
Agents generally trust themselves as much as they trust others The inquiry trust
distribution is the same as for the communication trust distribution.
Agents generally trust themselves more than others The shape of the inquiry trust
distribution has a higher mean than the communication trust distribution.
Agents generally trust others more than themselves The communication trust distribution has a higher mean than the inquiry trust distribution.
To sum up: we studied five different groups of Bayesian agents: the undecided group,
the polarized group, the suspecting group, the very polarized group and the very
suspecting group. These names indicate the shape of the distribution of the agents’
degrees of belief before the agents start inquiry and communication. For each of
these groups we tested three different social dynamics for how the agents interacted,
determined by how much they trust themselves and others: trusting equally, trusting
either oneself more or trusting others more. Now let us move on to how these different
settings influenced the polarization behavior of the groups.
4.2 Results
The Figs. 3, 4, 5, 6 and 7 show how the distributions of credences develop over time
for the five groups with different starting beliefs. The figures show how fast the agents
in the groups go toward a degree of belief of either 1 or 0 in the case when agents start
out trusting others as much as they trust themselves.
The far left figures show the distributions at time t = 0, that is, before any information
has been dispersed in the network. So, naturally, these correspond to the distributions
in Fig. 2 above. The figures at the far right show the distributions at time t = 9, at
which point the distributions of degrees of belief were more or less stable, i.e. after
this point agents did not change their degrees of belief any more.17 We see a clear
polarization tendency in these figures; the agents go from having degrees of beliefs
distributed around the middle, to only having extreme degrees of beliefs. It turns out
that this tendency is a very stable phenomenon for these Bayesian agents, which we
will return to in the next Sect. (4.3).
16 From this point, ‘distributions of trust’ will refer to these distributions of distributions. For simplicity,
one can think of them as distributions of expected trust in sources.
17 It is an upshot of the underlying Bayesian model that once agents reach degree of belief 1 or 0, they can
no longer change their minds. We return to this point in Sect. 4.5.
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Fig. 3 Polarization development over time for the undecided group with equal starting trust. a t = 0, b
t = 2, c t = 4, d t = 9
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Fig. 4 Polarization development over time for the polarized group with equal starting trust. a t = 0, b
t = 2, c t = 4, d t = 9
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Fig. 5 Polarization development over time for the suspecting group with equal starting trust. a t = 0, b
t = 2, c t = 4, d t = 9
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Fig. 6 Polarization development over time for the very polarized group with equal starting trust. a t = 0,
b t = 2, c t = 4, d t = 9

So, how much are these groups polarizing and/or escalating? This is best determined
by how much the mean credence has moved and by comparing how spread out the
data is, using the standard deviation as a measure (cf. Sect. 2). Table 2 shows how
much each of the groups in Figs. 3, 4 and 5 escalated and polarized.
The group escalation measure describes how far the mean credence of the group
has moved away from the credence 0.5, i.e. it measures how much the group has

123

Synthese (2021) 198:1–55

0.2

0.4

0.6

0.8

1.0

5

5
0.0

0.2

0.4

0.6

0.8

1.0

3
1

2

Density

4

4
3
1

0

0

0

0
0.0

2

Density

3
1

2

Density

3
2
1

Density

4

4

5

5

18

0.0

0.2

0.4

0.6

0.8

1.0

0.0

0.2

0.4

0.6

Belief

Belief

Belief

Belief

(a)

(b)

(c)

(d)

0.8

1.0

Fig. 7 Polarization development over time for the very suspecting group with equal starting trust. a t = 0,
b t = 2, c t = 4, d t = 9
Table 2 Degree of polarization and escalation for each group
Undecided group Polarized group Suspecting group Very suspecting Very polarized
Group
escalation

Group
polarization

0.009

0.0127

0.1183

0.1873

0.0158

∼ 49% at
credence 1

∼ 47% at
credence 1

∼ 72% at
credence 1

∼ 87% at
credence 1

∼ 51% at
credence 1

0.3490

0.3261

0.2985

0.1785

0.2507

collectively moved from a middle position toward an extreme (either credence 1 or 0).
So the number for group escalation in Table 2 signifies how far the mean credence has
moved toward an extreme. We see that the average degree of belief for the undecided
group has moved 0.009, the polarized group has moved 0.0127, the suspecting group
has moved 0.1183, the very suspecting has moved 0.1873 and the very polarized has
moved 0.0158 towards an extreme belief position. This means that the undecided,
polarized and very polarized groups almost did not escalate at all, and the suspecting
and very suspecting groups escalated somewhat toward the position indicated by the
pre-deliberation distribution of beliefs in the group. The number underneath shows
the end distribution of beliefs; how many agents were at credence 1 at the end of
the simulation. At the end of the simulation all agents had either credence 1 or 0, so
the percentage of agents with credence 1 also tells us the percentage of agents with
credence 0. We see that the undecided, polarized and very polarized groups end up
with more or less an even split; half the agents have credence 1 and half have credence
0. For the suspecting and very suspecting groups more agents end up with credence
1, which seems to fit with the higher escalation rate that we expected.
The group polarization measure describes how spread out the data is after interaction
compared to the pre-interaction distribution of beliefs indicated in Fig. 2. We get an
idea of this development from Figs. 3, 4, 5, 6 and 7, where it is clear that the data (the
degrees of belief) move further and further away from each other over time for each
of the groups, until all agents are either at credence 1 or credence 0. The numbers
for group polarization in Table 2 signifies how far the average degrees of belief have
moved from each other from pre-deliberation to post-deliberation. This means that
we compare what the average distance between degrees of beliefs are before and after
deliberation and find that this distance has increased with 0.349 for the undecided
group. As the maximum distance that the average degrees of belief can be from each
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other is 0.5, this is a large degree of polarization. In the polarized group, we find
that the average distance between belief has increased with 0.03261, and in the very
polarized group this number was 0.2507, which makes sense, since the very polarized
group started out with a greater distance between beliefs than the polarized group. In
the suspecting group the average distance between beliefs has increased with 0.2985,
while for the very suspecting group this number is 0.1785, which makes sense, since
we would expect more escalating in the very suspecting group than in the suspecting
group. In general, we find that the undecided and polarized groups polarize over time
and the suspecting groups also escalated over time.
The Figs. 3, 4, 5, 6 and 7 above only show the development over time for one
trust setting; where agents start out trusting others as much as they trust themselves.
For these groups the degree of trust starts at around 0.5, i.e. it is more or less a coin
toss whether they start out trusting a given inquiry or communication. But we also
mentioned trust settings where agents trust themselves more than others and vice versa.
Also, we are interested in the polarization behavior of these groups, and while Figs. 3,
4, 5, 6 and 7 do show that polarization occurs, it would be nice to see a development
of the polarization number [as defined in (Eq. 6)] over time. Figure 8 shows how the
polarization grows over time for the undecided, polarized and suspecting groups. It
also shows how the polarization develops for the three different trust settings: equal
trust, trusting others more and trusting yourself more. The trust setting where agents
trust themselves more than others is described as ‘inquiry trust stable, communication
trust varies’ (the red line), and the trust setting where agents trust others more than
themselves is described as ‘inquiry trust varies, communication trust stable’ (the green
line).
In Fig. 8 we see that the polarization of the undecided and polarized groups becomes
stable at almost maximal polarization after the simulation has run about 10 time steps.
The different trust settings do not seem to influence these results much one way or
the other, except that the ‘trusting others more’ variation initially polarizes faster than
the other two. For the suspecting group, we also see that the degree of polarization
is stable after about 10 time steps.18 The polarization is smaller than in the other two
groups, but given the results in Table 2, this is not surprising. This groups shows a
smaller degree of polarization because it has a larger degree of escalation (that is, more
agents end up with credence 1 than with credence 0, whereas the other two groups
end up with just about an even split). Here we see some difference between the trust
settings; when the agents in the polarized group starts out trusting others more than
themselves, the polarization is greater, but still not maximal (meaning the group is
still showing group escalation behavior).
To sum up: in this section we saw that the undecided, polarized and very polarized
groups both polarize and escalate to more or less the same degree. This is surprising,
as one would expect the initially less polarized group to show a lesser degree of
polarization over time than the group with the more strong initial beliefs (cf. Sect. 2).
We also saw that the suspecting groups showed a larger degree of escalation than the
other groups, but also a large degree of polarization, which is also surprising.

18 We return to the reason for this stability after approximately 10 time steps in Sect. 4.5.
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Fig. 8 Polarization development over time for the undecided group, the polarized group and the suspecting
group

In Sect. 5 we will return to the question of whether the observed polarization effects
in ideally rational agents implies that polarization isn’t an irrational phenomenon after
all, as has recently been suggested by Jern et al. (2014). We will also consider another
explanation, namely there is something missing in our notion of an ideally rational
agent, which makes them behave in this counter-intuitive way.
First, we will show that the observed polarization behavior is a very stable phenomenon for these Bayesian agents and we will discuss what features of the model
could be impacting these results and compare some of these features to other existing
models.
4.3 Robustness of results
The results in Sect. 4.2 showed some interesting polarization behavior for the five
different groups and we saw that it made little difference if we varied whether agents
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trust themselves or others more or if they trust equally. But what if we just didn’t
vary the trust enough? The expected trust of a source can be anywhere on the interval
between 0 and 1 and the graphs in Fig. 8 only show cases where the expected trust of
inquiry and communication have two different values. However, we have found that
these polarization results are robust even if we change these trust settings dramatically.
We performed simulations varying both inquiry trust and communication trust over
a large spectrum, and we found that the polarization results hold under almost all
circumstances. More specifically, we varied the trust settings in the following three
ways (corresponding to the three trust variations above):
– Agents trust themselves as much as they trust others
– Inquiry trust is stable and communication trust varies
– Communication trust is stable and inquiry trust varies
For each of these three different trust relationships, we varied the degree of trust
from very low to very high. More specifically, we tried 19 different trust variations:
1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.

Expected trust start at around 0.15
Expected trust start at around 0.17
Expected trust start at around 0.21
Expected trust start at around 0.25
Expected trust start at around 0.29
Expected trust start at around 0.33
Expected trust start at around 0.37
Expected trust start at around 0.41
Expected trust start at around 0.45
Expected trust start at around 0.49
Expected trust start at around 0.53
Expected trust start at around 0.57
Expected trust start at around 0.57
Expected trust start at around 0.61
Expected trust start at around 0.65
Expected trust start at around 0.73
Expected trust start at around 0.77
Expected trust start at around 0.81
Expected trust start at around 0.85

So, for the three different trust settings we performed the following simulations:
Agents trust themselves as much as they trust others Degree of trust start at the
same value. One simulation for each of the expected trust values above.
Inquiry trust is stable and communication trust varies Expected trust for inquiry
start at around 0.55 for each simulation. The starting expected communication
trust is varied with one simulation for each of the expected trust values above.
Communication trust is stable and inquiry trust varies Expected trust for communication start at around 0.55 for each simulation. The starting expected inquiry
trust is varied with one simulation for each of the expected trust values above.
In total, we had five different starting beliefs, for each of them we tried three different
trust settings, and for each of those trust settings we tried 19 different degrees of trust.
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Fig. 9 End polarization level for all groups, for all different trust variations. a Equal trust. b Communication
trust varies. c Inquiry trust varies

That means that we simulated 57 different starting trusts for the five groups, which
effectively means that we simulated 285 different groups.
The very surprising result of this simulation is all of the groups polarized to some
degree. In fact, most groups polarized to the maximum level. There were no conditions
under which depolarization occurred. The results are summarized in Fig. 9.
Each figure shows the degree of polarization at the final time point of the simulation. Figure 9a shows the groups where agents start out trusting others as much as
themselves; Fig. 9b shows the groups where the agents’ trust in themselves is stable
and their trust in others varies; and Fig. 9c shows the reversed groups where the agents’
trust in others is stable and their trust in themselves varies. On the figures each point
on the horizontal axis marks a different degree of trust from very low (a degree of trust
at around 0.15) to very high (a degree of trust around 0.85). The vertical axis shows
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degree of polarization after deliberation, where 0.5 is the largest possible value; and
each of the graphs show the five different groups.
Figure 9 show the outcome of the 285 different starting conditions that we tested.
Every dot on the figures represent an individual starting condition, for example: the
undecided group where inquiry trust is fixed and communication trust varies; expected
inquiry trust starts at around 0.55, expected communication trust starts at around 0.15
(this would be the leftmost dot on the pink line in Fig. 9b).19 Also, each of the end
points in the graphs in Fig. 8 correspond to one dot on Fig. 9a, b, c, respectively.
Figure 9 shows that the undecided group, the polarized group and the very polarized
group end up being close to maximally polarized in all of the simulations, no matter
what degree of trust in themselves or others they start with, which is some extremely
robust polarization behavior.
There were some differences, however. The suspecting group and the very suspecting group react differently to the varying trust settings. We see from the data in the
figures above that when the suspecting groups start out with trust values around 0.5, the
groups polarize less. Now, this could either mean that the groups escalate to the extent
that the agents are (almost) all at one extreme end of the degree of belief spectrum;
or it could mean that the groups depolarized, and their degrees of belief came closer
together over time. In Fig. 5 that shows the development of the suspecting group over
time, we get a clue as to which of these two options is the case; when looking at the
data of the individual agents in the suspecting group and the very suspecting group
at the end of the simulation, we find that all agents are either at degree of belief 0 or
degree of belief 1. That is, the groups do not depolarize over time, in fact their degrees
of belief become more extreme. So the situations when the suspecting and the very
suspecting groups do not polarize to the maximum extent are cases where they instead
escalate.
At this point, one might object that some of the results in Fig. 9a, c could come
from unfortunate networks, e.g. networks where agents start out only being connected
with other agents that agree with them or where agents start out distrusting the agents
that disagree. But this is not the case. Remember that the networks in the simulation
program are randomly generated within the starting parameters that we have specified
for each group, so such freak occurrence networks could in principle happen. But this
is not a problem for us. Each of the dots in Fig. 9a, b represent a simulation of one
of the 285 different starting conditions that we tested. But each of these simulations
were run 20.000 times by the simulation program and each dot represents the average
polarization result for these 20.000 repetitions of each simulation. So our results are
not due to chance variation in trust and we are protected from results by freak networks
by the law of large numbers.
To sum up: we find that both heterogeneous groups (groups without a tendency
towards one degree of belief) and homogenous groups (groups with a tendency towards
a specific belief) polarize over time and the latter groups also escalate over time. And
we find that no groups depolarize over time.

19 The pink line isn’t visible in this spot because it has the same value as all of the other graphs in Fig. 9b.
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Table 3 How the agent α updates her credence function and her function when new information is received
from the source σ
Updating credence and trust functions
Cαt ( p)/τσt α 

Message expected

Neither

Source trusted

(+/↑)

(+/0)

(−/↓)

Neither

(0/↑)

(0/0)

(0/↓)

Source distrusted

(−/↑)

(−/0)

(+/↓)

Message surprising

Both ‘+’ and ‘↑’ means that the value increases, ‘−’ and ‘↓’ means that the value decreases, and 0 means
that the value is unchanged

Before we move on to a discussion of what these results might mean for our ideas
about how polarization works and indeed what ideal rational agency is, we will offer
a few more details about the groups we simulated.
4.4 Impact of trust on updating
In the previous sections, we saw surprisingly stable polarization behavior for almost
all of the different groups that we simulated. The groups that started out with a greater
average credence in p (the two suspecting groups) also showed group escalation
tendencies.
So, what is causing these polarization results? One option is that it is certain features
of the model that are driving the agents to polarize under most starting conditions. We
will spend the rest of Sect. 4 considering some of these features, and in Sect. 4.5 we
will compare them to other computational models.
As we saw in Sect. 3.2, the only things that influence how a given agent updates
her credence in p is her prior degree of belief and her expected trust in the source
that gives information about p [cf. the update Formulas (4) and (5)]. Every time an
agent updates her credence in p based on information from a source, she also updates
how much she trusts this source to tell the truth in the future [where the source can
be another agent (communication) or the agent herself (inquiry)]. Table 3 (identical
to Table 1) shows how the credence and the expected trust update, based on the prior
credence and prior expected trust.
Consider the following scenario: you are an agent with a prior degree of belief in favor
of p (i.e. degree of belief above 0.5). Another agent, who you consider unreliable (prior
expected trust below 0.5), now tells you that not- p is the case. Because the agent told
you something that you think is not the case, you lower your degree of trust in him
even further. Because he told you that not- p, and he is unreliable, you now take that
as evidence that p is true, and you increase your degree of belief that p is the case. So
you are treating him as a reliable indicator of what is false (from which can be inferred
what is true). This causes a snowball effect where agents increasingly distrust the
sources that disagree with them, and take the information from the distrusted sources
as evidence for the belief they already have. No matter what signal agents receive, they
interpret it as positive evidence for what they already believe; they distrust the sources
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Fig. 10 Development of expected trust over time for one agent in the undecided group, the polarized group
and the suspecting group. The black line depicts the development of Agent 1’s credence over time. The blue
line depicts Agent 1’s expected inquiry trust over time. Each of the green lines depicts Agent 1’s expected
trust in a communication source. (Color figure online)

that tell them that not- p and so take the information from those sources as evidence
for p; and they trust the sources that agree with them and so also take information
from these sources as evidence for p.
Is this what is occurring in the groups that we tested? What we would want is to
see how the trust functions, as well as the individual credences, develop over time.
The development of the trust functions is not something that the simulation program
collects and provides statistics for, but we manually recorded the development of the
expected trust in sources for a single agent in the undecided group, the polarized group
and the suspecting group. The results of these simulations are summarized in Fig. 10.
Here, we see the development of a single agent (Agent 1) over time, as she receives
information from inquiry and from communication. The black line shows the development of Agent 1’s credence in p. The blue line shows the development of Agent 1’s

123

26

0.4
0.3

Polarization

0.5

Polarization with trust updating deactivated

0.2

Fig. 11 Polarization over time
without trust updating for the
undecided, polarized and
suspecting group

Synthese (2021) 198:1–55

Undecided group
Polarized group
Suspecting group

0

20

40

60

80

100

Time

expected inquiry trust (her trust in herself) over time. Each of the green lines represent
Agent 1’s expected trust in the other agents that are communicating to her (i.e. the
expected communication trust for that source). The rules for how the expected trust
develop is summarized in Table 3: when a message is expected (the same as Agent 1’s
prior belief), the trust goes up; and when a message is surprising (different to Agent
1’s prior belief), the trust goes down. When there is no communication, the trust is
unchanged. We see that Agent 1’s credence became stable after about 5–10 time steps,
which is what we would expect, based on Fig. 8. In all three of these simulations, the
expected trust for both inquiry and communication started somewhere in the interval
[0.4; 0.5] (as can be seen at time 0). Figure 10 shows that the expected communication
trust tends to become more and more extreme over time, and the inquiry trust is more
fluctuating, or at least has a less extreme trend line than the communication trust.
On the face of it, it seems like Fig. 10 supports the hypothesis that trust updating
causes polarization in the way described above, since expected trust in sources also
polarize over time. If the development in a group occurs as described in the case above,
it seems almost inevitable that the group would polarize, as the agents effectively only
‘hear’ evidence for the belief they already hold; meaning that they process the incoming
information in a way that ends up confirming their prior belief. One could say that
they only hear what they expect to hear, in the sense that whatever they hear they take
it to support their initial belief.
It turns out that it is possible to test this hypothesis in the simulation program.
The simulation environment has an option to turn off trust updating, which means
that the agents in the simulation just have a fixed distribution for how they trust other
agents (and themselves) that is not affected by the evidence that the agents hear. The
agents are only updating credences based on information coming from sources, and
the expected trust stays fixed throughout the simulation.20
We tested the undecided group, the polarized group and the suspecting group (for
one trust setting) to see whether the polarization effect would disappear in simulations
that were run with the trust-updating deactivated. The results of these tests can be seen
in Fig. 11.
It turns out that deactivating trust-updating does not stop the polarization behavior.
The agents behave in the exact same way, though the polarization effect takes longer
20 Similar to the tests for trust development in Fig. 10, the data for these tests are collected manually in the
simulation environment, meaning that the program does not automatically give statistics about simulations
where trust updating is turned off. This means that the results in Figs. 10 and 11 are not statistically significant
in the same way as our original experiment in Figs. 3, 4, 5, 6 and 7.
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to obtain. In our original experiment, the agents were almost fully polarized (half at
credence 0, half at credence 1) after about 10 time-steps. Figure 11 shows a clear trend
line toward polarization over time, very similar to Fig. 8, but just with a slower growth
rate. Since the polarization still happens when the trust is not updated, the specific
function of trust-updating cannot be a necessary condition for the extensive belief
polarization that occurs. However, since polarization appears at a much greater pace
when the trust-updating function is activated, it seems like the trust-updating speeds
up an already existing process, or that the trust-updating itself should be considered a
polarizing process. Trust updating obviously plays a significant role in the polarization
results that we observed. From the tests above, we can infer that trust-updating is not
a necessary condition for group polarization in the model, but more testing is needed
to specify how it exactly influences the polarization process.
Based on Figs. 10 and 11 and the extensive polarization results, the reader might at
this point sit with the question “if an agent starts out with a credence below 0.5, then
how likely is it that the agent will end up with a credence above 0.5?” That is, what is
the likelihood that an agent will ‘change sides’ over the time of the simulation? Notice
first, that Fig. 10c shows that an agent will not necessarily end up on the same side
indicated by her starting belief, as Agent 1 in Fig. 10c starts out with a credence above
0.5 and ends with a credence of 0. The general answer to the question of “how likely is
it that an agent will change sides” is that it depends on the shape of the trust functions.
This is more clearly shown by the following example [originally from Angere and
Olsson (2017)]:
An agent α starts out with a low initial credence in p, say a credence of 0.14, and
some amount of trust in her own inquiry, which is indicated by a value above
0.5 of her expected trust, say a value of 0.67. Assume that nobody else talks to
α, so her only source of information about p is her own inquiry. Assume further
that her inquiry keeps indicating that p is the case. α’s trust in her own inquiry
can develop in very different ways, depending on the shape of the trust function
τ that she starts out with. Even if the expected value of the trust function stays
the same, the shape of the trust function influences α’s long-term behavior, i.e.
how much she trusts herself after many instances of inquiry.
Figure 12 shows three different ways that α’s inquiry trust function could evolve,
when α have the same initial degree of belief in p, the same evidence at each time
step, and the same initial expected value of the trust function, but with differently
shaped trust functions. In each case, the differently shaped trust functions means that
α’s credence develops differently. Table 4 shows the development of corresponding
degrees of belief and values of expected trust.
In Fig. 12a the fairly low stability of α’s trust (in that it is close to 0.5) makes her
eventually distrust her own inquiry, which then makes her more and more certain that
p is false. She keeps getting results that indicate p, but she thinks that she very rarely
gets the right result, which makes her more sure that p is false. In Fig. 12b α’s trust is
enough to get over her initial low credence in p, but not enough to make her end up
believing in p, so she ends up converging toward a degree of belief of 0.5. In Fig. 12c
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Fig. 12 How α’s inquiry trust
function changes over time.
Originally published in Angere
and Olsson (2017), reprinted
with permission of the author

Table 4 How the agent α’s
credence (C( p)) and expected
inquiry trust (τ ) is updated
over time, when α just gets the
results that p from inquiry

Time

(a)

(b)

(c)

C( p)

τ 

C( p)

τ 

C( p)

τ 

0

0.14

0.67

0.14

0.67

0.14

0.16

1

0.24

0.56

0.24

0.61

0.24

0.62

5

0.18

0.36

0.45

0.52

0.59

0.58

10

0.0

0.19

0.5

0.5

0.94

0.67

50

0.0

0.04

0.5

0.5

1.0

0.93

Originally from Angere (2010)

α as a strong enough trust in her own inquiry that she gets over her initial disbelief in
p and converges toward a degree of belief of 1 (Angere and Olsson 2017, pp. 11–12).
The point of this example is that how an agent’s credence develops is not just
determined by her initial degree of belief or her initial expected trust in sources.
The shape of the trust functions also plays a role. But we tested many different trust
functions (19, to be exact, and in three different combinations; cf. Sect. 4.3) and we
still observed polarization effects in most instances. This, combined with the fact that
polarization still occurs when the trust functions are not updated (Fig. 11), means that
trust is not the only thing responsible for the extensive polarization results that we
have observed. Even though trust updating obviously contributes to the polarization
effect that we are seeing, it seems like other causes could also be at play.
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In the next section, we will be looking at how idealizations of the model differ
from other ways of modeling complex deliberation, and to what degree some of these
idealizations (besides how trust is defined) could be influencing the polarization results
that we are seeing. In Sect. 5, we will discuss if these polarization results could
be influenced by something the underlying model does not do, namely incorporate
sensitivity to higher-order evidence.
4.5 Difference to complex deliberation
It is important to note the differences between what is going on in the model and the
complex deliberation that occurs in the psychological studies mentioned in Sect. 2.
By definition, any modeling situation will require some level of idealization, and it is
always important to consider the reasonability and purpose of these idealizations and
assumptions that the model relies on. In this section, we will go through some of the
idealizations of the model that we have described in this paper, how these idealizations
compare to other approaches and whether they might be influencing the polarization
behavior that we reported in Sects. 4.2 and 4.3.
It is clear from Sect. 4.4 that one of the major idealizations in the model that we
are using is the way that trust is defined. There is still a lot of debate about how to
model trust in a computational model of agent interactions. There are many surveys in
the literature listing various approaches to computational modeling of trust between
agents, and that point to several deficiencies in the different approaches. Some stress the
importance of establishing mechanics for development of reputation between agents
(e.g. Ramchurn et al. 2004a, b; Khosravifar et al. 2012). Ramchurn et al. (2004a) have
the following helpful distinction between trust and reputation: “[trust] is derived from
direct interactions while [reputation] is mainly acquired (by an agent about another)
from the environment or other agents and ultimately leads to trust” (Ramchurn et al.
2004a, p. 8). On this understanding, reputation describes a way for agents to estimate
the trustworthiness of an agent that they have not yet interacted with, based other
agents’ reports about that agent’s trustworthiness. This kind of mechanism is helpful
in open multi-agent systems (open meaning that agents can join or leave the network at
will), when trying to impose a certain kind of behavior, where people might otherwise
have an incentive to be deceitful (such as on an auction website). This kind of approach
is not really applicable to the kind of model that we are dealing with in this paper,
as we are concerned with a model for ideal rational agency (in this paper assumed to
founded in a Bayesian framework), and because the groups that we are looking at are
not open in the sense of new agents being able to join.
There are also several models that try to represent notions of trust and reputation
between agents within a Bayesian framework (e.g. Wang and Vassileva 2005; Hussain
et al. 2007; Pavlin et al. 2010). Most of these models use a Bayesian Network representation to collect reputation scores about a certain agent, in order to asses what kind
of weight to give testimony from that agent. There are a few different ways of doing
this (see Hussain et al. 2007 for an overview), but most suffer from not incorporating
a dynamic understanding of trust, that is, new evidence does not change the projected
trust of a given source in the future. This is something that could be amended in future
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research, however. This way of modeling a reputation score is very interesting, but it
would not be possible to directly implement it into the model that we are using. All
of these alternative Bayesian trust models rely on using Bayesian Networks, which
(although part of a Bayesian framework) has a lot stricter assumptions than the model
that we are using. A Bayesian Network, as these alternative models use the term, is
defined as a directed acyclic graph, meaning connections between agents only go in
one direction, and that the connections between agents are not allowed to contain
cycles. A cycle would for example be a situation where agent A is connected to agent
B, who is connected to agent C, who is connected to agent A. This kind of cyclic
connection is very important to the simulations that we have done, as we allow situations where two agents are communicating and ascribing a degree of trust to each
other, and even more importantly, they are ascribing a degree of trust in themselves.
So the model that we are using could not directly adopt a Bayesian Network approach
to assigning reputation scores.
As seen in Sect. 4.4, trust plays an important role for how the agents in our model
are updating their beliefs. But there are also other aspects of the way that these agents
are communicating that are different from the complex deliberation that was the focus
of the psychological studies in Sect. 2.
To see this, let us revisit what the exact content of communication is in the model.
Say that the agent β is communicating to the agent α. If β believes that p (meaning
that β’s credence in p is above 0.5), then β communicates that p to α (and similarly
for not- p).21 This means that the agents are not actually exchanging their evidence
or arguments about p, but just their beliefs. This, of course, is a big difference to
the psychological studies described in Sect. 2, and it means that the structure of the
interaction between these Bayesian agents is closer to studies where subjects just
receive information [such as Anderson and Holt (1997) or Lord et al. (1979)], instead
of studies where subjects exchange arguments (such as Vinokur and Burnstein 1978).
There are other computational models that try to implement a more detailed representation of deliberation and argumentation. One example is Paglieri and Castelfranchi
(2005), who point out the gap between argumentation theory and how belief revision
works in computational models of multi-agent systems. They propose a system for
gaining or revising beliefs originating from gathered information, where new information can influence a set of beliefs based on certain properties of the information
(such as how this piece of information influences the other beliefs that a given person
has). Paglieri and Castelfranchi call this “Data-oriented Belief Revision” (Paglieri and
Castelfranchi 2005, p. 81). Beliefs can be ordered based on how strongly they are
held (similar to credences in the model we are using) and pieces of information are
assigned a credibility score, which effects the degree to which they can influence the
set of beliefs (similar to degree of trust in the model we are using). This seems like a
strong contender for a way to model complex epistemic interactions between agents.
However, this model is not, in its current form, a model for ideal rational agency, as
the parameters used to determine how influential a given piece of information is, are
socially motivated (i.e. based on how actual agents acquire beliefs). Also, this model
21 In the model, you can specify a threshold T , which is a degree of certainty in p (or not- p) that β has to
have, before he can communicate that p (or not- p) to α. See “Appendix A” for more details.
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does not have a notion of dynamic trust, which is an important part of the modeling
framework that we are using. This model proposes an interesting structure for belief
revision, and it would be interesting to see it implemented in a simulation framework.22
So, what are some ways that the model that we are using could bridge the gap to
complex deliberation? One way, which has already been shown to be mathematically
possible (and which is consistent with Bayesianism) is to change the content of what
the agents are communicating to credences about p instead of just an outright belief that
p or that not- p (Angere et al. forthcoming). This would already be a big improvement
toward representing complex deliberation, as the communication would then be a
signal about how well the evidence supports a given conclusion (i.e. p or not- p), and
the degree of trust would be a confidence level indicating how good that particular
source is at evaluating the evidence. This seems like a promising development of the
model, but it is not possible to test in the simulation environment yet. Any change in
the mathematical model needs to implemented in the simulation software by changing
the code before any testing could be done.
Another limitation of the model is that it is only applicable to single propositions.
Everything is about what the group believes about the proposition p. If we would
want the model to more closely represent complex deliberation, then it would be
good if the model allowed us to study attitudes towards several propositions; maybe
propositions that are interconnected and not mutually excluding. This might be a way
to start representing arguments in the model, in a similar way as described above, but
this area of development has not yet been explored.
The fact that the model does not represent arguments or evidence is a major idealization when it comes to trying to model complex deliberation. But as we saw, there a
few avenues of development for the model which could improve this. There are a few
other idealizations that make the model different from the complex deliberation that
would happen between real people. We explain these below and consider what effect
they could have had on the polarization results.
One aspect of the model is that once an agents reaches a degree of belief of 0 or 1,
i.e. full belief, this agent’s credence cannot change anymore. Their beliefs will stay at
0 or 1 no matter what.23 This is a problem for all models using a Bayesian framework,
because it comes from the structure of Bayes’s theorem.24 This might give further
insight into interpreting the figures that we showed in Sect. 4.2. In Fig. 8 (showing
the development of polarization over time), we saw that the groups reached maximum
polarization after about 10 time steps, and stayed there. After 10 time steps, all of the
agents had reached a credence of either 0 or 1 and so could not move positions any
22 Note, however, that a simulation approach to exchanging arguments within a Bayesian Network structure
[put forth by Jern et al. (2014)] showed similar results to our study. The authors conclude that polarization
might not be an irrational behavior after all, since it also happens within a Bayesian updating scheme. We
discuss this in more detail in Sect. 5.2.
23 This might not be totally unreasonable, since a person that is completely convinced of something requires
extremely compelling evidence to lower her belief, and it is not guaranteed that such evidence even exists.
For instance, if I am convinced of the proposition “people cannot fly without assistance”, then I require
very compelling evidence to change my mind and that evidence might never come up. But one might have
the intuition that there should be a non-zero chance that such evidence exists, which is impossible in the
Bayesian framework. In the model, the chance of finding evidence that will change my mind is exactly zero.
24 See “Appendix A” for the mathematical explanation.
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more, and so it is trivial that the degree of polarization will be stable after this (since
polarization is a measure for how far the credences of the agents are from each other
on average). What is interesting for our purposes is to look into why the degree of
polarization climbs so robustly in all of the groups that we are investigating.
The fact that agents can not change positions after reaching an extreme credence
also explains the data in Fig. 10 (development of expected trust in sources over time) a
little better. Figure 10 shows that the communication trust in sources (the green lines)
becomes more and more extreme (closer to 0 or 1) after the credence (the black line)
has reached an extreme value. It makes sense that a given agent’s trust in sources will
become more and more extreme when that agent can’t change her credence. All the
sources that report the opposite of what the agent believes, will get a lower expected
trust without the agent’s credence being adjusted, and all the sources that agree will
get a higher expected trust. Again, what is interesting is why the agents get to an
extreme credence to begin with, and why it is almost always the case that groups end
up maximally polarized. We saw in Sect. 4.4 that the trust updating cannot be the
sole cause for the polarization results. The aspect of Bayesian agents that they cannot
change their minds after reaching an extreme credence is not the cause either, it just
means that the results will be stable after a certain point.
There is another feature of the model worth mentioning as a possible cause of group
polarization. There is a sense in which the agents might be said to be double-counting
the evidence. Every time an agent gets a message that p (or not- p) from some source,
it is treated as new information. This means that agents in the model in a sense might
double-count their evidence, since repeated accounts that p from the same source
counts as new evidence each time. The reason that we can see this as double-counting
is that the model does not make a distinction between being told that p, and being
presented with evidence and arguments for p (cf. Sect. 4.5). In the model, each piece
of communication or inquiry just results in a report that p (or not- p).25,26
One might wonder whether double-counting could account for the polarization.
After all, any given agent receives (and double-counts) messages from many other
agents, both those that she agrees with and those that she does not. While doublecounting may surely be a problem for the model, it is not obvious why double-counting
would lead to polarization. After all, agents believing p double count both messages
that p and messages that not- p. However, there is a feature in the simulation program
25 There is an alternative interpretation of the model where a given piece of communication or inquiry
represents a novel argument for p (or not- p), instead of just a statement that p (or not- p). See Olsson
(2013) for an implementation and discussion of this interpretation of the model. On this interpretation it
seems reasonable that agents keep updating their beliefs based on the repeated information from a given
source, since the source is giving a new argument for p (or not- p) each time.
26 Note that a given agent receiving information in the simulation treats all her sources as statistically

independent of one another. This is because of an assumption in the underlying mathematical model called
source independence, where the agent treats the evidence from her various sources as unconnected. The
assumption is there for mathematical convenience, but it is motivated (by the creator of the model) by the fact
that we do not usually have conspiracy theories that the different people we talk to are in cahoots to convince
us that p (or not- p) is the case (Angere and Olsson 2017, p. 8). We will not discuss the reasonableness
of this assumption here, or its applicability to real-life agents, but just note that it has an effect when we
start discussing polarization as a case of disagreement between agents. When several, independent sources
disagree with a given agent, it is a strong reason to think that the agent, and not the others, is wrong about
p. We discuss this possibility in Sect. 5.2.
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that lets us control this behavior; we have an option to choose that the agents need to
have received new information, either from inquiry or communication from another
agent, before they can communicate that p (or not- p) to anybody else. If we implemented this option in our experiment, agents would receive fewer communications that
p (or not- p) at every time step, because all their sources would need new information
before they could communicate again. We ran a few test simulations where this feature
was turned on, to see to what extent this double-counting of evidence was enhancing
our original polarization results. In all cases the groups reached maximal polarization
within the 30 time steps of the original simulation. This limited evidence suggests that
double-counting is not contributing greatly to the observed polarization behavior, but
more simulations would be needed to determine the extent to which double-counting
influences group polarization.
A third aspect that could be influencing polarization behavior is how dense the
network of agents is, that is, how many of the agents are connected to each other. As
mentioned in Sect. 4.3, there is no correlation between an agent’s starting belief and
the starting beliefs of the other agents that she is connected to. But if a given agent is
receiving information from a lot of sources, then that could influence her credence to
move quickly to an extreme position, given the aspect of double counting described
above. Angere and Olsson (2017) show that network density (how many agents are
connected with each other) does have an effect on the overall polarization of the group.
In general they found that polarization decreases when network density grows (Angere
and Olsson 2017, p. 17). In all of the groups that we simulated, the network density was
kept fixed, where a given agent was equally likely to be connected to only one other
agent (as the minimum) as to the whole network (as the maximum). We are interested
in the polarization behavior of this type of group (with diverse network density, and
where a given agent is equally likely to communicate a lot or communicate very little).
As polarization seems inevitable for most of the groups that we simulated, we find
it interesting to discuss what other aspects might be missing from the way that these
Bayesian agents update their credences.
The creators of the model, Staffan Angere and Erik Olsson, point out that since
rational agents (if we take the Bayesian agents in this model to be rational) polarize,
that could mean that polarization simply is rational (Angere and Olsson 2017, pp.
17–18):
[Polarization] follow from a Bayesian approach together with the axioms we have
imposed, and the modeling of trust used. Unlike in a naive Bayesian treatment,
which relies on the Bernstein–von Mises theorem or some other convergence
result in order to show that convergence has to occur, we recognize that prior
probabilities influence not only our beliefs about the facts, but also our interpretation of the evidence, i.e. the perceived reliability of our inquiries. This means
that we can, and frequently will, get divergences of opinion even in the long
run, and that this is not due to irrationality, but rather exactly what rationality
prescribes.
In the next section, we will consider this possibility, that polarization might be rational,
which has also been brought up by other people in the literature. Ultimately, however,
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we will propose that the model as it stands now does not accurately capture ideal
rationality, because the agents in it are not sensitive to higher-order evidence (Sect. 5.2).

5 Discussion
The surprising finding that groups of ideally rational Bayesian agents show very robust
polarization behavior puts us in a bit of a quandary: one would expect rational agents
would polarize less than actual human agents, but our data shows that this is not the
case. In fact, rational agents appear to polarize more than human agents, which again
seems odd, as polarization among humans is largely considered as an irrational phenomenon in the empirical literature (cf. Sect. 2). In this section we consider some
explanations of these findings, and offer some thoughts on their implications for epistemic rationality. One possible route of explanation is that group polarization is not
as irrational as is generally thought, and that group polarization is to be expected
from rational agents (Sect. 5.1). Another possibility is that the Bayesian model for
ideal rationality, that we use in the simulation, falls short of capturing rational behavior. One such explanation appeals to the significance of higher-order evidence which
Bayesian agents in the simulation cannot represent or process (Sect. 5.2).
5.1 Might group polarization be epistemically rational?
There are a number of accounts in the literature that suggest polarization (either group
polarization or belief polarization) may result from rational processes (Easwaran et al.
2016; Kelly 2008; Jern et al. 2014).27 We will be focusing on two of these accounts;
one by Kelly (2008), and one by Jern et al. (2014).
Jern et al. (2014) use simple Bayesian networks, which describe a relationship
between a hypothesis, some evidence, and a background belief, to argue that rational
belief polarization can happen as a consequence of probabilistic belief updating (Jern
et al. 2014; Cook and Lewandowsky 2016). They show that their models can reproduce
the behavior of participants in several classical studies on belief polarization [i.e. those
of Lord et al. (1979) and Batson (1975)], and thus that polarization can occur without
the presence of the reasoning biases that psychologists have typically invoked in their
explanations.28 What does the work instead is the impact of background beliefs on the
interpretation of evidence. For instance, in their model of the study in Lord et al. (1979),
Jern, Chang and Kemp suppose that agents have an assumption that research results
are influenced by researcher bias, and that the agents’ prior beliefs are different to the
consensus among researchers. This set of assumptions allows agents with opposite
priors about the target proposition to draw opposing conclusions on the basis of the
same set of evidence without violating the norms of probabilistic inference.
While this explanation of the rationality of belief polarization offered by Jern et al.
might be plausible, it is not general enough to account for the group polarization that
27 Remember that in our definition of group polarization, belief polarization is a special case with a group
of just two members, cf. Sect. 2.
28 E.g. biased assimilation (Lord et al. 1979) or (dis)confirmation bias (Taber and Lodge 2006).
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we found. The group polarization we see in our simulations does not depend on any
particular prior assumptions made by subjects in the group, as our polarization results
are robust for more than 200 different groups. So we can not amend the explanation
from Jern et al. to argue that our polarization results are rational.
Another account is put forth by Kelly (2008), who argues that belief polarization
can be a rational (although not necessarily ideally rational) phenomenon.29 Kelly also
uses the death penalty study from Lord et al. as the main example. When a pro-deathpenalty participant in the death penalty study is presented with a survey conflicting
with her views, she is faced with the hypothesis that her prior belief is wrong. By
scrutinizing the study, she generates alternative hypotheses that explain the results
of the study (such as “the researches didn’t think of this or that variable” or “the
researchers used a biased data sample”). The more of such alternative hypotheses she
is aware of, the less weight she should give to the original hypothesis that her prior
belief is wrong. The same happens to participants opposed to the death penalty. Thus,
Kelly’s suggestion is that though two participants in the death penalty study receive
the same evidence in a narrow sense, they end up having different total evidence in
a broad sense.30 The differences in sets of total evidence will be influenced by prior
beliefs, and will tend to confirm prior beliefs. And since it is rational to update belief
on total evidence, it is not irrational that the participants in the death penalty study
update their beliefs in different directions, even if the alternatives that one comes up
with are influenced by one’s prior beliefs.
What would be irrational, in Kelly’s view, is if people strengthen their position in
this way while being aware of this inherently biased way of processing evidence (Kelly
2008, p. 629). One could say that Kelly is making a blamelessness argument for the
rationality of the observed polarization in the death penalty study; the participants of
the study updated their beliefs in the most reasonable way available to them, i.e. based
on their total evidence in the broad sense. If they knew about the biasing factor that prior
belief plays on generating alternative explanations, they should have compensated for
this, but, assuming they did not, they were reasonable to update their beliefs in different
directions, in the sense of being blameless for having sub-optimal total evidence.
Even if otherwise plausible, Kelly’s account of the rationality of belief polarization
is rather different from what happens in our simulation. Kelly argues that subjects
can generate different bodies of evidence in the broad sense as a result of selectively
scrutinizing evidence that counter their prior beliefs. But this way of processing evidence is far from what goes on in the simulation. In the Bayesian model, every piece
of evidence is examined just the same in that Bayesian agents update their credence
based on all of the available evidence; there is no selection among the evidence and
the evidence does not get different weight based on its content.31
29 Kelly uses the term ‘reasonable’ instead of rational here (Kelly 2008), but his discussion is still relevant

for our purposes.
30 Here, narrow evidence means the same data/or evidence is available to the participants, whereas broad

evidence means all of the factors for generating and justifying beliefs, including background assumptions
and awareness of alternative explanations of the data (Kelly 2008).
31 The evidence does get different weight depending on whether the source is trusted or not, but this is not
the same as scrutinizing the evidence. The initial distribution in the simulation of which sources are and are
not trusted is independent of whether the source says that p or that not- p.
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However, looking more closely, it may be possible to give an interpretation of what
goes on in the simulations which is compatible with Kelly’s account. The information
in the Bayesian network consists of agents communicating with each other and the
agents doing inquiries on their own. The received messages and results of inquiry are
what would be the narrow evidence on Kelly’s view. All of the agents in the simulation
update their beliefs in the same way, based on a formula that incorporates the agent’s
prior belief, all of the information that an agent receives at a given time (the narrow
evidence) and how much the agent trusts the sources that are giving the information
(cf. “Appendix A”). This updating based on the collection of the prior belief, the narrow
evidence and the trust in the sources could be understood as the broad evidence.
Since in none of our simulations the agents have the same narrow evidence32 and
since the agents do not share their broad evidence when communicating (they only
communicate the propositions “ p” or “not- p” to each other), it makes sense on Kelly’s
view that the agents update their degrees of belief in different directions.
Taking the Kelly interpretation of the model a step further, one could say that the
Bayesian agents have an inherent bias, in that they update how much they trust a source
based on whether or not they agree with the information that the source gives them.33
Since the Bayesian agents do not have access to this information about themselves
(they just blindly update), this interpretation would say that polarization is rational for
the Bayesian agents, in the sense of them being blameless for how they update their
beliefs.
However, this interpretation seems insufficient to explain why agents polarize in our
simulation. The interpretation assumes a very detailed process for how the agents treat
and generate evidence, which is not captured by the mechanics of the model. In the
model the agents just receive some information and update their degrees of belief and
degrees of trust accordingly. This setup means that the model is compatible with various
different interpretations for how to understand this behavior.34 In the next section we
consider a different explanation of the polarization results, that instead rests on the
mechanics of the model: we suggest that the Bayesian model as it currently stands
actually does not capture ideal rationality. Polarization is not a rational phenomenon;
instead, there is a problem with the model that makes it fall short of capturing ideal
rationality. We will explore this solution in the next section.
5.2 Do Bayesian agents miss the significance of higher-order evidence?
Consider again the case where an agent A has a degree of belief in favor of p (above
0.5). Now a source B that the agent trusts (communication trust is above 0.5) communicates that not- p is the case. In the simulation A responds by lowering both her
credence in p and her trust in B. Being told that not- p from a trusted source counts
32 This is the case even if we said that narrow evidence is just the communication that the agents share
with each other.
33 Example: an agent that has above 0.5 credence in p hears from a trusted source (meaning degree of trust

is above 0.5) that not- p. Based on the updating formula the agent then lowers both the credence in p and
the trust in the source. See “Appendix A” for details.
34 E.g. the agents are exchanging novel arguments about p and are updating their beliefs based on the

number of persuasive arguments available to them (Olsson 2013).
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as evidence against p (so A lowers her credence in p), but also as evidence that the
source might be unreliable (so the agent lowers her degree of trust in B).
Now, compare this to the following case [adapted from Christensen (2010)]. Alice
considers a body of evidence e that pertains to the truth or falsity of some proposition
p. After considering it carefully, Alice becomes very confident that p. Suppose that
a fully trusted friend tells Alice that, without being able to detect anything, she has
ingested a reason distorting pill that makes ordinary subjects unable to reliably evaluate
evidence like e. Clearly, this new evidence—being told of the reason distorting pill—is
not evidence for the truth or the falsity of p. But it is evidence that Alice cannot process
e in the proper way. Though far from uncontroversial, many epistemologists think that
when being told of the reason distorting pill, Alice should considerably reduce her
confidence in p. This is so even if Alice is in fact misled by a credible source to falsely
believe that she has ingested the pill.
Consider now the implication of this for disagreement, i.e. cases where one (or
several) agents disagree with one or more other agents. Assume that A believes that p
on the basis of a body of evidence e, and then learns that B believes that not- p, after
having examined the same evidence. Assume that A takes B to be approximately as
diligent, careful, etc in processing the evidence. How should A react to the news of
B’s disagreement? A popular (though far from uncontroversial view) is the following:
A should take B’s view that not- p to be some evidence against p; after all B has
examined the same evidence as A, but has reached a different conclusion. So, B’s
view bears directly on the truth of p, one might say. But in addition, the fact that A
and B disagree constitutes evidence that there might be something wrong with A’s own
reasoning, or her way of processing the evidence. The reason is that one possible and
not unlikely explanation of the disagreement is that A has made some sort of mistake.
So, the disagreement is higher-order evidence there might be something wrong with
A’s processing of the first order evidence. Again, this higher-order evidence is not
directly evidence for or against p. Rather, it is evidence A’s grasp of the first order
evidence has somehow failed. So, when A learns that B disagrees with her about p,
after they have both considered the same body of evidence, this is both evidence that
p is false, but also higher-order evidence that there might be something wrong with
A’s processing of the evidence (the same goes for B, of course). As we have seen
in the case of the reason distorting pill, such higher order evidence can have a very
significant impact.
Now consider the implications of this for the simulation. Can the Bayesian agents
in our simulation represent and process higher-order evidence in the way suggested
by the above cases? The answer is ‘yes’ when it comes to information from inquiry,
but ‘no’ when it comes to information from communication. Since the vast majority of
information in the simulation comes from communication, this partial Bayesian agent
blindness towards higher-order evidence might be quite significant for explaining
why they polarize to the surprising extent that they do, and why this polarization
is much stronger than what we would expect to see among ordinary epistemically
well-functioning human beings.
First we need to address some issues about how to understand processing of evidence
in the context of our simulation. Let us take as a starting assumption that these agents
represent ideal rationality. A worry could be that it is inappropriate to say that they
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make mistakes in reasoning, as in the pill case and the disagreement case above. To
address this worry, we first need to specify how the Bayesian agents can be fallible in
the way that they process evidence. First, we note that the agents can be wrong about
the truth of p. In most of our simulations, half of the agents end up being absolutely
certain that p, and the other half are absolutely certain that not- p. Since not both p and
not- p can be the case, some of the agents must be mistaken.35 In some sense, then,
agents can be wrong. Second, every agent is characterized by a degree of trust in their
own inquiries (inquiry trust) and some degree of trust in other agents (communication
trust). Inquiry trust is updated, along with degree of belief, when an agent receives
information from inquiry, and communication trust is updated, along with degree
of belief, when the agent receives information from communication. It is clear that
agents cannot be wrong about how they update belief and update trust conditional on
communication and inquiry, as this is determined by Bayes’s formula. Yet, both types
of trust represent a way in which agents take themselves and those they communicate
with to be fallible; when some agent process evidence and communicate that p, she
might be wrong about p. When an agent’s inquiry issues the result that p, again, this
might be wrong. So, we might say that inquiry trust and communication trust signifies
how good an agent takes a particular source to be at processing evidence, the result of
which (that p or not- p) is relayed through inquiry or communication.
The agent’s processing of evidence is not really simulated in the model. Rather, the
processing of evidence leading an agent to communicate that p (or inquiry to issue the
result that p) is a black box; the only information that the agents get in the model are
the result of these processes, i.e. the signal that p (or not- p) from a communication
or an inquiry. The agents can then find these results surprising or expected (based on
their priors), and they weigh the information against how good they think the source
is at getting the right result from processing the evidence (based on the trust function).
Given this interpretation of what goes on in model, there is a clear sense in which
agents are fallible; they can make mistakes in how they process the evidence behind
a message that p or not- p.
Now we can consider how the Bayesian agents in our simulation can process higherorder evidence, when it comes to information from inquiry, but not when it comes to
information from communication. Consider the agent A who has a prior credence in
p above 0.5, and she has an average inquiry trust above 0.5, so she considers herself a
reliable source. Suppose that A performs an inquiry that yields the result that not- p. A
responds by lowering her credence in p (because the information came from a trusted
source), but she also lowers her inquiry trust, i.e. her trust in herself or her own abilities
(because the result was unexpected). It is clear that there is some correspondence to the
pill case described above, except the information involved does not directly bear on the
agent’s abilities as in the pill case. In the simulation, agents take first order evidence
against p (the result of the agent’s own inquiry) to also constitute higher-order evidence
leading to a reduction their degree of trust in themselves after performing an inquiry.
What is important to notice, however, is that inquiry trust is updated on the basis of
an agent’s own inquiries, but never on the basis of communication with other agents. To
spell out the details: Suppose A is an agent in the model who believes that p, and that
35 Indeed, p is assumed to be true in the model.
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A starts out trusting her own inquiry to degree 0.6. This means that conditional on p,
A thinks that the likelihood that any instance of inquiry will yield a result supporting
p (believed to be the correct result) is 60%. The 60% (rather than 100%) may be
because the world is noisy and might yield misleading evidence, or because A is not
perfect in her practice of inquiry or interpretation of the evidence it yields. A now
performs an inquiry and finds a result that suggests not- p. As a result, A lowers her
credence in p, and also in her inquiry trust, that is trust in the reliability of her own
inquiry. In this instance, A is treating the result of her own inquiry as higher-order
evidence; A is using the signal that not- p as evidence that she is less reliable than
she previously thought. Compare now to a case where A receives the message that
not- p from another agent B. Suppose that A believes p, and trusts some agent B to
degree 0.6 (communication trust), and receives the message that not- p. As a result, A
will adjust her degree of trust in B, and also her credence in p. However, A will not
adjust her own inquiry trust. So, A’s inquiry trust is updated on the results of A’s own
inquiry, but not on the basis of A’s communication with others.
In the case of information from inquiry, we can say that higher-order evidence is
involved in the same way as in the pill case, because the agent takes the surprising
information that not- p as evidence that her first-order process of inquiry is less reliable
than she originally thought. But in the case of information from communication, there
is not the same correspondence to the disagreement case described above, that is, there
is not the same involvement of higher-order evidence. Incorporation of higher-order
evidence should also mean that the agent lowers her degree of belief in her processing
of the evidence, but that does not happen in the simulation when the information comes
from communication sources.
So, a feature of the model is that A’s own inquiries lead to updates in A’s inquiry
trust, but A’s communication with B does not. This would be fine if agents only
performed inquiries, but in all of the simulations the agents communicate with each
other, and a majority of the information that the agents use to update their beliefs
comes from communication. Since the latter does not bring about updates in inquiry
trust, this might account for the polarization we see.
Here we have a hypothesis about why ideally rational Bayesian agents in the
simulation behave so surprisingly. Agents are responsive to first-order evidence in
communication for or against p, but they fail to treat the fact of disagreement as
higher-order evidence and fail to adjust their first-order beliefs in their own abilities
accordingly. If they did, we might speculate, they would tend not to be as confident in
their ever more extreme views as they are. Moreover, if we assume that fully rational
epistemic agents should be responsive to higher-order evidence, then these Bayesian
agents are not fully rational. It is not that they are irrational, rather a Bayesian agent
only constitutes a partial model of full rationality. What this misses is the rational
impact of higher-order evidence. Moreover, if we assume that actual agents—humans
like us—despite their various shortcomings in rationality, are actually responsive to
higher-order evidence of the relevant kind (realizing that you disagree with others
about a particular matter makes you wonder whether there is something wrong with
your own way of reasoning about that matter), then this could be at least part of the
explanation why group deliberation sometimes does not lead to polarization in real
life; when groups of individuals that disagree deliberate, they tend to depolarize and
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one reason that this happens is that real agents are responsive to higher-order evidence,
whereas ideally rational Bayesian agents are not.
Would it be possible to modify the model so that the Bayesian agents could treat
the fact of disagreement with other agents as higher-order evidence? Here are some
thoughts and suggestions.
The reason we can say that the agents respond to higher-order evidence when the
information comes from inquiry, but not from communication, is that the Bayesian
agents are treating these as exactly the same kind of information source. As it currently
stands, the model does not distinguish sources from each other, so it is treating updating
from different sources in the exact same way: update degree of belief and degree
of trust in the source based on the message that the source delivers. And this is a
problem, because they are not the same kind of source. In the case of information from
communication, there is another agent involved. As the disagreement case from above
shows, information from another person could constitute higher-order evidence that
you have been faulty in your processing of the first order evidence. Within the model,
this would correspond to lowering the agent’s inquiry trust, as in the situation where
there is information from inquiry. So, a more reasonable way of incorporating higherorder evidence would be to have the model update in two different ways, depending
on whether an agent’s source is the agent’s own inquiry or the agent’s communication
with other agents. When an agent A performs an inquiry, that affects A’s degree of
inquiry trust, but not whether A trusts other agents. However, when A is told from
other agents that not- p, when A in fact thought that p, then that should have an effect
on whether A trusts her own abilities. Similarly, if A gets confirmation that p from
other sources, that should make A more certain in her abilities, that is, should raise
her inquiry trust.36
So, a suggestion to modify the model to accommodate this could be the following.
Communications with others should influence an agent’s higher-order belief in her
own abilities, that is, her inquiry trust. When performing an inquiry, there are two
outcomes: a change in the credence that p, and an update in inquiry trust. When an
agent is part of a communication with other agents, there should be three outcomes,
or three relevant updates: the degree of belief in p, the degree of trust in the source
(communication trust), and the degree of belief in themselves (inquiry trust), based
on the expected result and the initial degree of trust in the source.
Would it be possible to test this suggestion in the simulation program and see
whether responsiveness to higher-order evidence changes the agent’s polarization
behavior? As things currently stand, the answer is ‘no’. Remember that we are dealing
with a mathematical model, which is implemented in a piece of computer software.
What we have suggested is a change in the structure of the underlying mathematical model, i.e. that agents treat inquiry and communication as two different kinds of
sources and update differently based on information from one or the other. To test this
suggestion in the simulation program would require a great deal of revision in the code
of the simulation software, a project which we hope to embark on in the future, but as
of now, this suggestion is not testable in a simulation.

36 Remember that sources are treated as independent in the model.
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The above is one suggestion as to how one could change the model to make the
agents responsive to higher-order evidence. But we could take it even further.37 Earlier,
we stated that the agents are responsive to higher-order evidence from inquiry, because
they change their trust in inquiry based on the result from inquiry. But, we could take
this further and say that a signal from inquiry should prompt a change both in inquiry
trust and in communication trust. The sources that report the same as the inquiry
should be seen as more reliable, and sources that report the opposite should be seen as
less reliable. This is a more extreme suggestion than the one above, since it implies that
agents take the result of (trusted) inquiry as higher-order evidence that everybody who
previously disagreed could have made a mistake in their first-order processing of the
evidence (following the disagreement example above), and is as such is less reliable
than previously assumed. Since it is assumed that sources are independent in the model,
this is a very strong amendment to the original structure of how communication and
updating works in the model.
This suggestion would require an even more extensive change to the underlying mathematical model. The updating scheme explained in Sect. 3.2 would have
to become a lot more complex. Information from inquiry would mean changing the
inquiry trust (as before), selecting the communication sources that agreed at the previous time step and increase their communication trust, and selecting the communication
sources that disagreed at the previous time step and lowering their communication
trust. This is beyond what the framework of the model can do right now, and it would
require extensively revising the updating formulas.
There might be more things that one would like to change about how Bayesian
agents respond to first order and higher-order evidence. These are some preliminary
suggestions that take the framework of the existing model as a starting point.

6 Conclusion
The discussion above has been about what to do with the notion of the ideal rational
agent, once it turns out that groups of them indulge in what we take to be irrational
epistemic behavior, namely group polarization, under many different circumstances.
This conundrum leaves us with two options; either polarization is rational, because
ideally rational agents do it, or the model of ideally rational agents that we have
been using is not accurate. The first option is problematic because it goes against the
intuitions in the empirical literature on polarization. We believe that the way forward
is to change the model of ideal rationality, and we suggest that one problem is that
these agents lack the capacity to respond properly to higher-order evidence provided
by disagreement. The above suggestions point both to ways the model that we have
been using could be changed, but it also points to a broader change in the way we
view ideal rationality and Bayesian approaches to such. The notion of responding
to higher-order evidence is not prevalent in the discussion about how to model ideal
rational agency and we think it should be. In this paper we give one suggestion as to
how one might incorporate this notion in a Bayesian model.
37 Thank you to an unknown reviewer for this suggestion.
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The problem of group polarization in ideally rational agents, and our approach to
this problem, point towards some interesting new avenues of inquiry. Firstly, it raises
the question of how one could technically implement responsiveness to higher-order
evidence in Bayesian models of rational agents. Secondly, it becomes important to
have a discussion about what we want from a model of ideal agency. If it is supposed
to be normative for real-life agents, then to what degree should the ideal agents emulate
how humans respond to evidence? Are there other features than higher-order evidence
that should be incorporated into Bayesian models? These questions are both about
what kind of technical features we want from a given model, but they are also about
how we should interpret these features to correspond to real life behavior, which is an
important part of any modeling process.
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Appendix A: The underlying model
The following is based on Angere (2010), Angere and Olsson (2017) and Olsson
(2013), where the model is introduced. I use the notation from Angere (2010) unless
otherwise specified.
A.1 A Bayesian social network
A social network is a group of agents (meaning people or people-like entities) with
communication-practices. We assume that the agents do not change over (at least short
periods of) time. Formally, we can express it the following way: A social network S
is a set Γ (a set of agents) with a binary relation R on Γ , which we call the network
structure. Mathematically a social network is a directed graph, meaning a set of
elements with ordered pairs (Angere 2010, p. 2).
In order to establish a formal model of social networks, we will introduce a more
formal way of describing what goes on in the social network. One of the basic compounds of Bayesian epistemology is talking about degrees of belief as probabilities. In
a formal framework that corresponds to the following: The epistemic state of the agent
α in the social network S at time t is assumed to be given by a credence-function
Cαt : L → [0; 1], where L is a classical propositional language. The function Cαt is
assumed to fulfill the standard probability axioms [meaning the Kolmogorov axioms,
see Kolmogorov (1933)]. For simplicity we will only consider the case where agents
consider one proposition p and we will assume that p is true. We do this to be able
to evaluate the epistemic state of the agents, i.e. how good they are at believing (to
what degree they believe) things that are true. So we are considering the credences
Cαt i ∈ [0; 1] which is defined for every agent αi in S , for i = 1, . . . , N , where N is
the number of agents in S (Angere 2010, p. 2).
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Inquiry, communication and reliability
We now want to model how agents receive new information; this can happen through
inquiry or communication. Inquiry is the flow of information into the network. It is
a way of updating the credence-function that does not depend on information from
others in the network. This could be understood as, for example, generating your own
information through observation or experiment, or getting information from a source
outside the network, which is in no way affected by what happens in the network (such
as information from a book or similar sources). Agent’s approaches and abilities for
inquiry are different, they can vary in activity and effectiveness.
t p be the proposition “α’s inquiry ι gives the result that p at time t” (similarly
Let Sια
t
Sια ¬ p for the result ¬ p). We then have that the proposition “α’s inquiry at time t gives
t = S t p ∨ S t ¬ p. We can then represent the properties
some result” is given as Sια
ια
ια
t ) that α receives
of an agent’s inquiry by two probabilities: The probability P(Sια
a result from inquiry at time t; this is the activity of inquiry. And the probability
t p | S t ∧ p) that the result of such an inquiry is correct; this is the aptitude of
P(Sια
ια
inquiry. Together the activity and aptitude of inquiry shows how interested α is in p
and how good α is at finding out whether p is the case (Angere 2010, p. 3).
Communication is then the dissemination of information that exists in the network.
We take the network R (the binary relation that exists between ordered pairs of agents)
to be a set of links corresponding to communication channels. This can be understood
as conversation in various forms, e.g. normal conversation between two people or
conversation through a medium, such as a blog (that would have individual links from
the writer to everyone who reads the blog), text messaging or something similar. We
can also talk of the activity of a communication link, where a weak link means that
there is little contact between the agents communicating, and a strong link means that
t p be the proposition “β says that p to α at time t”, for
there is lots of contact. Let Sβα
t ¬ p for the communication that ¬ p). Then S t
agents α and β in S (similarly Sβα
βα
is the proposition that “β says something to α at time t”. The strength of the link is
t ), which is the chance that β communicates p or
represented by the probability P(Sβα
¬ p to α at time t (Angere 2010, p. 4).
We would like for β to communicate her actual credence in p to α, but the precise
value might not be available to β, since complete introspection is not possible. Instead
we will assume that if β believes that p, then β will say p to α (and will say ¬ p if
believes ¬ p), if β is not out to mislead α. The next natural question is then how sure
should β be of p to communicate it to α (or how sure of ¬ p if β wants to mislead α)?
Another property of the communication link βα (besides the strength) is the threshold
Tβα , which is a value in [0; 1] that depends on β’s credence in p serves as a sort of
cut-off point for when β should tell α that p (or that ¬ p), see Fig. 7 for an illustration.
The threshold Tβα fulfills the following conditions according to β being truthful or
misleading (Angere 2010, p. 4):
Truthful: If Tβα > 0.5, then β tells α that p only if β’s credence in p is larger than
or equal to the threshold; Cβ ( p) ≥ Tβα , and β tells α that ¬ p only if
β’s credence in p is less than or equal to 1 minus the threshold (i.e. the
credence have to be sufficiently small), Cβ ( p) ≤ 1 − Tβα .
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Fig. 13 An illustration of the structure of the social network described so far

Misleading: If Tβα < 0.5, then β tells α that p only if β’s credence in p is small,
Cβ ( p) ≤ Tβα , and that ¬ p only if β’a credence in p is large, Cβ ( p) ≥
1 − Tβα .
Random: If Tβα=0.5 , then β can tell α that p or ¬ p independently of what β
believes.
There are two options for altering α’s credence in p: α conducts an inquiry that indicates something (i.e. p or ¬ p or neither), or α receives communication from someone
in the network indicating something ( p, ¬ p or neither). So inquiry and communication
are indications of whether p or ¬ p is the case. Our Bayesian framework gives us a way
of updating α’s credence in p when new information is given through inquiry or communication; α’s credence is updated through Bayesian conditionalization. Figure 13
illustrates the structure of the social network: agents α and β have credences toward
the proposition p at all times, and p is assumed to be true in the model. The agents
can get new information either by figuring stuff out on their own (inquiry, which can
be conducting experiments, reading, thinking, etc.), or by receiving communication
by others (communication, which is one person saying either that p or that not- p to
another person). The inquiry is characterized by how active the agent is, meaning how
often she tries to figure out the truth about p (so this can be though of as a measure of
the agent’s curiosity), and by the agent’s aptitude, meaning how good she is at getting
the right result when she performs inquiries. Communication is characterized by the
strength of the communication link, meaning how often the link is used (this can be
thought of as a measure of how chatty the agents are), and by the belief threshold,
meaning a bar for how sure an agent has to be in either p or not- p before she can
communicate it to someone else.
Before we get to the exact way that α’s credence is updated, we need to make the
notion of an agent receiving information more precise. Collectively, we call an inquiry
ι and other agents β, γ , who can talk to α, sources. To move forward we need a way of
knowing how good a source is at indicting the truth. We might call this the reliability
of the source σ . The reliability Rσ α of what source σ tells agent α is defined as the
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probability that σ indicates (says) p to α, given that σ says anything and that p is true
(Angere 2010, p. 6):
Definition:
Rσ α = P(Sσ α p | Sσ α ∧ p) = P(Sσ α ¬ p | Sσ α ∧ ¬ p)
So the connection of a source σ to the truth is given by the probability that σ gives
α the right answer.
The last equality means that we assume that the probability of the source telling
α the correct answer does not depend on the truth of the proposition p. We call this
assumption source symmetry. This is an assumption of mathematical convenience, but
it is not unreasonable, because intuitively, if you want to tell me the truth about some
proposition, it should not matter what that truth is.
An agent does not have access to the true reliability of a source, but can form beliefs
about it.
Beliefs about the reliability of a source is expressed as a trust function τ : [0; 1] →
[0; 1]. So τσt α is α’s trust function for σ at time t. Define τσt α such that the following
holds (Angere 2010, p. 6):

Cαt (a ≤ Rσ α ≤ b) =

a

b

τσt α (ρ) dρ

for a, b ∈ [0; 1]

This is α’s credence at time t that the reliability of σ will be in the interval between
a and b given as a density function between a and b. The credence is represented as
a density function because the possible values of Rσ α are infinite.
τσt α gives the credence-density at ρ (the greek letter rho, not the proposition p) and
integrating gives α’s actual credence in propositions about σ ’s reliability. Conversely,
the expression 1−τσt α is about α’s credence in propositions about σ not being reliable.
A.2 Updating credence
Before we can get to exactly what α’s credence-update looks like, we need to introduce
a few more assumptions. One is the Principal Principle, which states that if α knows
that the chance of an event e is ρ, then α’s credence in e happening should be exactly
ρ. In the present notation this becomes (Angere 2010, p. 6):
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The Principal Principle (PP):
Cαt (Sσt α p | Sσt α ∧ Rσ α = ρ ∧ p) = ρ
Cαt (Sσt α ¬ p | Sσt α ∧ Rσ α = ρ ∧ ¬ p) = ρ
More specifically, this formula says that if α knows that the reliability of σ is ρ,
then α should assume that the probability that σ tells the truth is exactly ρ (which also
amounts to trusting that σ tells the truth ρ% of the time).
Another assumption to make the modeling easier is Communication Independence,
which says that whether or not σ says anything is independent of the proposition p
being true and how reliable σ is seen to be.
Formally, the assumption says that the propositions p (the proposition under investigation in the network), Sσt α (the proposition that the source σ gives information to
α at time t), and Rσ α = ρ (the proposition that the reliability of source σ is ρ; i.e. σ
gets it right ρ percent of the time) are independent, which probabilistically amounts
to the following (Angere 2010, p. 7)38 :
Communication Independence (CI):
Cαt ( p ∧ Sσt α ∧ Rσ α = ρ) = Cαt ( p)Cαt (Sσt α )Cαt (Rσ α = ρ)
This is also an assumption of mathematical convenience, since probabilistic independent factors are a lot easier to work with than factors that have underlying
dependencies. It is possible to imagine a scenario where σ is influenced in the choice
of whether or not to speak by how reliable α thinks σ is. If I know that you think that
I am untrustworthy, then that could persuade me to not speak my mind about p, that
is, lower the chance of me communicating with you. What is between the lines of this
assumption is that agents only form beliefs about the people that they receive information from (including themselves), not the people they give information to. Practically
this means that agents do not change their information depending on who is getting it.
In some situations this might be a bit of a stretch, but those could be rare and specific
circumstances, such as when there are powerful prejudices involved. If we take this
assumption to mean that people can get over their preconceptions and be civil (which
does not seem unreasonable), then the assumption is sound.
From PP and CI we can derive the following expression for α’s credence at time t
in σ ’s reliability at time t (Angere 2010, p. 7)39 :

Cαt (Sσt α p

| p) =

Cαt (Sσt α )

1
0

ρτσt α (ρ) dρ

38 If two propositions A and B are independent then the probability of them happening together equals the
product of the probabilities of each proposition: P(A ∧ B) = P(A)P(B).
39 See Angere (2010, Appendix A) for the derivation.
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The integral on the right side of the equal-sign is the average, or expected value, of
the trust function τσt α , which we will write as τσt α  (Angere 2010, p. 7):


1
0

ρτσt α (ρ) dρ = τσt α 

So now we have:
Cαt (Sσt α p | p) = Cαt (Sσt α )τσt α 

(∗)

This formula says that the degree to which α thinks that σ tells the truth (α’s
credence at time t in the source σ ’s testimony that p, given that p is actually true), is
given as α’s credence that the source σ says something at time t, multiplied with α’s
expected trust in σ ’s testimony. We can use (∗) to calculate the credence that α should
have in p given that σ tells α that p, that is when a source gives α new information.
This is what we need to determine how α should update her credence in p.
Pnew (A) = P(A|E) =

P(E|A)P(A)
P(E|A)P(A) + P(E|¬A)P(¬A)

In the present situation that we are trying to describe, A is the proposition p, and
E is the new evidence, which is the information that σ says that p: Sσt α p. Pnew (A)
is the updated credence that α should have in p, which we will write as Cαt+1 ( p). We
can now calculate α’s updated credence in p (Angere 2010, p. 7):
Cαt (Sσt α p | p)Cαt ( p)
Cαt (Sσt α p | p)Cαt ( p) + Cαt (Sσt α p | ¬ p)Cαt (¬ p)
Cαt (Sσt α )τσt α Cαt ( p)
= t t
Cα (Sσ α )τσt α Cαt ( p) + Cαt (Sσt α )1 − τσt α Cαt (¬ p)
τσt α Cαt ( p)
= t
τσ α Cαt ( p) + 1 − τσt α Cαt (¬ p)

Cαt+1 ( p) = Cαt ( p | Sσt α p) =

This formula says that α’s credence in p given that the source σ says that p can be
calculated as α’s initial credence in p times α’s expected trust in σ (which basically
means “how likely does α think it is that σ is right”), divided by the probability that
σ is right plus the probability that σ is wrong. We can derive a similar formula for the
case where the source σ says that not- p (Sσt α ¬ p) (Angere 2010, p. 7):
Cαt ( p | Sσt α ¬ p) =

1 − τσt α Cαt ( p)
1 − τσt α Cαt ( p) + 1 − τσt α Cαt (¬ p)

When σ is the only source giving information to α at time t, this formula completely
determines how α should update her credence in p.
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Note that when an agent reaches full belief (credence 0 or 1), they cannot change
their mind again. To see this, consider the formula for updating agent α’s belief in
light of new information from source σ (cf. Sect. 3.2):
Cαt+1 ( p) =

τσt α Cαt ( p)
τσt α Cαt ( p) + 1 − τσt α Cαt (¬ p)

In the case where α has full belief in p, that is, where Cαt ( p) = 1 and Cαt (¬ p) = 0,
this formula gives us:
Cαt+1 ( p) =

τσt α 
τσt α  × 1
=
=1
τσt α  × 1 + 1 − τσt α  × 0
τσt α 

And when α has full belief in ¬ p, that is, when Cαt ( p) = 0, the numerator of the
fraction becomes 0, so the result of the updated belief remains 0. In either case, α’s
belief cannot be changed when it has reached the extremes.
In the updating formula, there are two key parts; the trust τσ α  and the message
expectation Cαt ( p). Naturally, the value of these components influence whether α’s
credence in p is strengthened or weakened. We can describe the components in the
following way (Angere 2010, p. 7):
The source σ is trusted if τσt α  > 0.5.
The source σ is distrusted if τσt α  < 0.5.
The source σ is neither trusted nor distrusted if τσt α  = 0.5.
The message m is expected if Cαt ( p) > 0.5 and m = p or if Cαt ( p) < 0.5 and
m = ¬ p (that is, if the message confirms what α already believes).
– The message m is unexpected if Cαt ( p) > 0.5 and m = ¬ p or if Cαt ( p) < 0.5
and m = p (that is, if the message goes against what α already believes).
– The message m is neither expected nor unexpected if Cαt ( p) = 0.5.
–
–
–
–

A.3 Several sources
The above calculations are for a situation where α only is getting information from a
single source σ . But we would like to be able to generalize to a situation where α can
receive multiple messages at the same time, so that we can model the dynamic of a
group of people.
Let αt be the set of sources from which α receives a message about p at time t.
Let m tσ α be the message from σ to α, which can be either p or ¬ p. We want a way
to express α’s credence in p given that α receives several messages from as many
sources.
From conditionalization we have that for n different sources σ1 to σn the following
formula holds (Angere 2010, p. 8):
Cαt+1 ( p) = Cαt ( p | Sσt 1 α m tσ1 α ∧ Sσt 2 α m tσ2 α ∧ · · · ∧ Sσt n α m tσn α )

Sσt α m tσ α )
= Cαt ( p |
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This says that when α gets information from many sources at one time, then α’s
updated credence in p is calculated as the original credence in p given the conjunction
of all the messages from the different sources. So the updated credence in p is the
initial credence in p conditional on the information from source 1, and the information
from source 2, and so on. The conjunction runs over all sources σ in αt . In order to
make the complexity of this expression manageable, we will assume that agents treat
their sources as independent, given the truth or falsity of p.
Formally this means that we assume source independence40 (SI) (Angere 2010, p.
8):
Cαt




Sσt α m tσ α | p = Cαt (Sσt 1 α m tσ1 α | p) × · · · × Cαt (Sσt n α m tσn α | p)
=

Cαt (Sσt α m tσ α | p)

Although it might not always be the case that sources are independent it is a reasonable assumption to make for simplicity. After all, people do not generally try to
detect the underlying dependencies of their sources.
Now we can derive how agents should update their credence given new information
from several sources. From source independence, the properties of the individual
communication links and the agents we can get the following from Bayes’ theorem
(Angere 2010, p. 8)41 :
Cαt ( p |
=



Sσt α m tσ α )

Cα ( p)

Cα ( p)
Cαt (Sσt α m tσ α |

Cαt (Sσt α m tσ α | p)
p) + Cα (¬ p) Cαt (Sσt α m tσ α | ¬ p)

The values of Cαt (Sσt α m tσ α | p) and Cαt (Sσt α m tσ α | ¬ p) are determined by the
equation (∗) above, which means we have all the necessary information to determine
exactly what degree of belief α should have in p given the information she receives
at time t.
A.4 Updating trust function
Even though people do not expect dependencies between their sources, they do keep
track of how reliable the sources are. A source that keeps reporting unexpected messages is seen as unlikely to be correct, meaning that people are less likely to trust that
source with regards to p (in reality, probably also with regards to other propositions,
but that is beyond the scope of this model). So we want a way to adjust α’s trust
function in light of the messages that the source gives.
In the model that is done in the following way: α’s trust function for the source σ
at time t is τσt α . If α receives the message that p from σ then α’s new trust function
40 When two events A and B are be probabilistically independent means that the probability that they
happen together is given as the product of their individual probabilities: P(A ∧ B) = P(A)P(B).
41 See Angere (2010, Appendix A) for the full derivation.
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τσt+1
α is calculated by the following formula (Angere 2010, p. 9):
t
τσt+1
α (ρ) = τσ α (ρ)

ρCαt ( p) + (1 − ρ)Cαt (¬ p)
τσt α Cαt ( p) + 1 − τσt α Cαt (¬ p)

Or, if σ gives the message that ¬ p, then the updated trust function is given by (Angere
2010, p. 9)42 :
t
τσt+1
α (ρ) = τσ α (ρ)

ρCαt (¬ p) + (1 − ρ)Cαt ( p)
t
τσ α Cαt (¬ p) + 1 − τσt α Cαt ( p)

The above model is employed in a computer program called Laputa which facilitates
studying the kinds of Bayesian social networks that we are talking about.43

Appendix B: Details of our simulation
B.1 The parameters
In Laputa, there are several ways of simulating the belief evaluation of a group of
Bayesian agents. One of the more useful ways is the batch simulation, which allows
you to define the general traits of the population and collect statistics over many trials.
As Laputa is based on a probabilistic model, this is the only type of simulation that
can provide enough information to say something general about a population (that is,
single simulations can only give information about that specific scenario). The traits
of the population are determined by several parameters that are given as probability
distributions. That is, when you set the parameters, you set the probabilities that the
population will behave in a certain way. The parameters are the following:
– Link density Distribution of the probability that a given agent will have a number
of communication channels to other agents in the network. It describes how many
of the agents in the network have the possibility of communicating.
– Starting belief Distribution of the initial beliefs of the agents in the network, before
the agents have received any information about p.
– Inquiry accuracy Distribution of the probability that agents in the network get the
right result from inquiry. It describes the aptitude of the group of finding out things
about p on their own.
– Inquiry chance Distribution of the probability that agents in the group will engage
in inquiry at any given time step. It describes how active, or curious, the group is.
– Inquiry trust Distribution of the probability that a given agent’s inquiry trust function will have a certain shape. Since each agent in the network has a probability
distribution of inquiry trust (describing the chance that the agent will trust her
42 See Angere (2010, Appendix B) for the derivation of the updated trust functions.
43 The program is developed by Staffan Angere and Eric Olsson at Lund University, Sweden. The newest

version of the program is freely available for academic purposes at http://www.luiq.lu.se/software-forsocial-epistemology-laputa-1-6-now-available/.
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own inquiry at a given time step), this is actually a probability distribution of the
probability distributions for every agent in the network. It describes how good the
agents think they are at getting the right result from inquiry.
– Communication chance Distribution of the probability that agents in the network
will engage in communication at any given time step, that is, the chance that they
will say something to someone else in the network. It describes how chatty agents
are in the network.
– Communication trust This distribution is similar to the inquiry trust distribution,
in that it is a distribution of distributions that say something about the chance that a
given agent will trust what someone else tells them at a given time step. It describes
how goos the agents think others are at telling the truth.
– Belief threshold: Distribution of the credences the agents need to have in p or ¬ p
before they can communicate it to others.
There are also a few parameters not given as probability distributions, which are:
– Number of agents This can be either a fixed number, or the program can be set to
generate groups of varying sizes.
– New evidence requirement This specifies whether an agent needs new information
before she can communicate again. It can be seen as describing a sort of confirmation necessity, in that agents need to get extra information before they can repeat
their opinion to someone. The new evidence requirement is either that the agent
conducts an inquiry, or receives information from someone else, or either of the
above.
– Number of steps This can be thought of as a time scale, but every step represents one
round of agents conducting an inquiry and giving a piece of information through
communication channels. Every piece of information that an agent receives
changes her credence in p and her trust function (see “Appendix A” for details).
So every time step describes a short group deliberation and a private belief update
for every agent in the network (private in the sense that agents’ credences are not
available to other agents in the network).
– Number of trials This determines how many times the simulation is run, which
means that one can get statistically significant data about the group that one is
investigating.
B.2 The population
In the experiment, we are looking at groups having 50 members, where everybody can
communicate with somebody else, meaning that for a given agent there can be between
1 and 49 links to other agents (determined by the link density parameter). This means
that there is a possibility of communication for everybody, but whether communication
actually occurs is determined by the parameters communication chance and belief
threshold. The communication chance parameter is set to be random (modeled by a
uniform probability distribution), so a given agent’s chance of communication might
as well be 0.2 as 0.99 (or any other number between 0 and 1). The belief threshold
is set to be uniformly distributed, except at 0.5 and surrounding values (for a degree
of belief in p between 0.469 and 0.531 the agent cannot communicate), essentially
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meaning that an agent just has to be more sure than random to communicate. As it
is assumed in the model that p is true, it might seem counter-intuitive that the belief
threshold shouldn’t be higher. But what the belief threshold parameter actually tells us
is the lowest credence an agent can have in p in order to claim that p, and the highest
threshold in order to claim that ¬ p. Since the point of this experiment is to investigate
effects on polarization, it is important that agents that start out believing ¬ p can speak
their mind with the same probability as someone who start out believing p.
The inquiry accuracy is set to be a normal distribution with mean 0.6 and standard
deviation 0.15. This means that most of the agents get the right result from inquiry 60%
of the time, and that the other agents’ accuracies are reasonably close to this value.
We can interpret this as being a fairly competent population, that is, on average they
get the right answer more than they get the wrong answer from inquiry. The inquiry
chance is set to be uniformly distributed, so there is as much chance for an agent to be
very active as very lazy. There is no new evidence requirement, meaning that agent’s
do not necessarily have to get new information in order to communicate their beliefs
again. The simulations are set to run over 30 steps, which can be thought of as a pretty
long time scale; it correspond to 30 different instances of group deliberation and belief
revision. The data was collected and averaged over 20,000 iterations.
B.3 The groups
We are looking at five different distributions of starting beliefs, representing five
different types of groups. These are groups that are either undecided about p, generally
agree that p is true or that disagree whether p or ¬ p is true. This last option is possible
by Laputa’s freeform distribution option, where one can draw the distributions of
starting beliefs by hand (see Fig. 2 for diagrams from Laputa of the different starting
beliefs). The distributions for the five groups are as follows:
The undecided group Normal distribution with mean 0.5 and standard deviation
0.15. This is a group that is generally undecided as to the veracity of p.
The polarized group Freeform distribution with tops at 0.406 and 0.594. This
group is polarized, where most believe either p or ¬ p, but not with very strong
conviction. A few are undecided and none start out with absolute conviction (which
would be credence 1 or 0).
The very polarized group Freeform distribution with tops at 0.297 and 0.703.
This is also a polarized group, but where people have stronger convictions as to
whether or not p is true. Again, a few are undecided and none start out with
absolute conviction.
The suspecting group Normal distribution with mean 0.65 and standard deviation
0.15. This is a group that generally believe more in p than ¬ p, but not with strong
conviction.
The very suspecting group Normal distribution with mean 0.75 and standard deviation 0.15. This is a group that generally have even stronger beliefs in the truth of
p than group δ.
For each of these groups we looked at three different developments of the inquiry
trust and communication trust distributions. The point of these three different devel-
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opments is to see if a change in the way you trust yourself, compared to how much you
trust others, has an effect on the end polarization of these different groups. The trust
distribution developments are characterized in the following way (all distributions are
normal distributions and the standard deviation is 0.2 for all simulations):
Inquiry trust equals communication trust Inquiry trust and communication trust
are equal, and the mean values of both the inquiry and the communication trust is
randomly picked from a small interval. We document the polarization behavior of
each of the five group for 19 different intervals, that cover a wide variety of possible
attitudes toward evidence. In the first interval means of trust distribution are between
0.1 and 0.2, which means that agents can trust themselves and others between 10 and
20% of the time. The intervals then move slowly closer to 1 (each interval has the
same size), ending in an interval between 0.8 and 0.9. This illustrates a development
of increasing trust, where you at all times trust others roughly the same as you trust
yourself.
Inquiry trust is stable and communication trust varies Inquiry trust is kept fixed
and communication trust takes many different values. For inquiry trust the mean is
randomly picked between 0.5 and 0.6, that is, whether you trust your own inquiry is just
slightly better than letting a coin decide if you should trust yourself. The mean value of
the communication trust is picked from a small interval, in the same fashion as above.
In the first interval the mean value of the communication trust distribution is between
0.1 and 0.2, and this interval is moved closer to 1 over 19 different intervals, which
represent a wide variety of attitudes toward testimony from others. This illustrates a
situation where you distrust the testimony of others in a wide variety of ways, and
keep a moderate faith in yourself. These trust distributions apply to the first stage in
the simulation. The trust function is updated along with the credence in p for each
step in the simulation.
Inquiry trust varies and communication trust is stable Communication trust is kept
fixed and inquiry trust takes many different values. This development behaves analogously to the development where the inquiry trust is stable and the communication
trust varies. The mean of the communication trust is picked randomly between 0.5 and
0.6, that is, agents start out with a moderate trust in others. The mean of the inquiry
trust starts out being picked randomly from the interval between 0.1 and 0.2 and moves
closer to 1 in the same way as above. This illustrates a situation where agents have
many different attitudes toward their own ability, and they start out with moderate
faith in the testimony of others.
These three developments gives rise to three different diagrams for each of the five
groups (see Fig. 9). Each diagram shows how polarized each of the five groups are after
30 time steps, for each of the intervals of the mean values of the trust distributions.
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