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Abstract— Objective: At present, there are no objective 
techniques to quantify and describe laryngeal obstruction, and the 
reproducibility of subjective manual quantification methods is 
insufficient, resulting in diagnostic inaccuracy and a poor signal-
to-noise ratio in medical research. In this work, a workflow is 
proposed to quantify laryngeal movements from laryngoscopic 
videos, to facilitate the diagnosis procedure. Methods: The 
proposed method analyses laryngoscopic videos, and delineates 
glottic opening, vocal folds, and supraglottic structures, using a 
convolutional neural networks (CNNs) based algorithm. The 
segmentation is divided into two steps: A bounding box which 
indicates the region of interest (RoI) is found, followed by 
segmentation using fully convolutional networks (FCNs). The 
segmentation results are statistically quantified along the temporal 
dimension and processed using singular spectrum analysis (SSA), 
to extract clear objective information that can be used by the 
clinicians in diagnosis. Results: The segmentation was validated on 
400 images from 20 videos acquired using different endoscopic 
systems from different patients. The results indicated significant 
improvements over using FCN only in terms of both processing 
speed (16 FPS vs. 8 FPS) and segmentation result statistics. Five 
clinical cases on patients have also been provided to showcase the 
quantitative analysis results using the proposed method. 
Conclusion: The proposed method guarantees a robust and fast 
processing of laryngoscopic videos. Measurements of glottic angles 
and supraglottic index showed distinctive patterns in the provided 
clinical cases. Significance: The proposed automated and objective 
method extracts important temporal laryngeal movement 
information, which can be used to aid laryngeal closure diagnosis.  

 
Index Terms— laryngeal obstruction, convolutional neural 

networks, detection, segmentation, singular spectrum analysis 

 

I. INTRODUCTION 

NDUCIBLE laryngeal obstruction (ILO), an inappropriate 
closure of the larynx during the breathing cycle, is a prevalent 

condition affecting 5-7% of the general population [1]. This 
clinical problem is most frequently encountered in the asthma 
clinic, when patients are referred with breathlessness and 
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wheeze that develops during exercise [2]. The clinical features 
of exercise associated or exercise-induced laryngeal obstruction 
(EILO) mimic those of asthma and can thus lead to 
misdiagnosis and inappropriate treatment [3]. Prompt and 
accurate detection of EILO can however promote successful 
use of non-pharmacological intervention and in some refractory 
cases surgical intervention, in the form of a supraglottoplasty, 
can be beneficial [4, 5, 6]. 
    The current gold standard methodology for diagnosing EILO 
is a standardised exercise test with concurrent and continuous 
endoscopic visualization of the larynx (CLE test). This allows 
continuous assessment of laryngeal movement and thus 
delineation of any propensity to closure. The latter however is 
difficult to precisely define. There is currently no robust 
objective and automatic method to accurately and consistently 
describe the laryngoscopic findings, observed during a CLE 
test. Most commonly, clinicians and researchers employ a 
simple ‘grade’ scoring method, where an examiner crudely and 
subjectively grades the anatomical components involved (i.e. 
involvement of glottic or supraglottic structures) and the 
severity of any closure as none, mild, moderate or severe [7]. 
Recent work indicates that this approach to rating has poor 
inter- and intra-rater variability [8]. 

Few attempts at objective quantification of laryngeal 
movements have been made previously. A previously described 
system relied on the manual placement of markers on single 
frame images [9]. This is time-consuming and involves manual 
frame selection and marker placement. Another system 
describes a setup utilising some degree of automatic video 
tracking, yet, the results were not reported [10]. 

An objective analysis of the endoscopic recording from CLE 
would be of great value in providing a robust, objective means 
of characterizing laryngeal movement (including during 
exercise) and as such would help inform clinical decision 
making to direct clinical care. We hypothesised that such 
analysis could be achieved by means of automatic detection and 
tracking of the glottic (vocal folds) and supraglottic (arytenoid) 
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structures. However, the success of tissue detection with 
endoscopic videos is limited by: 1) complex deformation and 
movement of different structures; 2) various lighting condition 
(e.g. white balance, illumination, etc.); 3) occlusion induced by 
other tissue structures or surgical tools; 4) computational 
expense. Image examples which show these challenges are 
provided in Fig. 7 (a). Previous research was based on image 
processing techniques like seeded region growing [11] and 
active contours [12]. These methods, although generally 
functioned well, still suffered from subjective parameter tuning, 
or slow processing, and are therefore not suitable for fully 
automatic batch processing. Moreover, none of these 
techniques managed to simultaneously track/segment multiple 
laryngeal structures, including vocal folds and the supraglottic 
structure, with robust and valid accuracy and near real-
time/real-time processing. An additional and key contribution 
from the current work is real-time segmentation of multiple 
tissue structures with promising accuracy and robustness, 
without pre-processing, under different lighting conditions and 
with partially obscured views secondary to airway secretions. 
For real-time tracking and segmentation, we propose a hybrid 
method which consists of object detection and segmentation 
steps, both based on CNNs. 

A. Deep networks for object detection and segmentation 

Deep networks have taken the lead in ILSVRC [13, 14] and 
COCO [15] competitions in recent years. Different models have 
been proposed for object detection. For example, the OverFeat 
[16] and its “single-box” version, MultiBox method [17], uses 
a regression network to predict object bounding boxes at each 
location and scale; Single Shot MultiBox Detector (SSD) adds 
convolutional layers with progressively decreased size [18]; 
Region Proposal Network (RPN) utilises an FCN that 
simultaneously predicts object bounds and objectness scores at 
different locations [19]. The proposed regions with top scores 
are fed into Fast R-CNN framework [20] for bounding box 
selection and refinement. Regarding segmentation, FCN [21] 
and its variants U-net [22], or SegNet [23] have shown their 
reliability and robustness in solving semantic segmentation 
problems towards either general or medical images. Recently, 
based on Faster R-CNN and FCN, Mask R-CNN was proposed 
to simultaneously detect and segment multiple objects in 
images, outperforming all existing, single-model entries on 
every task, including the COCO 2016 challenge winners [24]. 
The training procedures for the “FCN family” models are 
normally end-to-end and straightforward, while the ones for 
detection models, especially for those which achieve higher 
accuracy, e.g. Faster R-CNN, could be much more complex 
[19]. This is partially due to the nature of complexity of the 
object detection problems in general environments.  

Segmentation of endoscopic images has recently been a 
popular research area; however, due to the diverse nature of 
tasks, in which segmentation can be employed, there exists no 
“golden standard” approaches. Recently, extensions of the FCN 
style CNN models have been utilised in polyp detection [25], 
liver segmentation [26], and surgical instrument tracking [27]. 

Detecting and tracking larynx structures, however, is 

modelled as a single-object tracking problem, which doesn’t 
need a complex model such as Faster R-CNN. In this work, we 
propose a two-stage processing solution to rapidly segment 
different laryngeal structures. To tackle challenges like scaling, 
occlusion, and varying illumination, the pipeline can be divided 
into two stages when processing a video frame: 1) the frame is 
fed into a detection network which outputs a “heatmap”, from 
which a bounding box can be deduced which contains the target 
structures; 2) A FCN model is then applied to the image area 
inside the bounding box to segment multiple laryngeal 
structures separately. By using this two-stage architecture, we 
show a doubled processing speed (~16 FPS vs. ~8 FPS), as well 
as an improvement on the segmentation accuracy, compared to 
the strategy that directly applies FCN to the input frame. 

B. Quantification and analysis of laryngeal structures  

Using the segmentation results, temporal features like glottic 
opening angle (GAA) and supraglottic index (SGI), which are 
introduced in Section II.C.1, are extracted from the 
segmentation to indicate their connections to EILO. Due to 
inevitable errors in the segmentation step, a signal processing 
framework is proposed to interpolate and process those features 
along the temporal dimension. In this way a laryngoscopic 
video can be condensed and summarized into 1-D signals for 
more convenient analysis and diagnosis. 

 

II. METHODS 

A. Experimental setup 

Laryngoscopic video was recorded during an incremental 
exercise test on either ergometer bicycle or treadmill using three 
different Olympus brand laryngoscopy stacks (models models 
OTV-SI, CV-170 and OTV-S7; Olympus, Tokyo, Japan) in 
combination with four different Olympus laryngoscopes 
(models ENF-V2, ENF-V3, ENF-VQ and ENF-VH), providing 
resolutions of 720×576 or 1980×1080 pixels, at a frame rate of 
25 FPS (Fig. 1), as previously described [28, 29].  

Fig. 1. Continuous laryngoscopic recording during exercise. A flexible 
nasendoscope is placed in situ (a) and secured via a specialist headgear (b). A 
laryngoscopy stack (c) displays the laryngoscopic image during the test and 
records laryngoscopic video on a USB stick (d). Here the subject also breathes 
through a mouthpiece with a turbine connected to a gas analyser (e), feeding 
and recording data on ventilation, exhaled oxygen and carbon dioxide 
concentration and a 12-lead electrocardiogram to a computer (f). 
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B. Multiple laryngeal structures extraction 

Rotation, scaling, and deformation hinder pixel-wise 
semantic segmentation in real-world applications. In FCN-
based image segmentation, normally data augmentation needs 
to be carried out to simulate these conditions, as well as to 
increase the training set size. Due to the use of a max-pooling 
layer, the CNN models usually have a degree of rotation and 
deformation invariance. However, in normal EILO 
laryngoscopic videos, large distance variation between the 
target structure and endoscope tip can be frequently observed 
due to patient breathing, resulting in severe scale changes (Fig. 
7). Another problem regarding the processing speed in practice 
is that when processing the fed frame with a network with fixed 
size, a large portion of the convolution operation is done in vain 
due to the small area occupied by the real target. To address 
these two problems, we propose a two-stage structure to first 
estimate a “bounding box” which proposes a region of interest 
(RoI) in which the following segmentation can be applied using 
FCN. Generally speaking, object detection is an “easier” task 
compared to pixel-wise segmentation in the scope of this 
project. Our approach ensures that the “scaling” factor is 
handled within the detection procedure and excluded in the 
segmentation step. By segmenting only the RoI with such a pre-
processing step, a FCN model with much smaller input size can 
be applied, which greatly speeds up the whole computation. 
1) RoI detection 

Since pixel-level detection accuracy is not required for RoI 
detection in our pipeline, instead of predicting bounding boxes 
centred at different anchor locations as other popular object 
detection algorithms do [18, 19], we use an encoder to 
downscale the input image and predict a low-resolution 
“heatmap” which indicates the location of target structures (Fig. 
3). The proposed model takes scaled input image with size 

256192, and outputs a 1612 image, thus each pixel in the 

output can be mapped back to a 1616 area in the input image. 
The value at each pixel in the output stands for the probability 
that the specified laryngeal structure exists in a local area. This 
output is called “heatmap” in this work, whose pixels values 
range from 0-1.  

When preparing the training set, 806 larynx images from 194 
videos (different patients with different hardware setups and 
illumination conditions) were manually annotated as the ground 
truth by three individuals. These images were further 
augmented to simulate situations like scaling, rotation and 
flipping, resulting in a training set with 19344 images. Since the 
laryngoscopic videos are normally taken when the endoscope 
pointed roughly perpendicularly to the vocal fold surface, other 
transformations such as tilting, and deformation were not 
considered during data augmentation. The ground truth 
heatmap was generated according to the percentage of coverage 
of target structures in different local areas in the images. During 
training batch normalization was utilized and the batch size was 
set to 32 for faster convergence. The loss function is defined as: 

����� = ∑ (�� − ��
∗)����

��� + �‖�‖�,                (1) 

where � is the number of pixels in the output heatmap, �� the 
�th pixel value in the heatmap, ��

∗ the corresponding ground 

Fig. 3.  The RoI detection network which output a heatmap which indicate 
locations where the target laryngeal structures can be detected. 
 

Algorithm 1: extract RoI from Heatmap 

1: function roi_extraction (�, �, ��, ��, ∆, ���) 

 input    : heatmap �, frame �, threshold ��, ��, RoI margin ∆ 

 output  : extracted ��� 

2:     initialize list � to [ ], � to [ ] 

3:     for each pixel location (�, �) in � > �� do 

4:          append �(�,�) to � 

5:         convert (�, �) from � coordinate to � coordinate 

6:         append (�, �) to � 

7:     end for 

8:     � ←  ����(��� 30% � �� �) 

9:     if � > �� then 

10:         find ���(�), ���(�), ���(�), and ���(�) from � 

11:         find  ��, ��, and �� 

12:         �� ← ((���(�) + ��� (�))/2, (���(�) + ��� (�))/2) 

13:         �� ← ���(�) − ���(�); �� ← ���(�) − ���(�) 

14:         �� ← �� ← ���(��, ��) + ∆; �� ← �� 

15:         ��� ← ����(�, ��, ��) 

16:         ��� ← ������(���, (������ ����)) 

17:         return 1 

18:     else 

19:         return 0 

20:     end if 

21: end function 

bbox = bounding box, ��= bbox1 center, ��= bbox1 height, ��= bbox1 
width, ��= bbox2 center, ��= bbox2 height, ��= bbox2 width, �� =  0.2, �� =
 0.8, ∆ =  8. 
 
 

Fig. 2. The segmentation workflow 
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truth, � the regularizer coefficient, � =  [��, ��, ��, … , ��] the 
parameters in the network. Here we set � =  0.0005. The 
stochastic gradient descent (SGD) solver was used with a fixed 
learning rate of 0.0001 and a momentum of 0.9. The network 
converged and plateaued at ~2000 epochs, in ~3 hours. During 
prediction the trained network was applied on input video 
frames, generating corresponding heatmaps. 

A square RoI, which should ideally cover the target 
structures and a small marginal area, was estimated using the 
heatmap and Algorithm 1, together with a “certainty” value. By 
thresholding the heatmap and applying post-processing to 
remove noise, a rectangular bounding box defined by the mask 
could be estimated. To avoid the change of aspect ratio, a square 
bounding box was then generated centred on the rectangular 
bounding box with a side length equal to the rectangle long 
edge. Then the consequent extracted RoI was isotropically 
scaled to size 256×256 with bicubic interpolation for 
segmentation, as described in section II.B.2. In the case of 
undetected bounding boxes due to low certainty values, the 
segmentation was skipped to save computational resources. 
2) Segmentation 

Segmentation was applied on the extracted RoI of the image. 
The segmentation was modelled as a six-class pixel-wise 
classification problem: the background, the glottic opening, the 
left/right vocal folds, and the left/right supraglottic structures. 
An FCN model, with encoder-decoder structure, was deployed 
to enable an end-to-end training/prediction of pixel labels (Fig. 
4). The model mainly consists of 1) the contractive phase which 
downsamples images and extracts deeper features; 2) the 
expansive phase which upscales images and integrates spatial 
information from the contractive phase by concatenation and 
convolution. The input was a 256×256 RGB image, and the 
output was an 8-bit 6 channel grey-level image with the same 
size, where different channels contain prediction results for 
different classes. 

For training, based on the same 806 images, data 
augmentation same as that in RoI detection was applied to 
generate the training set. In order to tackle the “imbalanced 
classification” problem, the weighted softmax loss is adopted 

for the training. Different weights �� at pixel # �, which were 
chosen empirically, have been set to different structures and 
their neighbourhood areas (background: 1, glottic opening: 2, 
vocal folds: 5, supraglottic structures: 1). The loss function was 
defined as: 

����� =
�

��
∑ ∑ ����

�log ��
����

���
���
��� + �‖�‖�,         (2) 

 
where 

��
� =

��� (��
�)

∑ ��� (��
�)���

���

  ,                                 (3) 

here � indicates number of classes, �� loss weight at �th pixel, 

��
�  the “true” probability distribution of class � , ��

�  the 
predicted probability distribution of class � . �  was set to 
0.0005. SGD solver was used with a fixed learning rate of 0.001 
and a momentum of 0.9. The training procedure took ~10 hours. 

The trained network was applied to segment the RoI and 
produce the pixel-wise classification result. In post-processing, 
connected components and morphological transformations 
including image closing and opening were used, leaving 
detected structures with smooth boundaries while eliminating 
“holes” and “spikes”. Finally, the segmentation was mapped 
back onto the input image dimension. 

The processing time including RoI detection, segmentation, 
and post-processing steps costs 55-60 ms per frame on a 
modern PC (OS: Ubuntu 14.04; CPU: i7-3770; GPU: NVIDA 
GTX TITAN X). 

C. Quantification of tissue movements in laryngoscopic video 

1) Feature extraction from segmentation results 
From the segmentation results of the five target structures, 

different parameters can be extracted, including: areas of the 
glottic opening (GO), left/right vocal folds (LVF/RVF) and 
left/right supraglottic structures (LSS/RSS), which are all 
measured in terms of pixel numbers; glottic opening angle 
(GAA), which is the anterior angle between the left/right vocal 
folds; supraglottic index (SGI), which is the reciprocal of the 
proportion that the supraglottic structure takes up in all the 
target structures: ��� = �������/����������� , and can be 
intuitively align with GAA in the sense that lower values 
correspond to a more obstructed airway. To calculate GAA, by 
line fitting using least square regression, main axis for all 5 
structures were found as � = (��, ��, … , ��) . Then the angles 
facing the glottic opening (Fig. 4 (b)) were used as the desired 
parameters.  

The clockwise angle between two 2D vectors was calculated:  
����� = atan (�� × �� − �� × ��, �� × �� + �� × ��),  (4) 

where (��, ��) and (��, ��) are the two vectors. 
2) Signal processing with singular spectrum analysis (SSA) 

The temporal features in a video were arranged as 1-D 

Fig. 4. (a) The FCN used for segmentation which output a pixel-wise segmentation results. Overlapped color masks stand for: red→glottic opening; green→right 
vocal fold; yellow→ left vocal fold; blue→right supraglottic structure; cyan→ left supraglottic structure. (b) The angles between two lines (yellow shadow) facing 
the glottic opening (red) are chosen as the parameter. 
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signals. In order to make use of them, signal processing 
methods must be utilised to process and extract information. 
When some frames were not segmented due to non-existence of 
target structures, parameters with “0” values were returned. In 
order to remove this distracting artefact linear interpolation was 
used to eliminate these values. Furthermore, for the purpose of 
further signal processing for e.g. denoising or trend extraction, 
SSA was applied. As a non-parametric model-free algorithm 
which decomposes time series data into orthogonal 
components, SSA has been applied to biomedical signals, e.g. 
extraction of heart sound from respiratory sounds [30] and 
periodic ECG artefacts removal from EMG signals [31].  

SSA contains two steps, decomposition and reconstruction: 
Decomposition. A � × �  trajectory matrix �  is generated 

for a time series � = (��, ��, … , ����) with length � . �  (1 ≤
� ≤ �) is called window length, and � = � − � + 1. � is a 
defined as 

� =

⎣
⎢
⎢
⎢
⎡

�� �� �� ⋯ ����

�� �� �� ⋯ ��

��

⋮
����

��

⋮
��

��

⋮
����

⋯
⋱
⋯

����

⋮
����⎦

⎥
⎥
⎥
⎤

.                        (5) 

Since elements along the diagonal � + � = �������� are equal, 
�  is a Hankel matrix. This is followed by Singular Value 
Decomposition (SVD) towards �: 

� = ����,                                 (6) 
where �  and �  are both orthogonal matrices, �  a diagonal 
matrix. In � all the entries are arranged in a descending order. 
� ’s � th column (�� ) and � ’s � th entry (�� ) stand for � th 

eigenvector and square root of eigenvalue ( ��� ) for ��� . 

(��, ��, ��)  is called � ’s � th eigentriple. And �  can be re-

formatted as: 

� = ∑ ��
�
��� = ∑ ������

��
��� ,                      (7) 

where � = �����: �� > 0�.  

Reconstruction. Regarding a time series, ��  represents an 

individual SVD component, so different grouping strategies can 
be used to group different combinations of �� s. 

Mathematically, this means building a group �� = {���,
���, … , ���} with 1 ≤ �� ≤ �, so � can be reformatted as: 

� = ∑ ���

�
��� .                                     (8) 

The grouping strategies vary according to different 
objectives, i.e., denoising, trend extraction, and so on. Normally 
the first few SVD components are used to extract the trend, and 
the residual is calculated by subtracting the trend from the 
original signal. This is of course, a naïve way, but still suitable 
for our applications, according to previous research [32, 33]. 
Generally, an eigenvalue stands for the “weight” of the 
corresponding SVD component for the time series. Usually the 
trend depicts the “rough” shape of a time series, implying that 
it can be represented by small order numbers of SVD 
components, which corresponding to the first several ones. The 
residual can be consequently acquired by subtracting the trend 
from the original time series. In our work, the trend is calculated 
as: 

�� = ∑ ��
�
��� ,                                    (9) 

which means the first �  SVD components are used to 
approximate the original signal, resulting in trend extraction. 

The last step of SSA is recovering ��  from ��, which has the 

same size as �. The averages of elements in �� along diagonal 
lines � + � = �������� are computed, where the �th element in 

��  is set as the average along the line � + � = � + 2 in ��. Then 

the trend �� is set as �� , and residual �� = � − ��. In summary, 
using the original time series, the window length, and the 
number of SVD components for reconstruction as inputs, the 
method is described in Algorithm 2: 

Algorithm 2: SSA for trend and residual extraction 

1: function SSA (�, �, �, ��, ��) 

 input    : original signal �, window length �, # SVD components � 

 output  : extracted trend �� and residual �� 

2:     reconstruct trajectory matrix � with � (Equation (5)) 

3:     apply SVD to � to find eigentriples (��, ��, ��) 

4:      use first � eigentriples to build �� (Equation (9)) 

5:     average along the diagonal lines of �� to recover �� 

6:     �� = � − �� 

7:     return 1 

8: end function 

In our experiment, � was always set to 1. By setting a proper 
�, the trend can be computed. Choosing a sufficiently large �, 
the reconstruct signal can be seen as the noised signal. The 
detrended signal can be therefore generated by removing the 
components corresponding to the trend. The value of �  was 
chosen empirically. 

 

III. EXPERIMENTAL RESULTS 

We use unseen videos to demonstrate the results achieved by 
our proposed tracking approach. In addition, a clinical case 
analysis is provided to showcase the application of the proposed 
method in real-world applications. 

A. Extraction of temporal information of laryngeal structures  

We evaluated our proposed detection and segmentation 
algorithm on in total 400 images frames from 20 unseen videos, 
including frames from five 2-second videos clips (50 frames 
each). 
1) RoI detection 

The detected bounding box using the proposed method was 
compared with the ground truth. The rectangular bounding 
boxes calculated by Algorithm 1 were used. An intuitive 
comparison on some images is demonstrated in Fig. 7 (b) (c). It 
can be observed that despite the illumination, scale, and rotation 
variations, the proposed detection network was able to predict 
a bounding box close to the ground truth. The generated 
bounding boxes contained margins with a user-defined scale, to 
avoid the misclassification problem at image boundary areas.   

Table III demonstrates the Intersection-Over-Union (IoU) 
value as the indicator to measure the overall performance of 
bounding box detection. A “scale” factor is also introduced to 
describe the size difference between the detected and ground 
truth bounding boxes. For those images with bounding boxes 
detected, certainties with 0.97 mean and 0.02 standard deviation 
were found. It is noticeable that the proposed RoI detection 
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algorithm enabled accurate and stable RoI extraction, 
facilitating the following segmentation step. 
2) Segmentation 

The per-frame segmentation performance of the proposed 
method was compared with the ground truth generated 
manually and the direct approach that directly applies FCN to 
the input image for segmentation. The network structure of the 
direct method was the same as the segmentation network in the 
proposed method, for comparison purposes. The only 
difference was that the former took a 512×384 image as the 
input, while the latter 256×256. This difference greatly boosted 
the processing speed. The direct method and the segmentation 
network in the proposed method cost ~120 ms and ~35 ms to 
segment one input image, respectively. Furthermore, in the case 
of non-existence of detected structures, the input image will be 
skipped to avoid wasting computational resources. Thus, a 
processing speed of ~16 FPS or ~66 FPS can be achieved with 
the proposed method on a single GPU PC, depending on the 
existence of detected target larynx structures.  

Fig. 7 (d)(e)(f) show the performance difference between the 
direct and the proposed method. For the images it can be found 
that our approach guaranteed a more robust performance, 
“restricting” the segmentation to a specific area, while the direct 
FCN led to more outliers that could even be far away from the 
target itself, increasing the difficulty for the post-processing. 
This two-stage method was proposed to decrease the 
segmentation “difficulty” for the segmentation networks, in 
terms of isolating the “scaling” factor and leaving it to the 
detection step, which is an “easier” task than segmentation. The 
segmentation phase has been significantly simplified to 
guarantee finer results. 

From Table I, the statistical segmentation results using both 

methods from five different tissue are provided. It is shown that 
the two-stage method led to higher IoUs for all structures. It is 
also found that the IoU of segmentation for the vocal folds was 
relatively lower than those of other structures. This was caused 
by their thin and long shapes, which introduced difficulty in 
pixel-wise classification. Normally the segmented area is 
slightly wider, thinner, shorter, or drifted, leading to a decrease 
of IoUs. However, this misalignment in the segmentation 
results was negligible visually (Fig. 7 (e)), since the main axis 
directions instead of their area sizes, are the real parameters that 
are valuable for the following quantification and analysis. 

Among all parameters from the segmentation results, we 
have in this work focused on two specific parameters, which 
seem to describe the morphological change of the larynx during 
EILO well: GAA and SGI. As is shown in Table II, our method 
led to better performance than the direct method. 

For the purpose of quantification of laryngeal movement, 
instead of per-frame segmentation accuracy we are more 
interested in the general extracted information along a whole 
video. Therefore, the extracted GAA and SGI are plotted in the 

TABLE I 
SEGMENTATION RESULTS (IOU) FOR DIFFERENT STRUCTURES: GLOTTIC OPENING (GO), LEFT 

VOCAL FOLD (LVF), RIGHT VOCAL FOLD (RVF); RIGHT SUPRAGLOTTIC STRUCTURE (RSS), 
LEFT SUPRAGLOTTIC STRUCTURE (LSS). 

 

 GO LVF RVF LSS RSS 

Proposed 0.85±0.06 0.72±0.07 0.65±0.11 0.77±0.06 0.75±0.06 
Direct 0.84±0.06 0.60±0.06 0.58±0.08 0.70±0.07 0.68±0.10 

 
 

TABLE II 
THE AVERAGE AND STANDARD DEVIATION OF ERRORS FOR 

ESTIMATED ANTERIOR ANGLE BETWEEN VOCAL FOLDS 

(GAA) AND SUPRAGLOTTIC INDEX (SGI). 
 

 
GAA 

(degree) 
SGI 

Proposed 4.47±5.72 0.03±0.02 
Direct 12.72±12.27 0.03±0.03 

 

 
TABLE III 

BOUNDING BOX DETECTION RESULTS USING THE PROPOSED METHOD. 
 

IoU Scale Certainty 

0.90±0.08 0.98±0.11 0.97±0.02 

 
 

TABLE IV 
THE CORRELATION COEFFICIENTS (CC) BEFORE AND AFTER SIGNAL PROCESSING. 

 

 Video1 Video2 Video3 Video4 Video5 

GAA (before) 0.86 0.68 0.85 0.42 0.87 
GAA (after) 0.87 0.84 0.95 0.84 0.96 
SGI (before) 0.85 0.94 0.75 0.75 0.84 

SGI (after) 0.93 0.98 0.98 0.86 0.89 

 

Fig. 6.  In a 2-second video clip (50 frames), the extracted GAA and SGI signals 
(blue) from the segmentation results were compared with those from manual 
annotation (red), with the correlation coefficients (CC) between them provided. 
(a) GAAs before signal processing; (b) GAAs after the proposed signal 
processing; (c) SGIs before signal processing; (d) SGIs after the proposed 
signal processing. 
 
 

 
Fig. 5.  The extracted GAA in temporal dimension, using the proposed method 
(a) and the direct method (b); The time range in which parameter cannot be 
extracted is marked with red colour. 
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temporal domain (Fig. 5, 6, 8 and 9). It can be observed that by 
switching from the direct method to the two-stage one (Fig. 5) 
that the GAA curves become less noisy and the number of 
frames in which the GAA cannot be acquired from the 
segmentation results decreases.  
3) SSA based signal processing 

The SSA based signal processing was utilised to 1) 
compensate errors introduced by inaccurate or failed 
segmentation by removing artefacts and denoising; 2) introduce 
temporal consistency to the extracted signals since the proposed 
method only enables per-frame segmentation. In Fig. 5, we 
compare the extracted GAA and SGI signals using the proposed 
method (blue) and manual annotation (red) in one 2-second 
video clip (50 frames), before and (Fig. 6 (a)(c)) after signal 
processing (Fig. 6 (b)(d)). Correlation coefficients (CCs) [34] 
between the proposed method and manual annotation showed 
that the proposed signal processing improved the CCs by 
denoising and introducing temporal smoothness, making the 
extracted information more interpretable both visually and 
statistically. Table IV provides the improvements of CCs 
between after signal processing, which are greater than 0.84 for 
both GAA and SGI in all five 2-second video clips. These show 
strong dependency between the signals extracted automatically 
and manually. 

In this section, we demonstrate the robust and accurate 
segmentation using our proposed method, and show the 
improvement over using the direct FCN method. It can be 
observed intuitively and statistically that the proposed method 
led to not only fast but also better performance, making the real-

time video processing possible. Although minor segmentation 
errors still happen occasionally in videos, it did not affect the 
quantification procedure much, since the parameters we are 
interested in were extracted from the continuous segmentation 
and can be further processed and analysed by the proposed SSA 
based signal processing techniques.  

B. Analysis of clinical cases 

We used SSA to process the signal including the GAA and 
SGI, in order to extract useful information, such as the trend, 
the detrended and denoised signal.  

We analysed five complete recordings of diagnostic CLE 
tests: one healthy control and four subjects with a combination 
of supraglottic and glottic EILO. The analysed tests included 
initial test setup and resting phases before the subjects started 
exercising, and the (unstructured) recovery phase after 
completing the test.  

During the resting phase (Fig. 8) a random fluctuation is seen 
in both GAA and SGI depicting laryngeal movement as the 
subject breathes, talks, coughs and swallows, and as the 
laryngoscope is repositioned. As the tests begin and progress, 
the larynx will normally facilitate increased airflow by 
maintaining the vocal folds in an abducted position, widening 
the rima glottidis. This mechanism, reflected in an increased 
GAA and SGI, is seen in all subjects (Fig. 8). 

 Subjects with supraglottic EILO show an increased 
fluctuation in SGI corresponding to the fluctuation between a 
normal laryngeal configuration on expiration and an increased 
supraglottic closure on inspiration (Fig. 8 subjects 2–5, Fig. 9).  

 
Fig. 7. (a) Input image. (b) Ground truth bounding box. (c) Detected bounding box with certainty. (d) Ground truth segmentation. (e) Segmentation results from 
direct FCN. (f) Segmentation results from the proposed method. For all the segmentation results: red→glottic opening (GO); green→right vocal fold (RVF); 
yellow→ left vocal fold (LVF); blue→right supraglottic structure (RSS); cyan→ left supraglottic structure (LSS). The IoUs of the segmentation results using the 
proposed method are provided in the last column. 
 
 

 IOU 
GO 0.87 
LVF 0.70 
RVF 0.65 
LSS 0.75 
RSS 0.75 

 
  
GO 0.88 
LVF 0.75 
RVF N/A 
LSS 0.79 
RSS 0.79 

 
  
GO 0.91 
LVF 0.81 
RVF 0.70 
LSS 0.86 
RSS 0.80 

 
  
GO 0.80 
LVF 0.47 
RVF 0.60 
LSS 0.67 
RSS 0.63 
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In the healthy control, GAA increases with exercise intensity 
and the corresponding increased ventilation. In subjects 2–5, 
however, GAA contrastingly decreases throughout exercise, 

showing a gradual narrowing of the vocal folds not easily 
appreciated in manual analysis. One interesting observation 
was made in subject 4, where GAA not only decreased over 

 
Fig. 8. Analysis complete laryngeal videos obtained during exercise laryngoscopy in one healthy control and four clinical cases. EILO: Exercise-induced laryngeal 
obstruction. Dimmed blue lines: actual values; red line: extracted trend; black lines: fitted linear regression line. 
 
 

Healthy control: 

27-year old healthy female. Initially, laryngeal lumen 
increases as glottic and supraglottic structures 
abduct (a) and correspondingly, GAA and SGI 
increase. At hard exercise (b), there is a slight 
decrease in SGI as a result of heavy breathing and 
thus increased airflow and visualisation of the 
posterior part of the supraglottic structures.  

The view was partially distorted by mucus on the 
lens at the beginning of the test. 

Supraglottic EILO: 

36-year old female with moderate supraglottic EILO, 
showing as a pronounced increase in the amplitude 
of the rythmical fluctuations in SGI that occur with 
inspiration and expiration (b). This patient had post-
exercise adduction of the vocal folds on expiration 
(c), similarly reflected in an increased amplitude of 
GAA. Also note the initial increase in both GAA and 
SGI baselines (a), reflecting an increased airway 
patency with low intensity exercise. 

Supraglottic and glottic EILO: 

20-year old female rower with moderate EILO, 
initially supraglottic (b) with an attack of glottic 
closure immediately upon exercise cessation (c), 
which quickly resolves (d). Note again the increase 
in GAA and SGI during light exercise (a). 

The patient talks during the test, particularly in the 
first half. 

Supraglottic and glottic EILO: 

30-year old female athlete with moderate 
supraglottic EILO (c) and a component of moderate 
glottic closure at maximal exercise intensity (d). 
Note the preceding gradual decrease in GAA 
amplitude, possibly reflecting a changing laryngeal 
muscle tone (b). As the previous cases, GAA and 
SGI increase during light exercise. 

The patient talks intermittently (a). 

Supraglottic EILO: 

20-year old female hockey player with moderate 
supraglottic EILO. Initially, laryngeal lumen 
increases as glottic and supraglottic structures 
abduct (a) until reaching an exercise intensity where 
supraglottic EILO develops (b). The patient starts at 
a high intensity and quickly becomes too breathless 
to continue (c). 

Throughout most of the test, the left supraglottic 
area was only partially visible. 
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time, but the amplitude also decreased, reflecting less 
fluctuation in the position of the vocal folds with in- and 
expiration (Fig. 8, subject 4). 

Also, in the recovery phase for subject 2 (Fig. 8), an 
attenuated fluctuation was seen in both GAA and SGI as the 
vocal folds adduct on expiration, likely to generate intrinsic 
positive end-expiratory pressure (PEEP), a phenomenon which 
has been described in subjects with obstructive airways disease 
(Fig. 9, left) [35]. 

Subjects 3 and 4 displayed sudden-onset glottic closure at 
maximal intensity exercise, illustrated by a rapidly declining 
GAA preceding exercise cessation (Fig. 8 subjects 3–4).  

 

IV. DISCUSSION 

In this work, we propose a pipeline to process and analyse 
long-time frame laryngoscopic videos to provide robust 
objective quantification of any propensity to closure, that can 
be potential used to aid diagnosis. The methodology described 
involves a real-time two-stage laryngeal structure tracking 
algorithm based on CNN and a temporal feature extraction 
approach with SSA. 

In our proposed method, the RoI detection stage can be 
considered as a pre-processing procedure that removes the 
irrelevant background area and minimises the disturbance from 
scaling. Thus, an improvement over the traditional FCN could 
be expected, as demonstrated by experimental validation. This 
further benefits the temporal signal processing and analysis. 
However, it is also noticeable that this learning-based method 
would be affected by the bias of manual annotation, although in 
this work we mainly aim to show the capability of the proposed 
method. This bias could be alleviated by parallel and 
independent training set preparation from different experts. For 
temporal feature extraction, more candidate parameters can be 
exploited to describe the laryngeal obstruction. 

Analysis of five clinical cases illustrates how an accurate and 
detailed description of laryngeal movement, throughout 
exercise, can be attained by employing the methodology 
described herein. The information extracted from trend analysis 

of whole tests, as well as from the fluctuation of GAA and SGI 
in specific regions of interest, could enable a clinician to attain 
an accurate and objective view of the data in the time domain – 
a task currently accomplished in clinical studies using manual 
selection and subjective analysis of single video frames [36].  
Our approach, thus targets a significant unmet need; as 
highlighted in a key global guideline document for the 
assessment of laryngeal functional disorders, stating that 
“objective assessment of the size of the laryngeal lumen with 
simultaneous full visual representation would be highly 
valuable, and appear to be an important first priority to move 
the field forward” [5]. The clinical significance of some of the 
phenomena seen in this study (e.g. the gradually decreasing 
GAA with increased exercise intensity) are yet to be linked to 
pathophysiological mechanisms and may progress our 
understanding of how and why EILO develops. The clinical 
cases presented were chosen to serve as representative and 
illustrative examples of analysis applied in typical presentations 
of EILO. These findings should be reproduced and futher 
validated in a larger-scale prospective clinical study.  

Future improvements to the tracking algorithm will aim to 
enable an end-to-end training and prediction without sacrificing 
its efficiency. The model design will learn from other state-of-
the-art CNN models like Mask R-CNN [24], recurrent neural 
networks (RNN) [37], and loss function like focal loss [38]. 

The training procedure will also benefit from a larger and 
more diverse dataset, including patients with different laryngeal 
conditions. Analysis of a large number of normal 
laryngoscopies, at rest and during exercise, would be a valuable 
addition to the data presented in the present work, enabling the 
construction of normal ranges for the extracted signals and thus 
assist the clinical interpretation of the analysis. 
Correspondingly, as the correlation between signals and 
pathophysiology is further investigated in a larger clinical 
setup, the GAA and SGI, although likely to be of use in clinical 
interpretation of laryngeal video, may not be the only signals of 
interest and other useful signals are likely to emerge as the 
development and clinical research in this area progresses. 

Other future work will focus on feasibility analysis in EILO 
patients across the clinical spectrum including paediatric 

Fig. 9: Examples of fluctuations in Supraglottic Index (SGI) and Glottic Anterior Angle (GAA) traces taken from subject 2 in Fig. 8, and the corresponding 
laryngeal image frames depicting closure of the vocal folds in correlation with a lower GAA (right) and supraglottic obstruction of a moderate severity reflected 
by a decrease in SGI (left). 
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patients and patients with other types of laryngeal obstruction, 
e.g. glottic closure (vocal cord dysfunction) in patients with 
obstructive lung disease, as well as larger-scale clinical 
validation of the method. 

 

V. CONCLUSION  

 
This is the first report of a truly objective quantification of 

laryngeal movements to aid EILO diagnosis. Notably, this 
approach allows the time-course of development of laryngeal 
obstruction to be clearly delineated and characterised 
temporally. This approach to analysis is detailed, appears to be 
clinically informative, and could help to progress understanding 
of laryngeal closure disorders but also inform their clinical 
management. Further work is now needed to validate the 
approach in a prospective clinical setting. 

REFERENCES 

[1] P. M. Christensen, S. F. Thomsen, N. Rasmussen, and V. Backer, 
“Exercise-induced laryngeal obstructions: prevalence and symptoms in 
the general public,” Eur. Arch. Otorhinolaryngol, vol. 268, no. 9, pp. 
1313-1319, Apr. 2011. 

[2] J. H. Hull, V. Backer, P. G. Gibson, and S. J. Fowler, “Laryngeal 
Dysfunction: Assessment and Management for the Clinician,” Am. J. 
Respir. Crit. Care. Med., vol. 194, no. 9, pp. 1062-1072, Nov. 2016. 

[3] E. W. Nielsen, J. H. Hull, and V. Backer, “High Prevalence of Exercise-
Induced Laryngeal Obstruction in Athletes,” Med. Sci. Sports Exerc., vol. 
45, no. 11, pp. 2030-2035, Nov. 2013. 

[4] C. S. Mehlum, E. S. Walsted, C. Godballe, and V. Backer, 
“Supraglottoplasty as treatment of exercise induced laryngeal obstruction 
(EILO),” Eur. Arch. Otorhinolaryngol, vol. 273, no. 4, pp. 945-951, Apr. 
2016. 

[5] T. Halvorsen, E. S. Walsted, C. Bucca, A. Bush, G. Cantarella, G. 
Friedrich, F. J. F. Herth, J. H. Hull, H. Jung, R. Maat, L. Nordang, M. 
Remacle, N. Rasmussen, J. A. Wilson, and J.-H. Heimdal, “Inducible 
laryngeal obstruction: an official joint European Respiratory Society and 
European Laryngological Society statement,” Eur. Respir. J., vol. 50, no. 
3, pp. 945-951, Sept. 2017. 

[6] S. Liyanagedara, R. McLeod, H. A. Elhassan, “Exercise induced 
laryngeal obstruction: a review of diagnosis and management.” Eur. 
Arch. Otorhinolaryngol, vol. 274, no. 4, pp. 1781–1789, Apr. 2017. 

[7] R. C. Maat, O. D. Røksund, T. Halvorsen, B. T. Skadberg, J. Olofsson, 
T. A. Ellingsen, H. J. Aarstad, and J.-H. Heimdal, “Audiovisual 
assessment of exercise-induced laryngeal obstruction: reliability and 
validity of observations,” Eur. Arch. Otorhinolaryngol, vol. 266, no. 12, 
pp. 1929-1936, Dec. 2009. 

[8] E. S. Walsted, J. H. Hull, J. Hvedstrup, R. C. Maat, and V. Backer, 
“Validity and reliability of grade scoring in the diagnosis of exercise-
induced laryngeal obstruction,” ERJ Open Res., vol. 3, no. 3, pp. 00070-
2017, Apr. 2017. 

[9] P. Christensen, S. F. Thomsen, N. Rasmussen, and V. Backer, “Exercise-
induced laryngeal obstructions objectively assessed using EILOMEA,” 
Eur. Arch. Otorhinolaryngol, vol. 267, no. 3, pp. 401-407, Mar. 2010. 

[10] J. T. Olin, M. S. Clary, D. Connors, J. Abbott, S. Brugman, Y. Deng, X. 
Chen, and M. Courey, “Glottic configuration in patients with exercise-
induced stridor: A new paradigm,” Laryngoscope, vol. 124, no. 11, pp. 
2568-2573, July 2014. 

[11] J. Lohscheller, H. Toy, F. Rosanowski, U. Eysholdt, and M. Döllinger, 
“Clinically evaluated procedure for the reconstruction of vocal fold 
vibrations from endoscopic digital high-speed videos,” Med. Image 
Anal., vol. 11, no. 4, pp. 400-413, Aug. 2007. 

[12] Y. Zhang, E. Bieging, H. Tsui, and J. J. Jiang, “Efficient and Effective 
Extraction of Vocal Fold Vibratory Patterns from High-Speed Digital 
Imaging,” J. Voice, vol. 24, no. 1, pp. 21-29, Jan. 2010. 

[13] A. Krizhevsky, I. Sutskever, and G. E. Hinton, "ImageNet Classification 
with Deep Convolutional Neural Networks," in Proc. NIPS, 2012, pp. 
1097-1105. 

[14] K. Simonyan, and A. Zisserman, “Very Deep Convolutional 
Networksfor Large-Scale Image Recognition,” in Proc. ICLR, 2014. 

[15] K. He, X. Zhang, S. Ren, and J. Sun, “Deep Residual Learning for Image 
Recognition,” in Proc. CVPR, 2016, pp. 770-778. 

[16] P. Sermanet, D. Eigen, X. Zhang, M. Mathieu, R. Fergus, and Y. LeCun, 
“Overfeat: Integrated recognition, localization and detection using 
convolutional networks,” in Proc. ICLR, 2014. 

[17] D. Erhan, C. Szegedy, A. Toshev, and D. Anguelov, “Scalable object 
detection using deep neural networks,” in Proc. CVPR, 2014, pp. 2155-
2162. 

[18] W. Liu, D. Anguelov, D. Erhan, C. Szegedy, S. E. Reed, C.-Y. Fu, and 
A. C. Berg, “SSD: Single Shot MultiBox Detector,” in Proc. ECCV, 
2016, pp. 21-37. 

[19] S. Ren, K. He, R. Girshick, and J. Sun, “Faster R-CNN: Towards Real-
Time Object Detection with Region Proposal Networks,” IEEE Trans. 
Pattern Anal. Mach. Intell., vol. 39, no. 6, pp. 1137-1149, Dec. 2017. 

[20] R. Girshick, “Fast R-CNN,” in Proc. ICCV, 2015, pp. 1440-1448. 
[21] J. Long, E. Shelhamer, and T. Darrell, "Fully convolutional networks for 

semantic segmentation," in Proc. CVPR, 2015, pp. 3431-3440. 
[22] O. Ronneberger, P. Fischer, and T. Brox, "U-Net: Convolutional 

Networks for Biomedical Image Segmentation," in Proc. MICCAI, 2015, 
pp. 234-241. 

[23] V. Badrinarayanan, A. Kendall, and R. Cipolla, “SegNet: A Deep 
Convolutional Encoder-Decoder Architecture for Image Segmentation,” 
IEEE Trans. Pattern Anal. Mach. Intell., vol. 39, no. 12, pp. 2481-2495, 
Dec. 2017. 

[24] K. He, G. Gkioxari, P. Dollár, and R. Girshick, “Mask R-CNN,” arXiv 
preprint arXiv:1703.06870, 2017. 

[25] L. Yu, H. Chen, Q. Dou, J. Qin, and P. A. Heng, “Integrating online and 
offline three-dimensional deep learning for automated polyp detection in 
colonoscopy videos,” J-BHI, vol. 21, no. 1, pp. 65-75, Jan. 2017. 

[26] E. Gibson; M. R. Robu, S. Thompson, P. E. Edwards, C. Schneide, K. 
Gurusamy, B. Davidson, D. J. Hawkes, D. C. Barratt, and M. J. Clarkson, 
“Deep residual networks for automatic segmentation of laparoscopic 
videos of the liver,” SPIE Medical Imaging, Feb. 2017. 

[27] X. Du, T. Kurmann, P.-L. Chang, M. Allan, S. Ourselin, R. Sznitman, J. 
D. Kelly, D. Stoyanov, “Articulated multi-instrument 2D pose estimation 
using fully convolutional networks,” IEEE Trans. Med. Imag, vol. 37, 
no. 5, pp. 1276-1287, May 2018. 

[28] E. S. Walsted, A. Faisal, C. J. Jolley, L. L. Swanton, M. J. Pavitt, Y.-M. 
Luo, V. Backer, M. I. Polkey, and J. H. Hull, “Increased respiratory 
neural drive and work of breathing in exercise-induced laryngeal 
obstruction,” J. Appl. Physiol, Nov. 2017. 

[29] E. W. Nielsen, J. H. Hull, and V. Backer, “High prevalence of exercise-
induced laryngeal obstruction in athletes,” Med. Sci. Sports Exerc., vol. 
45, no. 11, pp. 2030-2035, Nov. 2013. 

[30] F. Ghaderi, H. R. Mohseni, and S. Sanei, “Localizing Heart Sounds in 
Respiratory Signals Using Singular Spectrum Analysis,” IEEE Trans. 
Biomed. Eng., vol. 58, no. 12, pp. 3360-3367, July 2011. 

[31] S. Sanei, T. K. M. Lee, and V. Abolghasemi, “A New Adaptive Line 
Enhancer Based on Singular Spectrum Analysis,” IEEE Trans. Biomed. 
Eng., vol. 59, no. 2, pp. 428-434, Oct. 2012. 

[32] N. Golyandina, V. Nekrutkin, and A. A. Zhigljavsky, Analysis of Time 
Series Structure: SSA and Related Techniques, Chapman and Hall/CRC, 
2001. 

[33] T. Alexandrov, “A method of trend extraction using singular spectrum 
analysis,” Revstat – Stat. Journal, vol. 7, no. 1, pp. 1–22, Apr. 2009. 

[34] M. G. Kendall, “The Advanced Theory of Statistics,” 4th Ed., Macmillan, 
1979. 

[35] M. Baz, G. S. Haji, A. Menzies-Gow, R. J. Tanner, N. S. Hopkinson, M. 
I. Polkey, and J. H. Hull, “Dynamic laryngeal narrowing during exercise: 
a mechanism for generating intrinsic PEEP in COPD?,” Thorax, vol. 70, 
no. 3, pp. 251-257, Mar. 2015. 

[36] J. T. Olin, M. S. Clary, E. M. Fan, K. L. Johnston, C. M. State, M. Strand, 
and K. L. Christopher, “Continuous laryngoscopy quantitates laryngeal 
behaviour in exercise and recovery,” Eur. Respir. J., July 2016. 

[37] P. O. Pinheiro, and R. Collobert, “Recurrent convolutional neural 
networks for scene labeling,” in Proc. ICML, vol. 32, 2014, pp. I-82-I-
90. 

[38] T.-Y. Lin, P. Goyal, R. B. Girshick, K. He, and P. Dollar, “Focal Loss 
for Dense Object Detection,” arXiv preprint arXiv:1708.02002, 2017. 


