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Explainable AI 

Workshop organized by the Research Group in Theoretical Philosophy 

 

Date and Time: May 18, 2017, 09:00-17:15 

Location: KUA 1, Njalsgade 136, 2300 København S. 

Room: 27.1.47 

 

Attendance is free, but please contact Thor Grünbaum (tgr@hum.ku.dk) if you plan to 

attend. 

Theme 

The theme of the workshop is how to explain decisions made by deep neural network 

(DNN) AI. When, for instance, DNN AI is used to make treatment plans for a cancer 

patient, it might be necessary for the MD to explain how and why the AI system made this 

particular suggestion. The aim of the workshop is to explore the apparent mismatch 

between the types of rational explanation that would satisfy users of DNN system in social 

situations and the actual reasons for which a DNN system produces its decision. 

 

Program 

09:00 -09:30 Arrival and coffee 

09:30 -10:45 Four Notions of Explainable AI (Tarek R. Besold, City, University of 

London) 

10:45 -12:00 Understanding from Machine Learning Models (Emily Sullivan, Delft 

University of Technology) 

12:00 -13:00 Lunch 

13:00 -14.15 How does Explainable AI Explain? Lessons from Cognitive (Neuro-) 

Science (Carlos Zednik, University of Magdeburg) 

14:15 -14:30 Pause 

14:30 -15:45 Rational Explanation and Deep Neural Nets (Thor Grünbaum & René 

Jensen, University of Copenhagen) 

15:45 -16:00  Pause 

16:00 -17:15  Explanation and Deep Neural Nets: What do they lack? When is it a 

problem? (Rune Nyrup, University of Cambridge) 
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Abstracts 
 
Four Notions of Explainable AI (Tarek R. Besold, City, University of London) 
I characterise four notions of “explainable AI” (as currently used) that cut across research 
fields: "opaque systems" that offer no insight into their algorithmic mechanisms; 
"interpretable systems" where users can mathematically analyse the algorithmic 
mechanisms; "comprehensible systems" that emit symbols enabling user-driven 
explanations of how a conclusion is reached; truly "explainable systems", where 
automated reasoning is central to output crafted explanations without requiring human 
post-processing as final step of the generative process. Against this backdrop I then 
present some considerations on what might serve in an engineering context as a set of 
minimal requirements an AI system and/or its output has to meet to meaningfully be 
considered "an explanation" in the context of human-machine interaction and 
collaboration. 
 
Understanding from Machine Learning Models (Emily Sullivan, Delft University of 
Technology) 
One common view is that simple idealized models can provide more understanding than 
more complex or hyper-realistic models. However, as philosophers are gaining better 
insight into minimal models, an increasing number of scientists are going in the opposite 
direction by utilizing machine learning algorithms using big data to make predictions and 
draw inferences. If we take the lessons learned from understanding and minimal models, it 
suggests that scientists are curiously opting for models that have less potential for 
explanation and understanding. Machine learning algorithms are opaque to modelers, they 
are increasingly complex and have less modeler control, and the amount of w-questions 
are seemingly limited. Are scientists trading understanding for some other epistemic or 
pragmatic good, when they choose a machine learning model? Or are the assumptions 
behind why minimal models provide understanding misguided? In this talk I argue that it is 
latter. It is not in virtue of the complexity or opaqueness of the model that limits how much 
understanding the model provides. Instead, it is how the findings from the model are 
supported by other independent or related scientific studies and how the model fits within 
a background of epistemic or normative commitments that determines the understanding 
that they provide. I focus on two machine learning models to make this argument: anomaly 
detection in medical science and machine learning sexual orientation detection through 
facial recognition. General implications for explanation and understanding will be 
discussed.  
 
How does Explainable AI Explain? Lessons from Cognitive (Neuro-) Science (Carlos 
Zednik, University of Magdeburg) 
As the name suggests, the Explainable AI research program seeks to explain the behavior 
of AI systems. What, however, is the aim of such explanation? What are the obstacles? 
How might these obstacles be overcome? This talk will work toward articulating the 
explanatory norms of Explainable AI--norms such as causal relevance, comprehensability, 
predictive power, and manipulability--and consider the extent to which existing research 
practices satisfy these norms. To this end, inspiration will be sought from recent 
philosophical work on the explanatory norms and practices in cognitive (neuro-) science. 
Indeed, insofar as the inner workings of many sophisticated AI systems are similarly 
intransparent as the inner workings of human brains, there is much opportunity for 
interdisciplinary exchange. 
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Rational Explanation and Deep Neural Nets (Thor Grünbaum & René Jensen, 
University of Copenhagen) 
There are possible huge benefits from using deep neural nets (DNN) AI to assist decision 
making a number of social domains (say, medical, financial, and military domains). For 
instance, there are potential health benefits from using DNN AI to make diagnostic and 
treatment decisions with possible cancer patients. The social character of such decision 
situations imposes certain constraints on our explanation and understanding of decisions 
made by DNN systems. In this paper, we argue that, given these constraints, we are 
confronted with a dilemma when explaining decisions made by DNN AI. On the one hand, 
it is natural to require that explanations of DNN AI decisions should point to facts that both 
justify and cause the decision. On the other hand, there are grounds for thinking that, in 
the case of DNN AI decisions, we have to settle for explanations that either justifying or 
causal (but not both). On either hand, we are confronted with problems. 
 
 
Explanation and Deep Neural Nets: What do they lack? When is it a problem? (Rune 
Nyrup, University of Cambridge) 
Deep neural nets (DNNs) are often said to be opaque “black boxes”, or that it is difficult to 
explain “how they think”. This paper seeks to elucidate in what sense DNNs lack 
explainability and when this is ethically problematic. The first part of the paper argues that 
it is relatively easy to explain the reasoning process implemented by a DNN. However, 
understanding how a DNN reaches its decisions, in itself, is insufficient to explain why 
those decisions should be trusted. It is thus not the DNNs themselves, but rather the 
reasons for relying on the decisions they make, which lack explainability. I distinguish two 
types of reasons for a decision—(1) reasons which provide evidence that the decisions are 
correct and (2) reasons which make the conclusions correct—and discuss how DNNs can 
make it difficult to obtain either kind of reasons. In the second part of the paper I consider 
four kinds of concerns that this lack of explainability raises: (i) Will the decision-making of a 
DDN be reliable in novel contexts? (ii) Will human decisions based on information provided 
by a DNN be reliable? (iii) Can decisions made by DNNs be held accountable? (iv) Can 
humans relying on DNNs retain the autonomy and political legitimacy of their decisions? I 
argue that for concerns (i)-(iii) the main challenge is to explain reasons which provide 
evidence that the decisions are correct, and that approaches to explainability currently 
being developed by machine learning engineers would be able to provide these. By 
contrast, I argue that no satisfying solution to concern (iv) is currently forthcoming. This is 
because maintaining autonomy and political legitimacy requires the ability to explain the 
reasons which make the decisions correct. 


